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Abstract

Social scientists, political scientists, economists, and healthcare researchers crucially rely on sta-
tistical methods to further the study of individuals, society, and human behavior via inferential
analysis. Unfortunately, the naive application and release of resulting statistics could reveal sensi-
tive information about the individuals in the dataset. As a result, we propose and analyze rigorous
privacy-preserving methods while showing the limits of such methods either mathematically and/or
empirically. The main definition of privacy we will rely on is Differential Privacy (DP). In this the-
sis, we make algorithmic and analytic contributions to fundamental computational social science
methods (such as linear regression and rank aggregation):

1. DP Statistical Prediction: We prove finite-sample convergence rates for a range of DP ordi-
nary least squares methods. Then, we propose methods, based on nonparametric estimators,
that perform well—in terms of minimizing prediction loss—when the dataset size is small.
We show, experimentally, that the optimal method interpolates between a nonparametric
estimator and a parametric one. In particular, for at least one of the methods proposed, the
noise due to privacy will be less than the sampling error for common settings of parameters.

2. DP Uncertainty Quantification: We prove that a differentially private F-statistic converges
to the asymptotic distribution of the non-private F-statistic, the chi-squared distribution.
In addition, we obtain the optimal 1/

√
n asymptotic convergence rates for resulting DP

sufficient statistics. Using the DP F-statistic and a parametric bootstrap, we construct DP
hypothesis tests for testing for a linear relationship and testing for the presence of mixtures.
Through experiments, we also show when the DP F-statistic outperforms alternative meth-
ods for DP hypothesis testing.

3. DP Rank Aggregation: In social choice theory, (Kemeny) rank aggregation is a well-studied
problem where the goal is to combine rankings frommultiple voters into a single ranking on
the same set of items. Since rankings can reveal preferences of voters (which a voter might
like to keep private), it is important to aggregate preferences in such a way to preserve privacy.
We present DP algorithms for rank aggregation in the pure and approximate settings along
with distribution-independent utility upper and lower bounds. In addition to bounds in the
central model, we also present utility bounds for the local model of differential privacy.
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1
Introduction

In this dissertation, we present algorithms and lower bounds for performing computational social

science while preserving the privacy of the data subjects. Computational social science (CSS), also

referred to as quantitative social science, refers to the fields of studies dedicated to the use of compu-

tational approaches to the social sciences. CSS often involves use of theoretical and applied statistics

to elucidate insights, expose or solve problems, or derive solutions in the social sciences. In a recent

article [Lazer et al., 2020], significant challenges in the fields of CSS are identified. One important
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set of challenges arises from inadequate infrastructures for data sharing. As the authors correctly

identified, naively releasing results and analyses obtained from quantitative social science processes

could result in significant privacy breaches to individuals.

Differential Privacy (DP) is a rigorous mathematical definition of individual-level privacy loss

that came from the literature on theoretical cryptography [Dwork et al., 2006b,a]. It allows for a

precise tracking of maximal information loss for every statistical disclosure or release of machine

learning models. The goal of this thesis is to present rigorous procedures for achieving DP for im-

portant computational social science tasks.

Differential Privacy, essentially, aims to hide the effect of a single individual on the released

value of a statistical estimate or model. Social scientists, economists, sociologists, and healthcare re-

searchers crucially rely on statistical methods to further the study of individuals, society, and human

behavior via inferential studies.

To give a concrete example: a sociologist, such as Professor Alondra Nelson, might want to study

how genetic testing is permeating the discussion of race relations in America [Nelson, 2021]. Com-

putational sociologists could study DNA data to reveal relationships between different subcom-

munities around the world. Unfortunately, the data from such studies cannot be naively released

without the possibility of privacy breaches. In 2008, [Homer et al., 2008] was able to use DNA data

to perform statistical tests that could identify if a user was in a released complex DNAmixture (con-

taining allele frequencies) or not. Such a privacy violation could potentially be stemmed by the use

of rigorous privacy-preserving methods for analyzing the DNA data. In Figure 1.1, we present a

screenshot of a New York Times article that discusses using DNA data to study ancestral heritage of

African Americans.

In general: For the past few decades, data about our personal lives have been collected in massive

amounts and with increasing frequency. This data could serve public good, enabling new scientific

discoveries, social science insights, and behavioral hypothesis [Hofman et al., 2021]. Computa-
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tional Social Science (CSS) deals with how to integrate different fields of studies, such as economics

and the more general social sciences, to adopt computational approaches in answering social science

questions [Lazer et al., 2020, Nelson, 2021]. However, such use of data is hampered by possible

privacy harms [Citron and Solove, 2022] incurred by examining seemingly “anonymized” datasets.

It is now well acknowledged that basic anonymization— such as removing identifiers such as

names and zip codes— schemes can fail to protect personal information. Most anonymization

approaches can fail when auxiliary information, perhaps from an external source, can be linked

with datasets that do not have personally identifiable information. As a prominent example of a

privacy breach via linkage, consider the case where Sweeney [Sweeney, 1997, 2000, 2002, Golle,

2006, Sweeney et al., 2013] was able to join public voter registration lists with hospital discharge

databases to identify Massachusetts governor WilliamWeld in the dataset [Tanner, 2013]. This is

a clear privacy violation that incentivizes the need for privacy-protection technologies resistant to

linkage attacks. Going beyond basic anonymization techniques, even more advanced sanitization

techniques that result in insufficient noisy estimates might lead to privacy violations [Narayanan

and Shmatikov, 2008, Rocher et al., 2019, Church et al., 2009]. It is imperative to then rigorously

consider quantitative theories of privacy violations and (safely) apply to computational social sci-

ence procedures.

As a core use case of DP, the Census Bureau has adopted DP for its disclosure avoidance system

for the 2020 U.S. Census [Abowd, 2018, Long, 2022]. During the deployment phase, significant

issues in the use and interpretation of differential privacy needed to be resolved [Garfinkel et al.,

2018]. For the past decade, scientific resources have been dedicated to the intense study of differ-

ential privacy in various socio-technical and legal aspects [Wood et al., 2018]. But significant open

problems in the field remain. It is thus important to map out when DP procedures, like those that

will be the used by the U.S. Census Bureau, can be used to perform statistical inference. There re-

mains other very important use cases of differential privacy in the wild [Pereira et al., 2021, Des-
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Figure 1.1: For the past decade, a billion-dollar industry around heritage tourism has become salient. But releasing
results obtained from studying ancestral links via DNA could poten ally cause privacy harms.

fontaines, 2021].

1.1 Overview of Our Contributions

During the early stages of DP research, the focus was on one-way marginal releases (e.g., sums and

means) on data samples, which falls under descriptive statistics [Vadhan, 2017]. Inferential statistics

is the core of computational social science [Hofman et al., 2021]. However, there is still relatively

little understanding of the regimes under which we can draw statistical inferences via differentially

private procedures. Hence, it is important to delineate the regimes and processes under which we

can perform differentially private statistical inference and also perform social choice. This is the
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core focus of this thesis.

The organization of this dissertation is as follows:

• Chapter 2 introduces some useful notation and preliminaries for the rest of the disserta-

tion. This chapter covers the variants of differential privacy we rely on, such as approximate

differential privacy, as well as sensitivity definitions. We also cover the basics of asymptotic

statistical theory: limits, convergence in probability, and convergence in distribution.

• In Chapter 3, we discuss and compare the theoretical utility of DP procedures for releasing

point estimates for ordinary least-squares regression. We focus on the finite-sample regime

and express the statistical rate of convergence of the parameter estimation problem in terms

of confidence bounds and mean-squared error. Our results imply that, with high probability,

these error bounds approach those obtained from non-private algorithms.

• Focusing on the Opportunity Atlas tool, a high-profile tool for analysis of economic and so-

cial mobility, in Chapter 4, we provide and evaluate DP procedures for small-area analysis.

Prior work on differentially private linear regression focuses on asymptotic analysis or on

multivariate linear regression. We identify key factors that affect the relative performance of

the DP simple linear regression algorithms. Through simulations, in general, we find that

algorithms based on robust estimators perform best on small datasets (e.g., hundreds of dat-

apoints), while algorithms based on Ordinary Least Squares or Gradient Descent perform

better on larger datasets.

• Chapter 5 then focuses on uncertainty quantification (i.e., releasing confidence intervals or

performing hypothesis testing) using differentially private procedures. In particular, we de-

sign DP hypothesis tests for the following problems in the general linear model: testing a

linear relationship and testing for the presence of mixtures. To achieve our results, we con-
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struct a DP version of the F-statistic for the general linear model. In the non-private setting,

the F-statistic is uniformly most powerful unbiased for linear regression.

• We then branch to the area of social choice theory and, in Chapter 6, discuss procedures for

private rank aggregation. The problem of rank aggregation deals with how to find a central,

single ranking based on rankings of two or more voters. In Chapter 6, we provide DP algo-

rithms for rank aggregation in the pure and approximate settings along with distribution-

independent utility upper and lower bounds.

Chapters 3, 4, 5, and 6 present DP algorithms that solve problems in the area of computational

social science. DP algorithms abound for solving problems in more general areas.

For a more pedagogical introduction to differential privacy, see the surveys on algorithmic as-

pects [Dwork and Roth, 2014]and complexity-theoretic aspects [Vadhan, 2017] of DP. Also see

open-source movement for DP resources: http://opendp.org/.

Next, we attempt to situate differential privacy within the larger context of statistical disclosure

control, privacy trust models, and societal implications of privacy definitions.

1.2 Wider Perspectives

1.2.1 Statistical Disclosure Control

We now turn to the use-case of performing statistical analyses on data using DP procedures.

In much of the the statistics literature, differential privacy is classified as a statistical disclosure

control (SDC) technique. There are generally two broad classes of such techniques: rules-based and

principles-based. For rules-based techniques, a (rigid) set of rules is used to determine if the data or

data-analytic output can be released. For example, a set of rules could be to remove all columns that

have the name of a person or place. As Sweeney showed [Sweeney, 1997, 2000, 2002, Golle, 2006,

7
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Sweeney et al., 2013] and [Dwork et al., 2017] showed, such rules-based SDC techniques fall short.

Principles-based SDC techniques encode fundamental principles for data disclosure (and not just

a rigid set of rules). For example, a principle could be “no company’s data should be identifiable

from the released microdata.” Since DP—through its definitions—encodes information flow via

statistical releases, it is considered a principles-based SDC technique.

1.2.2 Statistical Properties of DP Estimators

While DP adheres to principles-based notions, specific DP procedures might not adhere to other

important statistical principles (such as statistical efficiency and unbiasedness). It is thus imperative

to map out the statistical properties that DP estimators satisfy. In Chapters 3, 4, and 5, we map out

some statistical properties (whether finite-sample or asymptotic) that the DP procedures presented

in those chapters satisfy.

Some estimators in the DP literature (e.g., randomized response fromWarner in 1965 [Warner,

1965, Greenberg et al., 1969]) are biased while some others are unbiased. For example, some DP

estimators, proposed in [Alabi et al., 2022b], are median-unbiased while some others are biased

but consistent. By the Cramer-Rao bound, biased estimators can still result in mean-squared error

that is below that of unbiased estimators [Keener, 2010]. Also, DP estimators require certain hy-

perparameters (e.g., clipping bounds for the data) which could determine the effectiveness of the

estimator. For example, if the clipping bound is too small, the estimator becomes more biased away

from the non-private estimator. If the clipping bound is too large, the estimator will have more vari-

ance because the noise added to ensure DP is typically calibrated to the clipping bounds. Thus, the

statistical effectiveness of DP procedures might be determined by the choice of resulting hyperpa-

rameters.

In Chapter 3, we discuss differentially private procedures for releasing point estimates or ma-

chine learning models [Chaudhuri et al., 2011]. The accuracy of such procedures can be measured
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in terms of a confidence bound or mean-squared-error. We theoretically and experimentally evalu-

ate such DP procedures in Chapters 3 and 4. In Chapter 5, we present the DP F-statistic for linear

regression. Then we theoretically and experimentally analyze its asymptotic properties. We can also

consider its finite-sample properties. One of the major prior works to consider finite-sample proper-

ties of DP estimators is the work of Karwa and Vadhan [Karwa and Vadhan, 2018].

1.2.3 TrustModels in Differential Privacy

In this thesis, our results utilize and implement different trust models for differential privacy. We

now briefly discuss some of these.

Differential Privacy operates in a variety of operational models, some of which are:

1. Central Model: A trusted curator (e.g., the Census Bureau) holds the dataset on which

statistical procedures are to be performed [Dwork et al., 2006b,a].

2. Local Model: Local parties, such as individuals or corporations, are involved in a proto-

col that results in the transcript or view of interaction satisfying differential privacy [Ka-

siviswanathan et al., 2011]. For example, each user can perturb their own data before sending

to a (non-trusted) curator.

3. Shuffled Model: An intermediate model [Bittau et al., 2017, Erlingsson et al., 2019] be-

tween the central and local models, where a trusted shuffler randomizes encoded datasets

from individual parties before releasing statistics on the entire dataset.

For our work on rank aggregation, we give algorithms that work in the central and local models

of Differential Privacy. See Chapter 6 for more details.
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1.2.4 Other Privacy Enhancing Technologies

Information-theoretic privacy definitions, such as Differential Privacy (DP) and Pufferfish Privacy

(PP), have emerged as rigorous definitions of quantifiable privacy loss. Differential Privacy [Dwork

et al., 2006b,a] is one of the most popular statistical frameworks for ensuring privacy that quantifies

individual-level privacy loss in the worst case. Others, such as Pufferfish [Kifer andMachanavajjhala,

2014], can incorporate domain knowledge (e.g., distributional assumptions) into the privacy defi-

nition. In this thesis, we shall focus on quantifying the limits and capabilities of differential privacy

for fundamental statistical toolkits employed in computational social science. It is beyond this thesis to

consider the breadth of other privacy definitions, in comparison to differential privacy.

Differential privacy can also be combined with other “privacy-enhancing cryptography.” See, for

example, the NIST blog post by Luís Brandão and René Peralta [Brandão and Peralta, 2021].

1.2.5 TheMoral Character of Differential Privacy

Before we proceed to further discuss the technical contributions of this thesis, we first briefly discuss

moral and ethical dimensions of differential privacy work.

Definitions in the differential privacy literature are mostly information-theoretic cryptographic

definitions and thus is heavily influenced by ideas in the cryptology community. Rogaway [Rog-

away, 2015] asserts that the process, study, and practice of cryptography makes cryptography an

inherently political tool with ethical and moral dimensions. The political side is both implicitly

and overtly present, he claims. Using the Snowden revelations in 2013 as an example, he claims

that cryptographers have a social responsibility to consider the implications of their work. In his

manuscript, he claims that differential privacy only protects individual-level information as opposed

to information about entire communities. He is right to draw attention to such consequences of the

basic formalism of differential privacy. However, one can also protect groups via the use of group
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privacy (with use of additional privacy budget, that is). Also, he correctly asserts that in the central

differential privacy model, the curator (e.g., the U.S. Census Bureau) has to be trusted [Citron and

Solove, 2022]. In the local model, however, the trust model allows the users not to trust the curator

with a corresponding and provable drop in the accuracy of the release DP estimates. Overall, his

criticisms of DP are still on a micro-scale, where the intimacies and restrictions between users and

the curators are sketched. However, is differential privacy even appropriate for the flow of informa-

tion?

Nissenbaum [Nissenbaum, 2004] develops a framework to tackle the issue of information flow.

She claims that protecting privacy via simply limiting access to personally identifiable information

(PII) is insufficient. Users care that the flow of information happens correctly instead of just restrict-

ing their access to data. On that note, differential privacy provides (strong) semantic guarantees

of privacy for quantifying the flow of information. Other definitions, such as k-anonymity and ℓ-

diversity, only provide syntactic guarantees and might still be vulnerable to attacks. As a result, we

assert that differential privacy is the right tool to quantify privacy loss for statistical analysis.
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Simplicity is prerequisite for reliability.

Edsger W. Dijkstra

2
Preliminaries and Notation

2.1 Differential Privacy

As discussed in the introduction, Differential Privacy (DP) aims to hide the effect of a single in-

dividual. In particular, the key intuition for this definition is that the distribution of outputs on

input dataset d is almost indistinguishable from the distribution on outputs on input dataset d′.

Therefore, given the output of a differentially private mechanism, it is impossible to confidently
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determine whether the input dataset was d or d′.

There are, by now, many definitions of DP including pure, approximate, Rényi, and zCDP.We

provide a subset of these definitions below.

It is sometimes more mathematically convenient to assume that the size of the dataset n is public.

Other DP definitions (e.g., add-remove as opposed to change-one) can be used when we cannot

assume that the size is public information. See [Dwork and Roth, 2014] for more details on the

distinction between the change-one and add-remove definitions.

For the definitions below, we say that two databases x and x′ are neighboring, expressed notation-

ally as d(x, x′) = 1 for any x, x′ ∈ X n, if x differs from x′ in exactly one row.

Definition 2.1.1 (Differential Privacy [Dwork et al., 2006b,a]). LetM : X n → R be a (ran-

domized) mechanism. For any ε ≥ 0, δ ∈ [0, 1], we sayM is (ε, δ)-differentially private if for all

neighboring databases x, x′ ∈ X n, d(x, x′) = 1 and every S ⊆ R,

P[M(x) ∈ S] ≤ eε · P[M(x′) ∈ S] + δ.

If δ = 0, then we sayM is ε-DP, sometimes referred to as pure differential privacy. Typically, ε is

a small constant (e.g., ε ∈ [0.1, 1]) and δ ≤ 1/ poly(n) is cryptographically small.

Definition 2.1.2 (Zero-Concentrated Differential Privacy (zCDP) [Bun and Steinke, 2016]). Let

M : X n → R be a (randomized) mechanism. For any neighboring databases x, x′ ∈ X n,

d(x, x′) = 1, we sayM satisfies ρ-zCDP if for all α ∈ (1,∞),

Dα(M(x)∥M(x′)) ≤ ρ · α,

whereDα(M(x)∥M(x′)) is the Rényi divergence of order α between the distribution ofM(x) and

13



the distribution ofM(x′). *

Definition 2.1.3 (Global Sensitivity). The global sensitivity of a function f : X n → Rk (using

the substitution DP notion) is

GSf = max
z,z′∈X n

∥f(z)− f(z′)∥1,

where z and z′ are neighboring databases that differ in exactly one row.

Definition 2.1.4 (Local Sensitivity [Nissim et al., 2007]). The local sensitivity of a query f : X n → Rk

with respect to a dataset d ∈ X n is

LSf(d) = max
d∼d′
∥f(d)− f(d′)∥1.

Definition 2.1.5 (Smooth Sensitivity [Nissim et al., 2007]). For t > 0, the t-smoothed sensitivity

of a function f : X n → R at dataset z ∈ X n is

S∗f,t(z) = max
z′∈X n

e−t·d(z,z′)LSf(z′)

where d(z, z′) is the distance between datasets z and z′.

Estimators in the statistics literature can be classified by the fundamental properties they satisfy.

These properties can hold in the small-sample (finite-sample) or large-sample (asymptotic) regime.

We now turn to discuss some of these properties in a bit more detail.

*A related differential privacy notion, in terms of the Rényi divergence, is given in [Mironov, 2017].
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2.2 Finite Sample Theory

In statistics, we can measure the accuracy of estimators in the asymptotic regime (as n goes to infin-

ity) or non-asymptotic regime (where we assume that the sample size, n, is always finite).

In the non-asymptotic regime, we can measure performance of an estimator via the mean-squared

error, for example. Let X1,X2, . . . ,Xn be a sample from a population with unknown parameter θ.

We can define an estimator θ̂n = θ̂(X1, . . . ,Xn) of θ.

The following are three measures can be used to estimate the statistical performance of point

estimates:

1. Bias:

Bias(θ̂n) = E[θ̂n]− θ.

2. Variance:

Var(θ̂n) = E[(θ̂n − E[θ̂n])2].

3. Mean-Squared Error (MSE):

MSE(θ̂n) = E[(θ̂n − θ)2] = Bias(θ̂n) + Var(θ̂n).

Note that the bias, variance, andMSE of an estimator can be empirically estimated.

As a running example, let x1, . . . , xn ∼ N (μ, σ2). That is, x1, . . . , xn is a sample from a normally

distributed population with unknownmean and variance. Let x = (x1, . . . , xn).

Consider the following two estimators of μ, the mean of the population:
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1. Sample Mean: The average value of the sample:

x̄ =
1
n

n∑
i=1

xi.

2. Sample Median: med(x) is the value or set of values that is ranked in the middle in the sam-

ple. i.e., med(x) is a value such that if the sample were sorted, at least half of the sample will be

to the left of med(x) and at least half of the sample will be to the right.

Also, consider the following two estimators of σ2, the variance of the population:

1. Sample Variance:

var(x) =
1
n

n∑
i=1

(xi − x̄)2.

2. Corrected Sample Variance:

s2 =
n

n− 1
· var(x).

2.2.1 Small Sample Properties

Unbiasedness An estimator is unbiased if its expected value is equal to the population param-

eter. Let θ̂ be the estimator and θ be the population parameter. If E[θ̂] = θ, then θ̂ is unbiased. For

example, sinceE[x̄] = μ, x̄ is an unbiased estimate of μ. Also,E[med(x)] = μ. In a similar fashion, it

can be verified that E[s2] = σ2.

Statistical Efficiency An estimator is statistically efficient if it has minimum variance in the

class of all unbiased estimators for a given task.

It can be verified that the variance of x̄ is σ2/nwhile the variance of med(x) is (approximately)

2πσ2
2n . Therefore, x̄ is more statistically efficient than med(x).
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Sufficiency An estimator is sufficient if it uses at least as much information as any other statis-

tic, on a given sample, used to estimate an unknown parameter. To rigorously prove sufficiency, we

can rely on the factorization theorem [Keener, 2010]. As an example, the median estimator med(x)

is not sufficient since it only uses the ranks of the elements in the sample. On the other hand, the

sample mean estimator x̄ is sufficient since it uses every element itself as well as n, the sample size.

2.3 Asymptotic Statistical Theory and Limits

In large-sample or asymptotic theory, we prove results that hold as n → ∞. We can rely on proba-

bility theory definitions such as convergence of sequences, convergence in probability, almost-sure

convergence, and convergence in distribution. Define the sample mean as

x̄n =
1
n

n∑
i=1

xi.

Then consider the following sequence of:

1. Sample Means:

{x̄n} = x̄1, x̄2, . . .

2. Variances:

{Var(x̄n)} = Var(x̄1),Var(x̄2), . . .

Large-sample theory considers the limiting behavior of such sequences.

For example, a sequence of estimators {θ̂n} is consistent if it converges, in probability, to the true

parameter value. That is, for all ε > 0,

lim
n→∞

P[|θ̂n − θ| < ε] = 1.
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It can be shown that {x̄n} is consistent.

Definition 2.3.1 (Limit of Sequence). A sequence {xn} converges toward the limit x, denoted

xn → x, if

∀ε > 0, lim
n→∞

P [|xn − x| > ε] = 0.

Wewill use Definition 2.3.1 to show convergence of random variables (in probability or distribu-

tion).

Definition 2.3.2 (Convergence in Probability). A sequence of random variables {Xn} converges in

probability toward random variable X, denoted Xn
P−→ X, if

∀ε > 0, lim
n→∞

P [|Xn − X| > ε] = 0.

Convergence in Probability (Definition 2.3.2) for a sequence of random variables X1,X2, . . .

toward random variable X can be shown if for all ε > 0, δ > 0, there existsN(ε, δ) = N such that

for all n ≥ N, P[|Xn − X| > ε] < δ.

Definition 2.3.3 (Convergence in Distribution). A sequence of random variables {Xn} converges

in distribution toward random variable X, denoted Xn
D−→ X, if

lim
n→∞

Fn(x) = F(x),

for all x ∈ R at which F is continuous. Fn, F are the cumulative distribution functions for Xn,X

respectively.

We can generalize Definitions 2.3.2 and 2.3.3 to random vectors and matrices (beyond scalars) as

follows: if A ∈ RK×L is a random vector, then An
P−→ A, An

D−→ A denotes entry-wise convergence
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in probability and distribution, respectively. Also, for any distributionD (e.g.,D = χ2k), we write

An
D−→ D as a shorthand to mean that An

D−→ A for random variables An,A such that A followsD

(i.e., A ∼ D). Similarly,Dn
D−→ D implies that An

D−→ A for An ∼ Dn and A ∼ D.

In computer science, the use of asymptotic notation is often used to delineate the rate of growth

of functions. We discuss such notation below.

2.4 Asymptotic Computational Efficiency

Using Big-O, Little-o, Big-Ω, Little-ω, and Big-Θ, we can measure how fast a function f(n) grows.

• Little-o: f(n) = o(g(n)) if and only if

lim
n→∞

f(n)
g(n)

= 0.

• Big-O: f(n) = O(g(n)) if and only if there exists constants c and n0 such that for all n ≥ n0,

0 ≤ f(n) ≤ c · g(n).

• Little-ω: f(n) = ω(g(n)) if and only if

lim
n→∞

f(n)
g(n)

=∞.

• Big-Ω: f(n) = Ω(g(n)) if and only if there exists constants c and n0 such that for all n ≥

n0,

0 ≤ c · g(n) ≤ f(n).

• Big-Θ: f(n) = Θ(g(n)) if and only if f(n) = O(g(n)) and f(n) = Ω(g(n)).
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Next, we state distribution-dependent tail bounds that will be useful for analyses in later sections:

2.5 Tail Bounds

Claim 2.5.1 (Laplace Tail Bound). Let Z be a Laplace random variable with mean 0 and scale b

(variance 2b2). Then for every t > 0,

P[Z > t] =
1
2
e−t/b, P[|Z| > t] = e−t/b.

Claim 2.5.2 (Gaussian Tail Bound). Let Z be a standard normal random variable with mean 0 and

variance 1. Then for every t > 0,

P[|Z| > t] ≤ 2 exp(−t2/2).
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Basically, I’m not interested in doing research and I never

have been… I’m interested in understanding, which is

quite a different thing. And often to understand some-

thing you have to work it out yourself because no one else

has done it.

David Blackwell

3
Finite Sample Convergence Rates of Private

Statistical Prediction

We analyze differentially private linear regression algorithms that solve the convex optimization

problem that defines the ordinary least squares objective. Our focus will be on algorithms that sat-

isfy pure differential privacy via the use of the general technique of sufficient statistic perturbation.

Although the optimal (non-private) solution to the ordinary least squares function has infinite sen-
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sitivity from a differential privacy perspective, we show finite sample utility guarantees for this func-

tion. We compare the utility of the aforementioned mechanism to those based on the exponential

mechanism. In the finite-sample regime, we express the statistical rate of convergence of the param-

eter estimation problem in terms of the mean-squared error and confidence bounds. Our results

imply that, with high probability, these error bounds approach those obtained from non-private

algorithms. Unlike all other previous works, we show a precise dependence on the variance (or more

generally, the covariance matrix) of the independent variable.

Statistical disclosure control is a set of techniques used to prevent the identification of individu-

als or organizations during or after data analysis [Hundepool et al., 2012, Winkler, 2004, Shlomo,

2010]. Differential Privacy (DP) [Dwork et al., 2006b] has become one of the most widely adopted

principles-based definitions for statistical disclosure control [Ritchie, 2019, Reznek et al., 2005, Bild

et al., 2018]. The majority of work in DP data analysis and statistical inference has focused on rela-

tively simple statistical queries. For example, DP one-way marginal releases (e.g., sums and means)

have been the subject of intense study [Barak et al., 2007, Fienberg et al., 2010, Barber and Duchi,

2014]. However, linear regression, one of the most important statistical tools for modeling relation-

ships between variables, has received little attention. In this work, we focus on detailing rigorous

statistical convergence rates for DP linear regression.

Least Squares Regression First discovered by Adrien-Marie Legendre in 1805 [Legendre,

1805] and Carl Friedrich Gauss in 1795 [Stigler, 1981], Least squares regression has found appli-

cations even beyond linear modeling. For example, nonlinear models—such as kernel methods—

are linear in certain functional spaces [Hofmann et al., 2008]. The OLS (Ordinary Least Squares)

objective is a linear least squares method for inferring the unknown population parameters of a re-

gression model. The principle of least squares is to minimize the sum of squares of the residuals—

difference between the response variable and predictions based on the estimated parameters—in
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the model. This objective also has a geometric interpretation [McCullagh and Nelder, 1989, Hastie

et al., 2009]. Given the importance of regression, it is crucial to understand the statistical perfor-

mance of the method with DP constraints, even in the most simple settings and without distri-

butional assumptions. As a result of applying differential privacy, it is important to also quantify

the loss in accuracy or inference from the measurement error due to DP. For linear regression, we

wish to differentially privately obtain a coefficient vector β ∈ Rp such that ∥Y − Xβ∥2, the least

squares objective, is minimized. Both X (the design matrix) and Y (the response variable) are ob-

served by the data curator. Without privacy, a closed form solution to the least squares objective is

β̂ = (XTX)−1XTY assuming that the moment matrix XTX is invertible.

Differentially Private Statistical Estimation in Linear Regression To extend to

the DP setting, one could calculate the sufficient statistics XTX and XTY in a DP way. This is fre-

quently referred to as Sufficient Statistics Perturbation (SSP). In the simple linear regression setting,

it can be shown that one of the entries of the moment matrix XTXwould be n · var(X)where var(X)

is the variance of the independent variable X. We show that the statistical performance (in terms of

convergence rates) of the DP estimator is inversely proportional to n · var(X)—the minimum eigen-

value of XTX in the simple linear regression setting when var(X) ≤ 1. The minimum eigenvalue has

been previously shown to play an important role in SSP procedures. For example, in [Wang, 2018],

the AdaSSP (Adaptive Sufficient Statistics Perturbation) method is presented where the smallest

eigenvalue of the moment matrix XTX is calculated in a DP way—using a fraction of the privacy

budget—and then used to estimate a ridge regression parameter. As a result, it is important to study

the statistical convergence rate of such DP SSP methods, the focus of our paper.

For simplicity and clarity, we show results on the simple linear regression model where the design
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matrix is of the form X ∈ Rn×2 from n observations, where

X =



1 x1 − x̄

1 x2 − x̄

· · · · · ·

1 xn−1 − x̄

1 xn − x̄


, β = (β1, β2), Y ∈ Rn,

and x̄ = 1
n
∑n

i=1 xi.

In the simple linear regression setting, x is the independent variable and Y is the response variable.

Throughout, we will use B as a clipping bound either on the datapoints in the independent variable

and the response variable, or on the parameter output space (i.e., bounds on β1, β2). The clipping

bound assumption is standard in the literature (e.g., in [Bernstein and Sheldon, 2019, Wang, 2018,

Sheffet, 2017]) on differentially private statistical inference.

3.0.1 PriorWork

Generally, there are a few major differences between previous work on DP linear regression and

our work: (1) Previous work does not provide high-probability bounds on the additive and multi-

plicative error due to pure differential privacy; (2) Previous work does not directly account for the

variance of the independent variable (or more generally, properties of the covariance matrix); (3)

Theoretical analysis in previous work makes more assumptions (e.g., the assumption that the re-

gression coefficients are large [Wang, 2018] or the reliance on random projections which requires

extra parameters [Sheffet, 2017]) than is present in our work. Our work provides high-probability

bounds on the statistical performance of the SSP method, shows the role of the variance of the inde-

pendent variable, and makes minimal assumptions.
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The most relevant work to ours is [Alabi et al., 2022b]. The authors present differentially private

linear regression algorithms based on robust * and non-robust (Ordinary Least Squares) methods for

computing point estimates in one dimension. The methods are then experimentally evaluated and

compared against one another. One of the observations made is that the non-robust methods per-

form well as ε · n · σ̂2x gets larger. However, there is no mathematical justification for the importance

of ε or n · σ̂2x . In our work, we precisely show the role of ε and n · σ̂2x , presenting high-probability sta-

tistical convergence rates. Even under certain distributional assumptions, the statistical convergence

rates we provide are strictly better than previous work in certain parameter regimes. For example,

in [Wang, 2018], it is shown that for |β1| = Ω(1), with high probability, the optimization error for

the AdaSSP procedure, satisfying (ε, δ)-DP, is

min

O

B2|β1|
2
√
log 1

δ

εn

 ,O

(
B2|β1|

2 log 1
δ

ε2n · σ̂2x

) , (3.1)

when the minimum eigenvalue of XTX is n · σ̂2x . Assuming that the second term in Equation 3.1

is the smaller term, we see from Table 3.1 that the additive error bound for SSP is asymptotically

smaller for |β1| = Ω(ε/ log(1/δ)). The reason for SSP having a better statistical performance than

AdaSSP, in certain regimes, could be because of the additional privacy budget spent in AdaSSP to

estimate the minimum eigenvalue of XTX.

Moreover, for the regimes not considered in the theoretical analysis of [Wang, 2018] (e.g., that

|β1| = o(1)), we provide utility bounds. In the work of [Sheffet, 2017], the main algorithmmight

alter the design matrix before estimating the regression parameters. In our work, we assume that the

design matrix X remains unaltered. Furthermore, the utility bounds of [Sheffet, 2017] assume that

the design matrix is normally distributed whereas we make no such assumptions in our work.

Least squares regression remains one of the most important statistical techniques available. How-

*Robust estimators, generally, refer to methods that are robust to outliers in a dataset.
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ever, because of its infinite sensitivity [Wang, 2018] (from a differential privacy perspective) and

possibilities of ill-conditioned behavior (even without DP), it is not known what techniques will

yield optimal statistical performance. In this work, we show statistical convergence rates for the suf-

ficient statistic perturbation technique (without distributional assumptions on the covariates). We

also compare these rates to those obtained via the use of the exponential mechanism [McSherry and

Talwar, 2007]. With high probability, all statistical rates approach those obtained from non-private

algorithms as the dataset size, the privacy parameter, or the variance of the independent variable in-

crease. Sheffet [Sheffet, 2017] also considers differentially private ordinary least squares methods

based on the Johnson–Lindenstrauss transform where a randommatrix is used for projection. This

necessarily introduces bias, in expectation, to the sufficient statistics. In our work, and unlike [Shef-

fet, 2017], the sufficient statistic estimation methods are done in a statistically unbiased fashion.

Wang [Wang, 2018] develops ridge regression DP algorithms. The objective in our work and the-

oretical analysis is for ordinary least squares, and not ridge regression. There are a range of other

works that consider or allude to DP ordinary least squares methods, whether in the central or lo-

cal settings [Dwork et al., 2014, Bassily et al., 2014, Dwork and Lei, 2009, Chaudhuri et al., 2011,

Nissim et al., 2007, Cai et al., 2020, Duchi et al., 2013, Karwa and Vadhan, 2018, Sheffet, 2019].

However, none of these works addresses the question of high-probability statistical convergence

bounds of SSP (Sufficient Statistic Perturbation) methods without distributional assumptions on

the covariates and with reliance on properties of the independent variable. For linear regression, ob-

jective perturbation (as opposed to output perturbation, which SSP methods fall under) methods

could also be used. For example, in [Wang, 2018], posterior sampling [Dimitrakakis et al., 2014,

Wang et al., 2015a, Minami et al., 2016] is used to instantiate objective perturbation for linear re-

gression [Chaudhuri et al., 2011, Kifer et al., 2012]. In our work, we focus on SSP methods since

these methods, generally, show superior experimental performance for linear regression. For exam-

ple, in [Wang, 2018], the SSP methods (either SSP or AdaSSP) dominate the objective perturbation
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methods.

We are motivated to study linear regression algorithms based on sufficient statistics, since by the

Blackwell-Rao theorem, † an estimator based on sufficient statistics should be optimal in terms of

mean-squared-error [Rao., 1945, Blackwell, 1947, Keener, 2010, Edgington, 2011]. While we fo-

cus on estimators based on sufficient statistics, other (non-robust) estimators for linear regression

exist (e.g., gradient descent based algorithms theoretically analyzed by [Cai et al., 2020]). Bayesian

approaches to linear regression estimator analyses are taken by [Bernstein and Sheldon, 2019]

and [Gong, 2019]. These can produce tight credible intervals in the finite-sample regime. While

this approach is important, the focus and viewpoint of our work is not Bayesian. In our work, we

focus on pure DPmechanisms. However, one could consider laxer DP definitions (e.g., [Mironov,

2017, Bun and Steinke, 2016]).

3.0.2 Our Results

We derive statistical convergence rates for differentially private simple linear regression without dis-

tributional assumptions on the covariates while directly accounting for the shape of the covariance

matrix of the independent variable.

In the rest of this section, we will assume that we have only one independent variable that is

single-dimensional. Multi-dimensional analogs of our results can be readily developed, as discussed

in the introduction. Suppose we are given a dataset

{(xi, yi)}ni=1 ∈ (R× R)n

and assume a noisy linear relationship between the x’s and the y’s. Specifically, suppose that there

†The theorem is named after David Blackwell and Calyampudi Radhakrishna Rao.
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exists β1 and β2 such that for every i ∈ [n]we have

yi = β1(xi − x̄) + β2 + ei, ei ∼ N (0, σ2e ),

where we assume that the ei’s are independent i.e., Cov(ei, ej) = 0 for all i ̸= j ∈ [n]. This implies

that yi ∼ N (β1(xi − x̄) + β2, σ
2
e ). Let x = (x1, . . . , xn)T, y = (y1, . . . , yn)T.

In the ordinary least squares model where we try to minimize the sum of the square of the residu-

als
∑n

i=1(yi − β̂1(xi − x̄) − β̂2)
2 for any β̂1, β̂2, the optimal—in terms of statistical performance—

settings of β̂1, β̂2 are

β̂1 = β̂
OLS
1 =

n·cov(x, y)
n · σ̂2x

, β̂2 = β̂
OLS
2 = ȳ− β̂1x̄

where x̄ = 1
n
∑n

i=1 xi, ȳ =
1
n
∑n

i=1 yi, cov(x, y) =
1
n
∑n

i=1(xi − x̄)(yi − ȳ) = 1
n
∑n

i=1 yi(xi − x̄),

and var(x) = 1
n
∑n

i=1(xi − x̄)2.

By the Gauss-Markov theorem, it has been shown that under the spherical errors assumption (i.e.,

errors are uncorrelated and homoscedastic), the estimators β̂1 and β̂2 are the best linear unbiased

estimators (BLUE) in the class of all linear unbiased estimators [Hastie et al., 2009].

What if we add the additional constraint of differential privacy (i.e., β̂1 and β̂2 should be esti-

mated in a differentially private manner)? Additionally, what is the convergence rate of private ver-

sions of β̂1 and β̂2 to their non-private counterparts. In this paper, we focus on the latter question.

First, recall the DPSuffStats estimator given in Algorithm 3, which essentially perturbs the ordi-

nary least squares sufficient statistics (n·cov(x, y), n · σ̂2x ) and returns the ratio of these quantities iff

the perturbed n · σ̂2x is greater than 0. In [Alabi et al., 2022b], DPSuffStats is shown to be ε-DP after

clipping the data values to lie in a bounded range (e.g., [−B,B]n for any B > 0). Note that the trun-

cation step is inconsistent with our model of normality of errors (i.e., ei ∼ N (0, σ2e ) for all i ∈ [n])
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Confidence Bound Mean-Squared Error

OLS C
(

σe√
n·σ̂2x

)
σ2e
n·σ̂2x

DPSuffStats C1

(
σe√
n·σ̂2x

(
1+ B2

ε·n·σ̂2x

)
+

B2|β1|
ε·n·σ̂2x

)
C1

(
σ2e
n·σ̂2x

+
(

B2|β1|
ε·n·σ̂2x

)2)
DPOLSExp C2

(
σe√
n·σ̂2x

+ B
n
√

ε·σ̂2x

)
C2

(
σ2e
n·σ̂2x

+ B2

n2·ε·σ̂2x

)
Table 3.1: Comparing u lity bounds for non-private OLS against DPSuffStats and DPOLSExp. C,C1,C2 are universal
constants.

since the support of any normally distributed random variable is the entire real line. We assume that

there exists B > 0 such that the probability that each datapoint in x, y lie outside the range [−B,B]2

is negligible. A next step for this research is to reconcile these assumptions by, for example, analyzing

the utility of a truncated normal distribution. ‡

We focus on the convergence rate of the private estimators released by DPSuffStats and compare

to the use of the exponential mechanism [McSherry and Talwar, 2007], and the non-private OLS

solutions. Preliminary experimental evaluation [Alabi et al., 2022b] shows that the DPSuffStats al-

gorithm performs better on datasets with higher ε · n · σ̂2x value. We theoretically show that this

claim is sound.

Lemma 3.0.1. Algorithm 3 is (ε, 0)-differentially private.

Proof. Follows from global sensitivity calculation (see Lemma 3.2.8) for n·cov(x, y), n · σ̂2x and

a routine application of the Laplace mechanism, post-processing, and composition [Dwork et al.,

2006b].

In Algorithm 2, Δ(L), a function of the Lipschitz constant L, is an upper bound on the sensitiv-

ity of the function f.
‡Let Y be normally distributed with mean μ and variance σ2e . Then Y conditioned on Y ∈ [a, b] follows a

truncated normal distribution with pdf f(y; μ, σe, a, b) = 1
σe

φ( x−μ
σe

)

Φ(
b−μ
σe

)−Φ(
a−μ
σe

)
when y ∈ [a, b] and f = 0 oth-

erwise where φ and Φ are the pdfs and cdfs of the standard normal distribution, respectively.
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Algorithm 1: DPSuffStats (ε-DP Algorithm [Alabi et al., 2022b])
Data: x, y ∈ (R× R)n
Input: ε ≥ 0, n ∈ N,B > 0

1 For all i ∈ [n], clip each xi, yi to [−B,B]
2 Define Δ1 = Δ2 = 6 · (1− 1/n) · B2

3 Sample L1 ∼ Lap(0, 3Δ1/ε)
4 Sample L2 ∼ Lap(0, 3Δ2/ε)
5 if n · σ̂2x + L2 > 0 then
6 β̃1 =

n·cov(x,y)+L1
n·σ̂2x+L2

7 Δ3 = B/n · (1+ |β̃1|)
8 Sample L3 ∼ Lap(0, 3Δ3/ε)
9 β̃2 = (ȳ− β̃1x̄) + L3

10 return (β̃
NS
1 , β̃

NS
2 ) = (β̃1, β̃2)

11 else
12 return⊥

Algorithm 2: DPOLSExp (ε-DP Exponential Sampling Algorithm for OLS)
Data: x, y ∈ (R× R)n
Input: ε ≥ 0, n ∈ N,B > 0,Δ(L)

1 Let f((β1, β2); x, y) =
1
n
∑n

i=1(yi − β1(xi − x̄)− β2)
2

2 Sample (β̃1, β̃2) from [−B,B]2 w.p. ∝ exp
(

−ε
2Δ(L) f((β̃1, β̃2); x, y)

)
3 return (β̃

E
1 , β̃

E
2) = (β̃1, β̃2)
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Lemma 3.0.2. Algorithm 2 is (ε, 0)-differentially private.

Proof. Follows from the privacy guarantee of the exponential mechanism [McSherry and Talwar,

2007] where Δ(L) is the sensitivity of the function f.

Next, recall the exponential sampling technique of [Bassily et al., 2014] that can be used to

sample from a convex set via a convex loss (the OLS objective in our case). The application of this

method to our context is shown in Algorithm 2. Unlike DPSuffStats, this method requires a bound

on the output space (parameterized by B > 0). For the utility analysis, we require Lipschitzness of

the function f. One way to induce this property is to bound the range of x, y (e.g., for x, y ∈ [0, 1]n,

f is 2-Lipschitz). Without this boundedness assumption, the OLS function is, generally, not Lips-

chitz.

If β̂1 = β̂1(x, y) is an estimate (whether biased or unbiased) of the true slope β1, then for any

p ∈ [0, 1], we define a 1 − p confidence bound to be a quantity C such that |β̂1 − β1| ≤ Cwith

probability at least 1− p. That is, [β̂1 − C, β̂1 + C] is a 1− p confidence interval for β1. We formally

define the 1− p confidence bound in Definition 3.0.3.

Definition 3.0.3 (Cβ̂1
β1,β2,x,σe

(p)). For any β1, β2 ∈ R, x ∈ Rn, σe > 0, p ∈ [0, 1], and estimator

β̂1 : R
n × Rn → R, we define the (1− p) Confidence Bound to be

Cβ̂1
β1,β2,x,σe

(p) = inf {t : P[|β̂1(x, y)− β1| ≤ t] ≥ 1− p},

where the probability is taken over the randomness of the estimator β̂1 and over ywhere for all i ∈

[n], yi = β1(xi− x̄)+ β2+ ei, ei ∼ N (0, σ2e ). By convention, if β̂1(x, y) =⊥, then |β̂1(x, y)− β1| =

∞.

The goal of our work is to show the relation between the quantities Cβ̂1
β1,β2,x,σe

(p) and Cβ̃1
β1,β2,x,σe

(p)

where β̂1, β̃1 are the non-private and private estimators of β1 respectively. We will compare the sta-
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tistical performance rates of private estimates of β1 to that of the OLS unbiased estimator β̂
OLS
1 (See

Table 3.1.). It is well-known that the non-private estimator β̂
OLS
1 is normally distributed:

Fact 3.0.4 (Normality of β̂
OLS
1 (Fact 3.1.1)). For every σe > 0, β1 ∈ R, β2 ∈ R, n ∈ N, and x ∈ Rn,

β̂1 − β1 ∼ N

(
0,

σ2e
n · σ̂2x

)
,

where β̂1 = β̂
OLS
1 is the (unbiased) non-private OLS estimate of β1.

We can use this (together with the tail bounds of a normally distributed random variable) to

derive a confidence bound for β̂
OLS
1 :

Fact 3.0.5 (Confidence Bound of β̂
OLS
1 (Fact 3.1.2)). For every σe > 0, β1 ∈ R, β2 ∈ R, n ∈ N, x ∈

Rn, and p ∈ (0, 1],

Cβ̂1
β1,β2,x,σe

(p) ≤
σe ·
√
2 log 4/p√
n · σ̂2x

,

where β̂1 = β̂
OLS
1 denotes the OLS estimator of β1.

We show that the private estimator β̃NS
1 has confidence bound that is not much larger (asymptoti-

cally) than that of the non-private estimator β̂
OLS
1 :

Theorem 3.0.6 (Confidence Bound of β̃NS
1 (Theorem 3.1.5)). For every n ∈ N, x, y ∈ [−B,B]n, ε ≥

0, β1, β2 ∈ R,B > 0, if for all i ∈ [n], we generate yi = β1(xi − x̄) + β2 + ei, ei ∼ N (0, σ2e ) and let

β̃1, β̃2 = DPSuffStats(x, y, ε, n). Then for every p ∈ (3e−ε·n·σ̂2x/18, 1], with probability at least 1− p,

Cβ̃1
β1,β2,x,σe

(p) ≤ Cβ̂1
β1,β2,x,σe

(p/3)
(
1+

τ
1− τ

)
+τ+

τ
1− τ

(
τ + |β1|

)
, τ =

18(1− 1/n)B2 log 3
p

ε · n · σ̂2x
,

where β̃1 = β̃NS
1 is the private estimate of the slope β1 returned by DPSuffStats and β̂1 = β̂

OLS
1 is the

non-private OLS estimate.
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The probability is taken over the randomness of the ei’s and the randomness of DPSuffStats (to

compute β̃1).

By Fact 3.0.5, for a constant p ∈ (0, 1], the OLS estimator β̂1 = β̂
OLS
1 has confidence bound

Cβ̂1
β1,β2,x,σe

= O

 σe√
n · σ̂2x

 .

Note that in Theorem 3.0.6, for a constant p ∈ (0, 1], τ = O(1/(ε · n · σ̂2x)) and thus the

confidence bound of the private estimate β̃1 = β̃NS
1 returned by the DPSuffStats algorithm is

Cβ̃1
β1,β2,x,σe

= O

 σe√
n · σ̂2x

(
1+

B2

ε · n · σ̂2x

)
+

B2|β1|
ε · n · σ̂2x

 ,

when ε · n · σ̂2x is sufficiently large (e.g. larger than 4 log(3/p)). As a result, as ε · n · σ̂2x gets larger,

β̃1 converges to β1. For any p ∈ (0, 1], note that the dependence on p in Cβ̃1
β1,β2,x,σe

(p) becomes a

p/3 in Cβ̂1
β1,β2,x,σe

(p) and since the dependence on p (as seen in Fact 3.0.5) is logarithmic, this change

is asymptotically insignificant, and thus in fact:

Cβ̃1
β1,β2,x,σe

Cβ̂1
β1,β2,x,σe

→ 1, as
B2|β1|
ε · n · σ̂2x

→ 0.

Nowwe proceed to comparing the mean-squared error of the private and non-private estimators:

Definition 3.0.7 (Mean-Squared Error). TheMean-Squared Error (MSE) of the estimator θ̂ is

MSE(θ̂) = E[(θ̂− θ)2],

where the randomness is over the dataset z used to compute θ̂, as well as randomness of the estima-
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tion procedure to calculate θ̂.

We let θ̂ = θ̂(z) be a (possibly randomized) estimator for a quantity θ computed on dataset z.

The mean-squared error of the non-private OLS estimator follows from Fact 3.1.1:

Fact 3.0.8 (Mean-Squared Error of β̂
OLS
1 (Fact 3.1.3)). For every σe > 0, β1 ∈ R, β2 ∈ R, n ∈ N,

and x ∈ Rn,

Var(β̂1) = E[(β̂1 − β1)
2] =

σ2e
n · σ̂2x

,

where β̂1 = β̂
OLS
1 is the (unbiased) OLS estimator.

The private estimator, however, has infinite mean-squared error because if outputs⊥with

nonzero probability. But if we condition on an appropriate high-probability event, we can avoid

this problem and achieve MSE that approaches that of the non-private estimator. Indeed, our con-

fidence bound in Theorem 3.0.6 already tells us that for a constant p > 0, there is an event E of

probability at least 1− p such that conditioned on E, we always have:

E[(β̃1 − β1)
2] = O

 σe√
n · σ̂2x

(
1+

B2

ε · n · σ̂2x

)
+

B2|β1|
ε · n · σ̂2x

2

,

which as above approachesO(σ2e /(n · σ̂2x)) as ε · n · σ̂2x grows. However, in the confidence bound,

the dependence on p is logarithmic in 1/pwhereas it would be better to have the ratio between the

private and non-private mean-squared errors tend to 1 as ε · n · σ̂2x grows and p→ 0. This is achieved

by the following theorem:

Theorem 3.0.9 (Mean-Squared Error of β̃NS
1 (Theorem 3.1.7)). For every n ∈ N, x, y ∈ [−B,B]n, ε ≥

0, β1, β2 ∈ R, σe > 0,B > 0, if for all i ∈ [n], we generate yi = β1(xi − x̄) + β2 + ei, ei ∼ N (0, σ2e )

and let β̃1, β̃2 = DPSuffStats(x, y, ε, n). Then for every p ∈ (3e−ε·n·σ̂2x/18, 1), there is an event E such

that:
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1. E occurs with probability at least 1− p,

2. P[β̃1 =⊥| E] = 0,

3.

E[(β̃1 − β1)
2 | E] ≤ σ2e

(1− p)n · σ̂2x
+ Γ+ 2

σe√
(1− p)n · σ̂2x

√
Γ,

Γ = τ2 +
τ2

(1− τ)2

[
(β1 + τ)2 +

σ2e
n · σ̂2x

]
+

2τ2

1− τ
(β1 + τ), τ =

18(1− 1/n)B2 log 3
p

ε · n · σ̂2x
.

The expectation is taken over the randomness of the ei’s and the randomness of DPSuffStats (to

compute β̃1).

In the non-private case, the MSE is σ2e /(n · σ̂2x) (by Fact 3.0.8). On the other hand, from Theo-

rem 3.0.9, we see that the estimator returned by DPSuffStats has MSE that approaches σ2e /(n · σ̂2x)

as p → 0 and B2|β1|
ε·n·σ̂2x

→ 0. We note that in Theorem 3.0.9, the lower bound of p = 3e−ε·n·σ̂2x/18

is nearly tight since DPSuffStats returns⊥with probability at most 1
2 e

−ε·n·σ̂2x/18 by the Laplace tail

bounds.

In Section 3.1, we dive into these convergence results for both the confidence bound and the

MSE, showing the important role ε · n · σ̂2x plays in the convergence of the private estimate of the

slope to β1. For the exponential sampling method bounds, see Section 3.2. Unlike DPSuffStats, the

exponential mechanismmethod requires a bound on the output space [−B,B]2 for the returned

parameters (including the slope) and on the input space (for x, y). We see that the following confi-

dence bound differs from the DPSuffStats bound in that it depends on B. As a result, if B is small,

the confidence bound will be small but if we do not have a good idea of the range of the exponential

mechanism (or if B is large), then this bound can be very loose. See Table 3.1 for a side-by-side com-

parison of the confidence bound and the mean-squared error for DPSuffStats and DPOLSExp. For

|β1| = o

(√
ε·σ̂2x
B

)
, we see that the additive utility bound for DPSuffStats is strictly better.
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Theorem 3.0.10 (Confidence Bound of β̃E1 (Theorem 3.2.6)). For every n ∈ N, x, y ∈ [0, 1]n, ε ≥

0, β1, b ∈ R,B > 0, σe > 0, if for all i ∈ [n], we generate yi = β1(xi − x̄) + b + ei, ei ∼ N (0, σ2e )

and let (β̃1, β̃2) = DPOLSExp(x, y, ε, n,B). Then for every p ∈ (0, 1], with probability at least 1− p,

Cβ̃1
β1,β2,x,σe

(p) ≤ Cβ̂1
β1,β2,x,σe

(p/2) +
4(1+ 2B)

n ·
√

ε · σ̂2x

(
3 log 3+ log

2
p

)1/2
,

where β̃1 = β̃E1 is the private estimate of the slope β1 returned by DPOLSExp and β̂1 = β̂
OLS
1 is the

non-private OLS estimate.

The probability is taken over the randomness of the ei’s and the randomness of DPOLSExp (to com-

pute β̃1).

Theorem 3.0.11 (Mean-Squared Error of β̃E1 (Theorem 3.2.7)). For every n ∈ N, x, y ∈ [0, 1]n, ε ≥

0, β1, b ∈ R,B > 0, σe > 0, if for all i ∈ [n], we generate yi = β1(xi − x̄) + β2 + ei, ei ∼ N (0, σ2e )

and let (β̃1, β̃2) = DPOLSExp(x, y, ε, n). Then for every p ∈ (0, 1], there exists an event E that occurs

with probability at least 1− p such that

E[(β̃1−β1)
2 | E] ≤ σ2e

(1− p)n · σ̂2x
+
16(1+ 2B)2

n2 · ε · σ̂2x
log

27
p
+

σe√
(1− p)n · σ̂2x

(
16(1+ 2B)2

n2 · ε · σ̂2x
log

27
p

)1/2

.

The expectation is taken over the randomness of the ei’s and the randomness of DPOLSExp (to com-

pute β̃1).

3.0.3 Linear Regression

We focus on the problem of linear regression used to model the relationship between a dependent

variable and one or more explanatory variables. In the general linear model, if X ∈ Rn×p is a matrix
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representing the explanatory variables and β ∈ Rp is the parameter of the model, then

Y = Xβ + e, e ∼ N (0, σ2e In×n),

where In×n is the n by n identity matrix. In simple linear regression, p = 2 and we wish to obtain

two estimates that determine the line (e.g., slope and intercept).

3.1 The Statistical Convergence Rate of DPSuffStats

The DPSuffStats ε-DP algorithm adds noise from the zero-centered Laplace distribution to both

the covariance and variance estimates (i.e., the moment matrices XTX and XTY) and releases the ratio

of these estimates.

In this paper, we focus on the utility of this private estimator. If β̂1 is the non-private OLS (or-

dinary least squares) estimate for β1 and β̃1 is the private OLS estimate of β1, we can quantify the

utility of both estimates in terms of |β̂1 − β1| and |β̃1 − β1| (absolute difference). Other measures of

utility of β̃1 we can consider include the MSE (essentially,Eβ̃1
[(β̃1 − β1)

2 | E] conditioned on some

event E) and the Mean-Squared Prediction Error (essentially,Eβ̂1,β̂2
[(y− (β̂1 · (x− 1x̄) + β̂2))

T(y−

(β̂1 · (x− x̄1) + β̂2))|E] conditioned on some event E).

The main theorem in this paper is Theorem 3.1.7 which can be interpreted as follows: if the

variance of x, the dataset size n, the privacy parameter ε is large enough, or the regression coefficients

are small, then β̃1 converges more quickly to β1. This interpretation makes sense as observed by the

preliminary experimental evaluation of differentially private linear regression algorithms. When the

dataset is large or the variance is large enough, the private estimate of the variancemore consistently

differs from its non-private counterpart by at most an additive factor of Õ( 1ε ).
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Fact 3.1.1 (Normality of β̂
OLS
1 ). For every σe > 0, β1 ∈ R, β2 ∈ R, n ∈ N, and x ∈ Rn,

β̂1 − β1 ∼ N

(
0,

σ2e
n · σ̂2x

)
,

where β̂1 = β̂
OLS
1 is the (unbiased) non-private OLS estimate of β1.

Proof. Follows from Equations (3.9) and (3.10) in [Hastie et al., 2009] where the design matrix

X ∈ Rn×2 is

X =



1 x1 − x̄

1 x2 − x̄

· · · · · ·

1 xn−1 − x̄

1 xn − x̄


.

Fact 3.1.2 (Confidence Bound of β̂
OLS
1 ). For every σe > 0, β1 ∈ R, β2 ∈ R, n ∈ N, x ∈ Rn, and

p ∈ (0, 1],

Cβ̂1
β1,β2,x,σe

(p) ≤
σe ·
√
2 log 4/p√
n · σ̂2x

,

where β̂1 = β̂
OLS
1 is the (unbiased) non-private OLS estimate of β1.

Proof. From Fact 3.1.1, we see that

β̂1 − β1

σe/
√
n · σ̂2x

∼ N (0, 1).

Let zp be the 1− p percentile of the standard normal distribution. If Φ is the standard normal CDF,
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we have zp = Φ−1(1− p). Then

zp = Φ−1(1− p) ≤
√

2 log 2/p,

by the tail bounds of the standard normal distribution (see Claim 5.3.4). As a result, β1 exceeds

β̂1 ±
zp/2σe√
n·σ̂2x

with probability less than p.

Fact 3.1.3 (Mean-Squared Error of β̂
OLS
1 ). For every σe > 0, β1 ∈ R, β2 ∈ R, n ∈ N, and x ∈ Rn,

Var(β̂1) = E[(β̂1 − β1)
2] =

σ2e
n · σ̂2x

,

where β̂1 = β̂
OLS
1 is the (unbiased) non-private OLS estimate of β1.

Lemma 3.1.4. For every n ∈ N, x, y ∈ [−B,B]n, ε ≥ 0, β1, β2 ∈ R,B > 0, if for all i ∈ [n], we

generate yi = β1(xi − x̄) + β2 + ei, ei ∼ N (0, σ2e ) and let β̃1, β̃2 = DPSuffStats(x, y, ε, n). Then

for every p ∈ (3e−ε·n·σ̂2x/18, 1], with probability at least 1− p,

|β̃1 − β̂1| ≤ τ +
τ

1− τ

(
τ + |β1|+ Cβ̂1

β1,β2,x,σe
(p/3)

)
, τ =

18(1− 1/n)B2 log 3
p

ε · n · σ̂2x

where β̂1 = β̂1(x, y).

Furthermore, with probability at least 1− p,

|β̃1 − β̂1| ≤ τ +
τ

1− τ

(
β̂1 + τ

)
.

The probability is taken over the randomness of the ei’s and the randomness of DPSuffStats (to

compute β̃1).
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Proof. First, note that since p > 3e−ε·n·σ̂2x/18, τ < 1. LetV ∼ n · σ̂2x + L1 and C ∼ n·cov(x, y) + L2

where L1,L2 ∼ Lap(0, 3Δ1/ε), Δ1 = 6 · (1− 1/n) · B2.

By Laplace tail bounds, with probability at least 1−p/3, |V−n · σ̂2x | ≤
18(1−1/n)B2

ε log 3
p and with

probability at least 1 − p/3, |C − n·cov(x, y)| ≤ 18(1−1/n)B2
ε log 3

p . In addition, with probability at

least 1− p/3, |β̂1 − β1| ≤ Cβ̂1
β1,β2,x,σe

(p/3) (by Definition).

Then with probability at least 1− p,

|β̃1 − β̂1| =

∣∣∣∣∣CV − n·cov(x, y)
n · σ̂2x

∣∣∣∣∣ (3.2)

≤ |C− n·cov(x, y)|
n · σ̂2x

+ C ·

∣∣∣∣∣ 1V − 1
n · σ̂2x

∣∣∣∣∣ (3.3)

≤ τ + τ · n · σ̂2x(n·cov(x, y) + τ · n · σ̂2x)|
1

n · σ̂2xV
| (3.4)

≤ τ + τ · n · σ̂2x(n·cov(x, y) + τ · n · σ̂2x)
1

(1− τ)(n · σ̂2x)2
(3.5)

= τ +
τ

1− τ

(
n·cov(x, y)

n · σ̂2x
+ τ

)
(3.6)

= τ +
τ

1− τ

(
β̂1 + τ

)
(3.7)

= τ +
τ

1− τ

(
(β̂1 − β1) + β1 + τ

)
(3.8)

≤ τ +
τ

1− τ

(
|β̂1 − β1|+ |β1|+ τ

)
(3.9)

≤ τ +
τ

1− τ

(
Cβ̂1
β1,β2,x,σe

(p/3) + |β1|+ τ
)

(3.10)

(3.11)

where Line 3.5 follows by the assumption thatV ≥ (1− τ)n · σ̂2x .
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3.1.1 Confidence Bound

Theorem 3.1.5 (Confidence Bound of β̃NS
1 ). For every n ∈ N, x, y ∈ [−B,B]n, ε ≥ 0, β1, β2 ∈

R,B > 0, if for all i ∈ [n], we generate yi = β1(xi − x̄) + β2 + ei, ei ∼ N (0, σ2e ) and let

β̃1, β̃2 = DPSuffStats(x, y, ε, n). Then for every p ∈ (3e−ε·n·σ̂2x/18, 1], with probability at least 1− p,

Cβ̃1
β1,β2,x,σe

(p) ≤ Cβ̂1
β1,β2,x,σe

(p/3)
(
1+

τ
1− τ

)
+τ+

τ
1− τ

(
τ + |β1|

)
, τ =

18(1− 1/n)B2 log 3
p

ε · n · σ̂2x
,

where β̃1 = β̃NS
1 is the private estimate of the slope β1 returned by DPSuffStats and β̂1 = β̂

OLS
1 is the

non-private OLS estimate.

The probability is taken over the randomness of the ei’s and the randomness of DPSuffStats (to

compute β̃1).

Proof. Relying on the triangle inequality, |β̃1 − β1| ≤ |β̃1 − β̂1| + |β̂1 − β1|. Then by a routine

application of the union bound, we can get a 1 − p bound on |β̃1 − β1| by getting a 1 − p/3 bound

on |β̂1 − β1| and a 1− 2/3p bound on |β̃1 − β̂1|. A 1− p/3 probabilistic upper bound on |β̂1 − β1|

corresponds to Cβ̂1
β1,β2,x,σe

(p/3). We proceed to bound |β̃1 − β̂1| by applying Lemma 3.1.4.

Corollary 3.1.6 (Mean-Squared Error of β̃1 byMonotonicity of Expectation). For every n ∈ N,

x, y ∈ [−B,B]n, ε ≥ 0, β1, β2 ∈ R,B > 0, if for all i ∈ [n], we generate yi = β1(xi−x̄)+β2+ei, ei ∼

N (0, σ2e ) and let β̃1, β̃2 = DPSuffStats(x, y, ε, n). Then for every p ∈ (3e−ε·n·σ̂2x/18, 1], there is an

event E such that:

1. E occurs with probability at least 1− p,

2. P[β̃1 =⊥| E] = 0,
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3.

E[(β̃1 − β1)
2 | E] ≤

(
Cβ̂1
β1,β2,x,σe

(p/3)
(
1+

τ
1− τ

)
+ τ +

τ
1− τ

(
τ + |β1|

))2
,

where τ =
18(1−1/n)B2 log 3

p

ε·n·σ̂2x
.

The expectation is taken over the randomness of the ei’s and the randomness of DPSuffStats (to

compute β̃1).

Proof. Define the event Ewith P[E] ≥ 1 − p such that max{|V − n · σ̂2x |, |C − n·cov(x, y)|} ≤
18(1−1/n)B2

ε log 3
p and |β̂1 − β1| ≤ Cβ̂1

β1,β2,x,σe
(p/3).

By Theorem 3.1.5, we have that with probability at least 1− p,

Cβ̃1
β1,β2,x,σe

(p) ≤ Cβ̂1
β1,β2,x,σe

(p/3)
(
1+

τ
1− τ

)
+τ+

τ
1− τ

(
τ + |β1|

)
, τ =

18(1− 1/n)B2 log 3
p

ε · n · σ̂2x
.

The result then follows by squaring both sides and by the monotonicity of expectation.

3.1.2 Mean-Squared Error

Theorem 3.1.7 (Mean-Squared Error of β̃1). For every n ∈ N, x, y ∈ [−B,B]n, ε ≥ 0, β1, β2 ∈

R, σe > 0,B > 0, if for all i ∈ [n], we generate yi = β1(xi − x̄) + β2 + ei, ei ∼ N (0, σ2e ) and let

β̃1, β̃2 = DPSuffStats(x, y, ε, n). Then for every p ∈ (3e−ε·n·σ̂2x/18, 1), there is an event E such that:

1. E occurs with probability at least 1− p,

2. P[β̃1 =⊥| E] = 0,

3.

E[(β̃1 − β1)
2 | E] ≤ σ2e

(1− p)n · σ̂2x
+ Γ+ 2

σe√
(1− p)n · σ̂2x

√
Γ,
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Γ = τ2 +
τ2

(1− τ)2

[
(β1 + τ)2 +

σ2e
n · σ̂2x

]
+

2τ2

1− τ
(β1 + τ), τ =

18(1− 1/n)B2 log 3
p

ε · n · σ̂2x
.

The expectation is taken over the randomness of the ei’s and the randomness of DPSuffStats (to

compute β̃1).

Proof. First, note that for any such event E,E[(β̃1− β1)
2 | E] = E[(β̃1− β̂1)

2 | E] +E[(β̂1− β1)
2 |

E] + 2E[(β̃1 − β̂1)(β̂1 − β1) | E] by expanding out (β̃1 − β1)
2. As a result,

E[(β̃1 − β1)
2 | E] = E[(β̃1 − β̂1)

2 | E] + E[(β̂1 − β1)
2 | E] + 2E[(β̃1 − β̂1)(β̂1 − β1) | E] (3.12)

= E[(β̃1 − β̂1)
2 | E] + E[(β̂1 − β1)

2 | E] + 2
√
E[(β̃1 − β̂1)2 | E]E[(β̂1 − β1)2 | E]

(3.13)

which follows by the Cauchy-Schwarz inequality on random variables. i.e., |E[XY]|2 ≤ E[X2]E[Y2]

for any random variables X,Y.

By Fact 3.1.1, β̂1 − β1 ∼ N
(
0, σ2e /(n · σ̂2x)

)
so that E[(β̂1 − β1)

2 | E] ≤ E[(β̂1 − β1)
2]/P(E) ≤

σ2e
(1−p)n·σ̂2x

. Furthermore, for τ, β̂1 + τ | E ∼ N
(
β1 + τ, σ2e /(n · σ̂2x)

)
. This implies that for τ,

E[β̂1 + τ | E] = β1 + τ andE[(β̂1 + τ)2 | E] = (β1 + τ)2 + σ2e /(n · σ̂2x).

Then by Lemma 3.1.4 and by the monotonicity of expectation,

E[(β̃1 − β̂1)
2 | E] ≤ E

[
τ2 +

τ2(β̂1 + τ)2

(1− τ)2
+ 2

τ2

1− τ
(β̂1 + τ) | E

]
(3.14)

= τ2 +
τ2

(1− τ)2

[
(β1 + τ)2 +

σ2e
n · σ̂2x

]
+

2τ2

1− τ
(β1 + τ). (3.15)

Remark 3.1.8 (On the dependence on p ∈ (0, 1)). In Corollary 3.1.6, the dependence on p is loga-
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rithmic while in Theorem 3.1.7 it is inversely related to 1 − p. As a result, we would expect the MSE

calculation obtained from Corollary 3.1.6 to be smaller than that obtained from Theorem 3.1.7

iff p is large (i.e., close to 1). But for p close to 0 (which is a stronger guarantee on the MSE), Theo-

rem 3.1.7 is a better bound.

3.2 The Statistical Convergence Rate of the ExponentialMechanism

In this section, we build upon the analysis of the exponential mechanism [McSherry and Talwar,

2007]. The mechanism we analyze samples a coefficient vector (i.e., slope and intercept of a linear

regression model) from a convex set using the OLS objective as the convex optimization problem to

be solved.

Remark 3.2.1. Techniques and results from [Bassily et al., 2014], generally, require that the convex

function to be optimized is Lipschitz. With boundedness assumptions on the input data (x, y), as

well as on the output space (for the regression coefficients), we can ensure that the Lipschitzness

property is satisfied.

Theorem 3.2.2. For any x, y ∈ [0, 1]n, let ℓ : [−B,B]2 × ([0, 1] × [0, 1])n → R be any convex,

L-Lipschitz function we wish to minimize. Then there exists an (ε, 0)-differentially private algorithm

that runs in time polynomial in n and outputs (β̃1, β̃2) such that for any θ > 0 and x, y ∈ [0, 1]n,

P

[ n∑
i=1

ℓ(β̃1, β̃2, x, y)−
n∑
i=1

ℓ(β̂1, β̂2, x, y) ≥
8Δ(L)

ε
(3 log 3+ θ)

]
≤ e−θ,

where (β̂1, β̂2) is the empirical risk minimizer of ℓ(β1, β2, x, y) and Δ(L), a function of L, is an upper

bound on the sensitivity of ℓ.

Proof. Follows from the w.h.p. version of the proof of Theorem 3.2 in [Bassily et al., 2014].
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Corollary 3.2.3. Let (β̃1, β̃2) be the output of Algorithm 2. Further, suppose that x, y ∈ [0, 1]n. Then,

with probability at least 1− p,

f((β̃1, β̃2); x, y)− f((β̂1, β̂2); x, y) ≤
8(1+ 2B)2

εn

(
3 log 3+ log

1
p

)
,

where (β̂1, β̂2) is the empirical risk minimizer of f((β1, β2); x, y) =
1
n
∑n

i=1(yi − β1(xi − x̄)− β2)
2.

Proof. First, we go through the sensitivity analysis. We have assumed that β1, β2 ∈ [−B,B]. Let

(x, y) and (x′, y′) be two datasets that differ in exactly one row (the ith row) with (marginal) means

(x̄, ȳ) and (x̄′, ȳ′) respectively. Notice that for two data points (xi, yi), (x′i, y′i), and any β1, β2 ∈

[−B,B], a naive calculation shows that (yi− β1(xi− x̄)− β2)
2− (y′i− β1(x

′
i− x̄′)− β2)

2 is bounded

by (1+ 2B)2. As a result, the sensitivity of f is at most (1+ 2B)2/n.

The rest of the proof of utility follows from the high-probability version of Theorem 3.2 in [Bass-

ily et al., 2014] (stated here as Theorem 3.2.2) where we set θ = log 1/p and Δ(L) = (1 +

2B)2/n.

Lemma 3.2.4. For every n ∈ N, x, y ∈ [0, 1]n, ε ≥ 0, β1, β2 ∈ R,B > 0 if for all i ∈ [n], we

generate yi = β1(xi − x̄) + β2 + ei, ei ∼ N (0, σ2e ) and let (β̃1, β̃2) = DPOLSExp(x, y, ε, n,B). Then

for every p ∈ (0, 1], with probability at least 1− p,

(β̃1 − β̂1)
2 ≤ 16(1+ 2B)2

n2 · ε · σ̂2x

(
3 log 3+ log

1
p

)
,

where (β̂1, β̂2) is the empirical risk minimizer of the function f((β1, β2); x, y) =
1
n
∑n

i=1(yi−(β1(xi−

x̄) + β2))
2.
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Proof. First, fix the design matrix X ∈ Rn×2 to be

X =



1 x1 − x̄

1 x2 − x̄

· · · · · ·

1 xn−1 − x̄

1 xn − x̄


.

Then let θ = (β2, β1)
T. Correspondingly, θ̂ = (β̂2, β̂1)

T (non-private ERM estimate) and

θ̃ = (β̃2, β̃1)
T (private ERM estimate).

By the setting of our design matrix,

XTX =

n 0

0 n · σ̂2x

 .

We can rewrite the OLS objective as ∥y− Xθ∥22 so that

∥y− Xθ̃∥22 − ∥y− Xθ̂∥22 =
1
2
(θ̃− θ̂)TXTX(θ̃− θ̂) =

1
2
∥θ̃− θ̂∥2XTX. (3.16)

To see why Equation 3.16 holds, let F(θ) = ∥y − Xθ∥22. Then, by definition, for θ̂,∇F(θ̂) = 0

since θ̂ = (XTX)−1XTy is the (non-private) empirical risk minimizer of the OLS objective. By

Taylor’s theorem, the expansion about θ̂ is F(θ̃) = F(θ̂)+(∇F(θ̂))T(θ̃−θ̂)+ 1
2(θ̃−θ̂)

T∇2F(θ̂)(θ̃−θ̂).

Note that∇2F(θ̂) = XTX, implying Equation 3.16.

Then by Corollary 3.2.3, it follows that

n(β̃2 − β̂2)
2 + n · σ̂2x(β̃1 − β̂1)

2

2
≤ 8(1+ 2B)2

εn

(
3 log 3+ log

1
p

)
.

46



The lemma statement then follows by re-arranging terms.

Corollary 3.2.5. For every n ∈ N, x, y ∈ [0, 1]n, ε ≥ 0, β1, β2 ∈ R,B > 0 if for all i ∈ [n], we

generate yi = β1(xi − x̄) + β2 + ei, ei ∼ N (0, σ2e ) and let (β̃1, β̃2) = DPOLSExp(x, y, ε, n,B). Then

for every p ∈ (0, 1], with probability at least 1− p,

|β̃1 − β̂1| ≤
4(1+ 2B)

n ·
√
ε · σ̂2x

(
3 log 3+ log

1
p

)1/2
,

where (β̂1, β̂2) is the empirical risk minimizer of the function f((β1, β2); x, y) =
1
n
∑n

i=1(yi−(β1(xi−

x̄) + β2))
2.

Proof. Follows from Lemma 3.2.4 where we take the square root of both sides.

3.2.1 Confidence Bound

Theorem 3.2.6 (Confidence Bound of β̃E1 ). For every n ∈ N, x, y ∈ [0, 1]n, ε ≥ 0, β1, b ∈

R,B > 0, σe > 0, if for all i ∈ [n], we generate yi = β1(xi − x̄) + b + ei, ei ∼ N (0, σ2e ) and let

(β̃1, β̃2) = DPOLSExp(x, y, ε, n,B). Then for every p ∈ (0, 1], with probability at least 1− p,

Cβ̃1
β1,β2,x,σe

(p) ≤ Cβ̂1
β1,β2,x,σe

(p/2) +
4(1+ 2B)

n ·
√

ε · σ̂2x

(
3 log 3+ log

2
p

)1/2
,

where β̃1 = β̃E1 is the private estimate of the slope β1 returned by DPOLSExp and β̂1 = β̂
OLS
1 is the

non-private OLS estimate.

The probability is taken over the randomness of the ei’s and the randomness of DPOLSExp (to com-

pute β̃1).

Proof. From the triangle inequality, we have |β̃1 − β1| ≤ |β̃1 − β̂1| + |β̂1 − β1|. The result then

follows from the union bound and by Corollary 3.2.5.
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3.2.2 Mean-Squared Error

Theorem 3.2.7 (Mean-Squared Error of β̃E1 ). For every n ∈ N, x, y ∈ [0, 1]n, ε ≥ 0, β1, b ∈

R,B > 0, σe > 0, if for all i ∈ [n], we generate yi = β1(xi − x̄) + β2 + ei, ei ∼ N (0, σ2e ) and

let (β̃1, β̃2) = DPOLSExp(x, y, ε, n). Then for every p ∈ (0, 1], there exists an event E that occurs with

probability at least 1− p such that

E[(β̃1−β1)
2 | E] ≤ σ2e

(1− p)n · σ̂2x
+
16(1+ 2B)2

n2 · ε · σ̂2x
log

27
p
+

σe√
(1− p)n · σ̂2x

(
16(1+ 2B)2

n2 · ε · σ̂2x
log

27
p

)1/2

.

The expectation is taken over the randomness of the ei’s and the randomness of DPOLSExp (to com-

pute β̃1).

Proof. By the Cauchy-Schwarz inequality on random variables, we have

E[(β̃1− β1)
2 | E] = E[(β̃1− β̂1)

2 | E]+E[(β̂1− β1)
2 | E]+

√
E[(β̃1 − β̂1)2 | E]E[(β̂1 − β1)2 | E],

for any event E.

By Fact 3.1.1,E[(β̂1 − β1)
2] = σ2e /(n · σ̂2x) so that E[(β̂1 − β1)

2 | E] ≤ E[(β̂1 − β1)
2]/P(E) ≤

σ2e
(1−p)n·σ̂2x

. And by Lemma 3.2.4, with probability at least 1−p, (β̃1−β̂1)
2 ≤ 16(1+2B)2

n2·ε·σ̂2x

(
3 log 3+ log 1

p

)
.

Then there exists an event E such that P(E) ≥ 1−p andE[(β̃1−β̂1)
2 | E] ≤ 16(1+2B)2

n2·ε·σ̂2x

(
3 log 3+ log 1

p

)
.

The result then follows by an application of Cauchy-Schwarz.

Conclusion & FutureWork In this work, we have shown that, with high probability, DP

linear regression estimators based on sufficient statistics approach the mean-squared error and con-
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fidence bounds of the (non-DP) OLS estimators. We also compare the SSP (Sufficient Statistic Per-

turbation) statistical convergence rates to that of the exponential mechanism on the OLS function.

We leave to future work the evaluation of the statistical performance of other approaches to DP

linear regression point and uncertainty estimation.

Lemma 3.2.8. Let x, y ∈ [−B,B]n for any B > 0 and n ∈ N. Then, the global sensitivity of both

n·cov(x, y) and n · σ̂2x is at most 6(1− 1/n) · B2.

Proof. Wewill show that the global sensitivity of n·cov(x, y) is at most 6(1− 1/n) ·B2. Calculations

for n · σ̂2x follow in a similar fashion.

As before, we define

cov(x, y) =
1
n

n∑
i=1

(xi − x̄)(yi − ȳ) =
n∑
i=1

xiyi −
1
n

n∑
i=1

xi
n∑
i=1

yi.

Let (x′, y′) be any (worst-case) neighboring dataset of (x, y). By neighboring, we mean (x′, y′)

has all contents of (x, y) except for one row (using the substitution notion of DP, as opposed to the

add-remove definition). Without loss of generality, let the nth row be the differing row betweeen the

two databases (x, y) and (x′, y′) (since we can always vertically rotate both databases).

Then define

a =

n−1∑
i=1

xi, b =
n−1∑
i=1

yi,

so that max{a, b} ≤ B(n− 1).
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It follows that

n·cov(x, y)− n·cov(x′, y′) = xnyn − x′ny′n +
a(y′n − yn) + b(x′n − xn) + x′ny′n − xnyn

n
(3.17)

=

(
1− 1

n

)
(xnyn − x′ny′n) +

a(y′n − yn) + b(x′n − xn)
n

(3.18)

≤
(
1− 1

n

)
(xnyn − x′ny′n) + B

(
1− 1

n

)[
(y′n − yn) + (x′n − xn)

]
(3.19)

≤
(
1− 1

n

)
2B2 + B

(
1− 1

n

)
4B = 6B2

(
1− 1

n

)
. (3.20)
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I like to learn. That’s an art and a science.

Katherine Johnson

4
Private Simple Linear Regression

Economics and social science research often require analyzing datasets of sensitive personal infor-

mation at fine granularity, with models fit to small subsets of the data. Unfortunately, such fine-

grained analysis can easily reveal sensitive individual information. We study regression algorithms

that satisfy differential privacy, a constraint which guarantees that an algorithm’s output reveals

little about any individual input data record, even to an attacker with side information about the

dataset. Motivated by theOpportunity Atlas, a high-profile, small-area analysis tool in economics
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research, we perform a thorough experimental evaluation of differentially private algorithms for

simple linear regression on small datasets with tens to hundreds of records—a particularly challeng-

ing regime for differential privacy. In contrast, prior work on differentially private linear regression

focused on multivariate linear regression on large datasets or asymptotic analysis. Through a range

of experiments, we identify key factors that affect the relative performance of the algorithms. We

find that algorithms based on robust estimators—in particular, the median-based estimator of Theil

and Sen—perform best on small datasets (e.g., hundreds of datapoints), while algorithms based on

Ordinary Least Squares or Gradient Descent perform better for large datasets. However, we also

discuss regimes in which this general finding does not hold. Notably, the differentially private ana-

logues of Theil–Sen (one of which was suggested in a theoretical work of Dwork and Lei) have not

been studied in any prior experimental work on differentially private linear regression.

The analysis of small datasets, with sizes in the dozens to low hundreds of records, is crucial in

many social science applications. For example, neighborhood-level household income, high-school

graduation rate, and incarceration rates are all studied using sensitive datasets that are subdivided

into small, local units to allow for fine-grained inspection (e.g., [Chetty et al., 2018]). As datasets

get larger, they are subdivided more finely. Handling small samples automatically and reliably is

therefore crucial even for working with big data. However, the release of statistical estimates based

on these data quantities—if too many and too accurate—can allow reconstruction of the original

dataset [Dinur and Nissim, 2003]. The possibility of such attacks led to differential privacy [Dwork

et al., 2006b], a rigorous mathematical definition used to quantify privacy loss. Differentially pri-

vate (DP) algorithms limit the information that is leaked about any particular individual by intro-

ducing random distortion. The amount of distortion, and its effect on utility, are most often stud-

ied for large datasets, using asymptotic tools. When datasets are small, one has to be very careful

when calibrating differentially private statistical estimates to preserve utility.

In this work, we focus on the prominent statistical task of simple (i.e., one-dimensional) linear
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regression, which is a workhorse of analysis in many social science fields [DeMaris, 2004].

Our goal is to provide methodology for performing differentially private linear regression in prac-

tical applications. In particular, we are motivated by the small-area regressions that underpin the

high-profile Opportunity Atlas [Chetty et al., 2014]. We show that differentially private linear re-

gression can be accurate even on small datasets. We will provide insight and guidance into how to

choose a DP algorithm for simple linear regression in a variety of realistic parameter regimes. Our

work differs from previous work on differentially private linear regression in its emphasis on small

datasets (previous works mostly focus on asymptotic theoretical analysis) and in our evaluation on a

real application.

Even without a privacy constraint, small sample sizes pose a problem for statistical inference,

since the variability from sample to sample, called the sampling error, can overwhelm the signal

about the underlying trend. A reasonable concrete goal for a DPmechanism, then, is that it not in-

troduce substantiallymore uncertainty into the estimate than the sampling error. Specifically, we

compare the noise added in order to maintain privacy to the standard error of the nonprivate esti-

mate, obtained using Ordinary Least Squares (OLS). Our experiments indicate that for a wide range

of realistic datasets and moderate values of the privacy parameter, ε, it is possible to choose a DP

linear regression algorithm that introduces distortion less than the standard error. In particular, in

our motivating use-case, the Opportunity Atlas [Chetty et al., 2014], we provide a differentially pri-

vate algorithm, DPTheilSen, that matches or outperforms the heuristic method currently deployed,

which does not formally satisfy differential privacy.

We focus on univariate linear regression because, as shown by the Opportunity Atlas deploy-

ment, choosing the right algorithm for this basic task when data is limited is a challenge. This prob-

lem remains a barrier to adoption of differential privacy for many practical applications. While the

univariate case may seemmuch simpler than the higher dimensional cases studied in many previous

works, the algorithms that we show are commonly the best performing in the small dataset regime,

53



DPTheilSen and its variants, were not considered in prior experimental work, including in the sys-

tematic empirical evaluation conducted byWang [Wang, 2018]. Prior work focuses almost exclu-

sively on the large dataset regime, and our work shows that there is a fundamental shift in the types

of algorithms that should be considered in the small versus large dataset regimes. One of the vari-

ants of Theil-Sen we consider, DPTheilSen1Match, was proposed by Dwork and Lei [Dwork and

Lei, 2009], who gave a theoretical, asymptotic analysis of its accuracy. We are not aware of any prior

experimental evaluation of any of the DPTheilSen variants.

4.0.1 Simple Linear Regression

In this paper, we consider the most commonmodel of linear regression: we are given n observations

x1, . . . , xn ∈ R of an explanatory variable and corresponding observations y1, . . . , yn ∈ R of

a response variable. We wish to find a slope α ∈ R and an intercept β ∈ R such that, yi is well-

approximated by α · xi + β. Specifically, we consider the Ordinary Least Squares (OLS) objective

characterized by the following optimization problem:

(α̂, β̂) = arg min
α,β∈R

∥y− αx− β1∥2, (4.1)

where x = (x1, . . . , xn)T, y = (y1, . . . , yn)T, and 1 is the all-ones vector. This is the most com-

monly used linear regression formulation in practice. Indeed, when y is generated according to the

model yi = α · xi + β + ei, ∀i ∈ [n] for i.i.d. Gaussian noise ei, then the OLS solution is the

maximum likelihood estimator for the “ground truth” parameters α, β. Moreover, OLS has a simple

closed form solution:

α̂ =
n·cov(x, y)

n · σ̂2x
and β̂ = ȳ− α̂x̄, (4.2)

where x̄ = 1
n
∑n

i=1 xi, ȳ =
1
n
∑n

i=1 yi, n·cov(x, y) = ⟨x− x̄1, y− ȳ1⟩, and n · σ̂2x = ⟨x− x̄1, x− x̄1⟩.
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In this paper, we focus on predicting the (mean of the) response variable y at a single value of the

explanatory variable x. For xnew ∈ R, the prediction at xnew is defined as:

pxnew = αxnew + β

Let p̂xnew be the prediction at xnew computed using the OLS estimates α̂ and β̂. The corresponding

DP estimates will be denoted by p̃xnew . The quantities p̂xnew and p̃xnew are random variables, where

the randomness is due to the sampling process and/or the noise added to ensure privacy. After nor-

malizing the independent variable to lie in the interval [0, 1], we will be primarily concerned with

the predicted values at xnew = 0.25 and 0.75, which for ease of notation we denote as p25 and p75,

respectively. Correspondingly, we will use p̂25, p̂75 to denote the OLS estimates of the predicted val-

ues and p̃25, p̃75 to denote the DP estimates. Note that computing both of these predicted values

allows one to derive the full simple linear regression model. In this paper, we focus on the error on

the predicted values rather than the slope itself in order to compare directly with the Opportunity

Atlas tool [Chetty et al., 2018], described in Section 4.1, which releases estimates of p25 and p75 for

certain regressions done for every census tract in each state. However, we also discuss how the error

on these predicted values relates to the error on the slope.

4.0.2 ErrorMetric

In measuring the performance of different algorithms, we will focus on high probability error

bounds that can be accurately estimated throughMonte Carlo experiments. Providing tight the-

oretical error bounds for DP linear regression is an important direction for future work. Since the

relationship between the OLS estimate p̂xnew and the true value pxnew is well-understood, we focus on

measuring the difference between the private estimate p̃xnew and p̂xnew

Specifically, we define the prediction error at xnew to be |̃pxnew − p̂xnew |.
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Note that the slope α can be computed as (p75 − p25)/(0.75− 0.25), and thus if we estimate the

slope α̃ using differentially private estimates p̃75 and p̃25, the error (compared to the OLS estimate α̂)

will be at most a constant factor larger than the prediction errors at .25 and .75:

|α̃ − α̂| ≤ 2 · (|̃p75 − p̂75|+ |̃p25 − p̂25|).

Furthermore, we also experimentally evaluate the error on the slope and find that the comparison

between algorithms is very similar to what we see for the point estimate errors.

For a dataset d ∈ X n, xnew ∈ R, and q ∈ [0, 1], we define the q error bound as

C(q)(d) = min {c : P(|̃pxnew − p̂xnew | ≤ c) ≥ q} ,

where the dataset d is fixed, and the probability is taken over the randomness in the DP algorithm.

We empirically estimate C(q) by running many trials of the algorithm on the same dataset d:

Ĉ(q)(d) = min{c : for at least q fraction of trials,

|̃pxnew − p̂xnew | ≤ c}.

We term Ĉ(q)(d), the q empirical error bound. We will often drop the reference to d from the nota-

tion, but note that the error metric |̃pxnew − p̂xnew | only accounts for the randomness in the algorithm,

not the sampling error.

When the ground truth slope α and intercept β are known (e.g., for synthetically generated data),

we can compute error bounds compared to the ground truth, rather than to the non-private OLS

estimate. So, let Ctrue(q)(d) and Ĉtrue(q)(d) be similar to the error bounds described earlier, except

that the prediction error is measured as |̃pxnew−pxnew |. This error metric accounts for the randomness

in both the sampling and the algorithm.
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The standard error σ̂(p̂xnew) is an estimate of the standard deviation of p̂xnew , σ(p̂xnew). We use the

following formula, which is an unbiased estimate of σ(p̂xnew) in the case where yi = α · xi+ β+ ei for

all i ∈ [n] and for i.i.d. Gaussian ei (see [Yan and Su, 2009], for example):

σ̂(p̂xnew) =
∥y− α̂x− β̂∥2√

n− 2

√
1
n
+

(xnew − x̄)2
nvar(x)

. (4.3)

Even for non-Gaussian ei, it can be shown that the variance of (̂pxnew − pxnew)/σ̂(p̂xnew) approaches 1

as n increases.

When we say the noise added for privacy is less than the sampling error, we are referring to the

technical statement that Ĉ(0.68) is less than the standard error, σ̂(̂pxnew). * We stress that the meth-

ods we develop do not require that the noise distribution be Gaussian; the noise model assumption

is only used to derive the formula for the non-private standard deviation (Equation 4.3) that we use

as a benchmark to compare against.

4.1 Motivating Use-Case: Opportunity Atlas

The Opportunity Atlas, designed and deployed by the economics research group Opportunity In-

sights, is an interactive tool designed to study the link between the neighbourhood a child grows up

in and their prospect for economic mobility [Chetty et al., 2018]. The tool provides valuable in-

sights to researchers and policy-makers, and has received much press since its release (e.g., see cover-

age by the New York Times [Badger and Bui, 2020]). It is built by linking two data sources: Census

data, protected under Title 13 and authorized by the Census Bureau’s Disclosure Review Board,

and federal income tax returns from the US Internal Revenue Service. The Atlas provides individual

statistics on each census tract in the country, with tract data often being refined by demographics to

*Note that without privacy and under an assumption of normally distributed noise, we expect Ĉ(0.68) to
be roughly equal to σ̂(p̂xnew).
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contain only a small subset of the individuals who live in that tract. The resulting datasets typically

contain 100 to 400 datapoints, but can be as small as 30 datapoints. The response variable yi ∈ [0, 1]

is the child’s income percentile at age 35 and the explanatory variable xi ∈ [0, 1] is the parent’s

income percentile, each with respect to the national income distribution. The coefficient α in the

model yi = α · xi + β+ ei is a measure of economic mobility for that particular Census tract and de-

mographic. The Atlas releases separate estimates of p25 and p75 (the predicted values at xnew = 0.25

and 0.75) for each census tract. The small size of the datasets used in the Opportunity Atlas are the

result of Chetty et al.’s desire to study inequality at the neighbourhood level. This fine granular-

ity is crucial to the predictive power of the tool, and for providing insight for local policy makers.

According to Chetty et al., “the estimates permit precise targeting of policies to improve economic

opportunity by uncovering specific neighborhoods where certain subgroups of children grow up to

have poor outcomes. Neighborhoods matter at a very granular level: conditional on characteristics

such as poverty rates in a child’s own Census tract, characteristics of tracts that are one mile away

have little predictive power for a child’s outcomes” [Chetty et al., 2018].

This type of highly local and fine-grained analysis is typical of social sciences, where one often

wants to subdivide the population as finely as possible, subject to the units having enough size

for some particular statistical analysis. Working at that sample size limit poses privacy risks, which

makes it a challenging but important regime for DP.

4.2 Robustness and DP AlgorithmDesign

Simple linear regression is one of the most fundamental statistical tasks with well-understood con-

vergence properties in the non-private literature. However, finding a differentially private estimator

for this task that is accurate across a range of datasets and parameter regimes is surprisingly nuanced.

While there has been a significant amount of prior work on differentially private linear regres-
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sion, often in even more general settings than we consider (such as multivariate regression or even

general convex optimization), our work appears to be unique in its focus on achieving high utility

on small datasets. Indeed, prior work has focused on asymptotic performance (as the sample size n

grows), giving either theoretical bounds with large or unspecified constants (e.g., [Dwork and Lei,

2009, Smith, 2011, Chaudhuri et al., 2011, Bassily et al., 2014, Sheffet, 2017]) or experimental eval-

uation on datasets of size at least n = 1, 000 (e.g., [Sheffet, 2017, Wang, 2018]†). This type of anal-

ysis makes it difficult to compare the relative performance of these algorithms on small datasets. In

contrast, we provide a thorough experimental evaluation on datasets of size in the range n = 30 to

400 datapoints for the Opportunity Atlas use-case and n = 30 to 10, 000 on synthetically generated

data. This regime requires a fundamental change in the types of algorithms that are considered.

As a first attempt to construct a differentially private estimator for this task, one might consider

the global sensitivity [Dwork et al., 2006b]:

One can create a differentially private mechanism by adding noise proportional toGSf/ε. Unfor-

tunately, the global sensitivity of p̂25 and p̂75 are both infinite (even if we clip each (x, y) datapoint

to lie within a bounded range, like in the Opportunity Atlas use-case, the point estimates p̂25 and

p̂75 are unbounded). For the type of datasets that we typically see in practice, however, changing

one datapoint does not result in a major change in the point estimates. For such datasets, where the

point estimates are reasonably stable, one might hope to take advantage of the local sensitivity:

Unfortunately, adding noise proportional to the local sensitivity is typically not differentially pri-

vate, since the local sensitivity itself can reveal information about the underlying dataset d ∈ X n.

There are several approaches in the DP literature that instead add noise proportional to an appropri-

ate upper bound on the local sensitivity, such as through the smooth sensitivity framework [Nissim

et al., 2007], a DP high-probability upper bound on the local sensitivity [Dwork and Lei, 2009], or

†WangWang [2018] conducts one experiment with n = 506, but the rest of the experiments use tens of
thousands of datapoints.
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more recent variants. It is an interesting open problem to design a smooth sensitivity algorithm for

linear regression or to derive DP upper bounds on the local sensitivity of linear regression that are

not too loose for our setting.

The Opportunity Insights (OI) algorithm takes a heuristic approach by adding noise propor-

tional to a non-private, heuristic upper bound on the local sensitivity of data from tracts in any

given state. However, their heuristic approach does not satisfy the formal requirements of differen-

tial privacy, leaving open the possibility that there exists a realistic attack.

The OI algorithm incorporates a “winsorization” step in their estimation procedure (e.g., drop-

ping the top and bottom 10% of data values). This sometimes has the effect of greatly reducing the

local sensitivity (and also their upper bound on it) due to the possible removal of outliers. This sug-

gests that for finding an effective differentially private algorithm, we should consider differentially

private analogues of robust linear regression methods rather than of OLS. Specifically, we consider

Theil-Sen, a robust estimator for linear regression proposed by Theil [Theil, 1950] and further de-

veloped by Sen [Sen, 1968]. Similar to the way in which the median is more robust to changes in the

data than the mean, the Theil-Sen estimator is more robust to changes in the data than OLS .

Motivated by the above conditions, we consider three differentially private algorithms based on

both robust and non-robust methods:

DPSuffStats is the DPmechanism that most closely mirrors OLS. It involves perturbing the

sufficient statistics n·cov(x, y) and n · σ̂2x from the OLS computation. This algorithm is related to

the “Analyze Gauss” technique [Dwork et al., 2014], which is the basis of some of the algorithms

considered by Sheffet [2017] and Wang [2018]. However, we deviate from prior work in using

Laplace noise, rather than Gaussian noise, to ensure pure differential privacy rather than approxi-

mate differential privacy. DPSuffStats has two main benefits: it is as computationally efficient as its

non-private analogue, and it allows us to release DP versions of the sufficient statistics with no extra

privacy cost.
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DPTheilSen is a DP version of Theil-Sen. The non-private estimator computes the p25 estimates

based on the lines defined by all pairs of datapoints (xi, yi), (xj, yj) for all i ̸= j ∈ [n], then out-

puts the median of these pairwise estimates. To create a differentially private version, we replace the

median computation with a differentially private median algorithm. We consider three DP versions

of this algorithm which use different DPmedian algorithms: DPExpTheilSen, DPWideTheilSen,

and DPSSTheilSen. We also consider more computationally efficient variants that pair points ac-

cording to one or more randommatchings, rather than using all
(n
2
)
pairs. A DP algorithm obtained

by using one matching was previously considered by Dwork and Lei [Dwork and Lei, 2009] (their

“Short-Cut Regression Algorithm”). Our algorithms can be viewed as updated versions of their ap-

proach, reflecting improvements in DPmedian estimation since [Dwork and Lei, 2009], as well as

incorporating benefits accrued by considering more than one matching.

DPGradDescent is a DP mechanism that uses DP gradient descent to solve the convex optimiza-

tion problem that defines OLS: argminα,β ∥y − αx − β1∥2.We use the private stochastic gradient

descent technique proposed by Bassily et al. [2014]. Versions that satisfy pure, approximate, and

zero-concentrated differential privacy are considered.

While a variant of DPTheilSen does appear in [Dwork and Lei, 2009], to the best of our knowl-

edge it does not appear in any experimental studies exploring differentially private algorithms for

linear regression. We find that DPTheilSen is particularly effective in the small dataset regime, and

can significantly outperform other DP algorithms in this regime.

Our experiments reveal three main settings where an analyst should consider alternate algo-

rithms:

• If the datapoints {(xi, yi)}ni=1 are bounded (like in the Opportunity Atlas), εnvar(x) is large

(which is typically the case in large datasets), and σ2e is large, DPSuffStats performs well. This

algorithm is preferable in this setting since it is more computationally efficient, and allows for

the release of noisy sufficient statistics without any additional privacy loss. (If the datapoints
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are not already bounded, they can first be clipped to a bounded range. But the choice of this

range is important. If it is too large, DPSuffStatswill introduce too much noise. If the range

is too small, the linear relationship can be distorted.)

• When the standard error σ̂(p̂xnew) is very small, the exponential mechanism used in DPExpTheilSen

can perform poorly. In this setting, one should switch to a different DP analogue of Theil-

Sen, using a different DPmedian algorithm. We give two potential alternatives, which are

both useful in different situations.

• The algorithm DPExpTheilSen requires as input a range in which to search for the output

predicted value. If this range is very large and ε is small (ε ≪ 1) then DPExpTheilSen can per-

form poorly, so it is preferable to use other algorithms like DPSuffStats that do not require a

range for the output (but do require that the input variables xi and yi are bounded, which is

not required for DPExpTheilSen).

The quantity εnvar(x) is connected to the size of the dataset, how concentrated the independent

variable of the data is and how private the mechanism is. Experimentally, this quantity has proved

to be a good indicator of the relative performance of the DP algorithms. Roughly, when εnvar(x)

is small, the OLS estimate can be very sensitive to small changes in the data, and thus we recom-

mend switching to differentially private versions of the Theil-Sen estimator. In the opposite regime,

when εnvar(x) is large, DPSuffStats typically suffices and is a simple method to adopt in practice.

In this regime the additional noise added for privacy by DPSuffStats can be less than the difference

between the non-private OLS and Theil-Sen point estimates.

In addition to the quantity εnvar(x), the magnitude of noise in the dependent variable affects

the relative performance of the algorithms. When the dependent variable is not very noisy (i.e., σ2e

is small), the Theil-Sen-based estimators perform better since they are better at leveraging a strong

linear signal in the data.
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These results show that even in this one-dimensional setting, the story is already quite nuanced.

Indeed, which algorithm performs best depends on properties of the dataset, such as nvar(x), which

cannot be directly used without violating differential privacy. So, one has to make the choice based

on guesses (e.g., using similar public datasets) or develop differentially private methods for selecting

the algorithm, a problem which we leave to future work. Moreover, most of our methods come with

hyperparameters that govern their behavior. How to optimally choose these parameters is still an

open problem. In addition, we focus on outputting accurate point estimates, rather than confidence

intervals. Computing confidence intervals is an important direction for future work.

RelatedWork Linear regression is one of the most prevalent statistical methods in the social

sciences, and hence has been studied previously in the differential privacy literature. These works

have included both theoretical analysis and experimental exploration, with the majority of work

focusing on large datasets.

One of our main findings — that robust estimators perform better than parametric estimators in

the differentially private setting, even when the data come from a parametric model — corroborate

insights by Dwork and Lei [Dwork and Lei, 2009] with regard to the connection between robust

statistics and differential privacy, and by Couch et al. [Couch et al., 2019] in the context of hypothe-

sis testing.

As discussed earlier, systematic studies of DP linear regression have been performed in several

prior works. Sheffet [Sheffet, 2017] considered differentially private ordinary least squares methods

and estimated confidence intervals for the regression coefficients. When we plug in parameters from

our experiments‡, Sheffet’s main algorithm (OLS over projected data) requires n to be larger than

431 at a minimum. Sheffet runs experiments on synthetic datasets with sizes ranging from n = 103

to n = 105, and on real datasets with sizes ranging from n = 30, 000 to n = 70, 000. Sheffet’s

‡We set σx = 0.08,B = 1, ε = 1, δ = 10−6, and r = n.
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algorithms perform well (i.e., they correctly reject the null hypothesis with high probability) only

once the dataset size n is at least 10, 000. Wang [Wang, 2018] considered private ridge regression,

using techniques similar to output perturbation [Chaudhuri et al., 2011]. Wang runs some experi-

ments on synthetic data with n ranging from 50 to 107 datapoints, but the real dataset evaluations

included are focused on large datasets with n ranging from 500 to 583, 250 datapoints. These pre-

vious works on DP linear regression present methods and experiments for multi-dimensional data

(e.g., the datasets used in [Wang, 2018] contain at least 13 explanatory variables), whereas we are

concerned with the one-dimensional setting and the small dataset regime.

A Bayesian approach to DP linear regression is taken by Bernstein and Sheldon [Bernstein and

Sheldon, 2019] which, unlike ours, requires a prior on the distribution of both the regression coef-

ficients and the independent variables. Zhang et al. [Zhang et al., 2012] and Awan and Slavkovic

[Awan and Slavković, 2020] study the functional mechanism for linear regression, and Cai et al.

[Cai et al., 2019] provide sharp minimax bounds for linear regression under (ε, δ)-differential pri-

vacy constraints. But these works do not pertain to the small dataset one-dimensional regime.

In all of the works mentioned above, the theoretical utility guarantees are asymptotic, and the

experimental results are focused on large datasets (i.e., with tens of thousands of datapoints), so it

is difficult to ascertain the utility in the small dataset regime. None of the previous experimental

works have considered DPTheilSen and its variants, which we find to be the best performing set of

algorithms in this challenging regime.

4.3 Algorithms

In this section we detail the practical differentially private algorithms we will evaluate experimen-

tally. Pseudocode for all efficient implementations of each algorithm described can be found here or

later on in the Appendix, and real code can be found in our GitHub repository: https://github.
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com/anonymous-conf/dplr.

4.3.1 DPSuffStats

In DPSuffStats (Algorithm 3), we add Laplace noise, with standard deviation approximately 1/ε, to

the OLS sufficient statistics, n·cov(x, y), n·σ̂2x , and then use the noisy sufficient statistics to compute

the predicted values. Note that this algorithm fails if the denominator for the OLS estimator, the

noisy version of n · σ̂2x , becomes 0 or negative, in which case we output⊥ (failure). The probability

of failure decreases as ε or n · σ̂2x increases. DPSuffStats is the simplest and most efficient algorithm

that we will study. In addition, the privacy guarantee is maintained even if we additionally release

the noisy statistics n · σ̂2x + L1 and n·cov(x, y) + L2, which may be of independent interest to

researchers. We also note that the algorithm is biased due to dividing by a Laplacian distribution

centered at n · σ̂2x .

Lemma 4.3.1. For 0 ≤ rl ≤ ru, Algorithm 3 (DPSuffStats) is (ε, 0)-DP.

4.3.2 DP TheilSen

The non-private Theil-Sen estimator is a robust estimator for linear regression. It computes the p25

estimates based on the lines defined by all pairs of datapoints (xi, yi), (xj, yj) for all i ̸= j ∈ [n],

then outputs the median of these pairwise estimates. To create a differentially private version, we can

replace the median computation with a differentially private median algorithm. We implement this

approach using three DPmedian algorithms; two based on the exponential mechanism [McSherry

and Talwar, 2007] and one based on the smooth sensitivity of Nissim et al. [2007] and the noise

distributions of Bun and Steinke [2019].

In the “complete” version of Theil-Sen, all pairwise estimates are included in the final median

computation. A similar algorithm can be run on the point estimates computed using k random
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Algorithm 3: DPSuffStats: (ε, 0)-DP Algorithm
Data: {(xi, yi)}ni=1 ∈ (R× R)n
Privacy params: ε
Hyperparams: rl, ru

1 For all i ∈ [n], clip each xi, yi to [rl, ru]
2 Define Δ1 = Δ2 = r2u· (1− 1/n)
3 Sample L1 ∼ Lap(0, 3Δ1/ε)
4 Sample L2 ∼ Lap(0, 3Δ2/ε)
5 if n · σ̂2x + L2 > 0 then
6 α̃ = n·cov(x,y)+L1

n·σ̂2x+L2
7 Δ3 = ru/n · (1+ |α̃|)
8 Sample L3 ∼ Lap(0, 3Δ3/ε)
9 β̃ = (ȳ− α̃x̄) + L3

10 p̃25 = 0.25 · α̃ + β̃
11 p̃75 = 0.75 · α̃ + β̃
12 return p̃25, p̃75
13 else
14 return⊥
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matchings of the (xi, yi) pairs. The case k = 1 amounts to the differentially private “Short-cut

Regression Algorithm” proposed by Dwork and Lei [Dwork and Lei, 2009]. This results in a more

computationally efficient algorithm.

We will focus mainly on k = n− 1, which we will refer to simply as DPTheilSen and k = 1, which

we will refer to as DPTheilSenMatch. For any other k, we denote the algorithm by DPTheilSenkMatch.

In the following subsections we discuss the different differentially private median algorithms we use

as subroutines. The pseudo-code for DPTheilSenkMatch is found in Algorithm 4.

Algorithm 4: DPTheilSenkMatch: (ε, 0)-DP Algorithm
Data: {(xi, yi)}ni=1 ∈ (R× R)n
Privacy params: ε
Hyperparams: n, k, DPmed, hp

1 z(p25), z(p75) = [ ]
2 Let τ1, · · · , τn−1 be n− 1 maximal matchings ofKn, the complete graph on n

vertices.§Each τh is a vector of ⌊n/2⌋ pairs corresponding to edges. There are many
possible choices for τ1, · · · , τn−1; one example is for each h ∈ [n− 1], let πh be an
independent random permutation of [n− 1]. Then, for i ∈ ⌊n/2⌋, let
τh[i][0] = π(i) and τh[i][1] = π(i+ ⌊n/2⌋).

3 for k iterations do
4 Sample (without replacement) h ∈ [n− 1]
5 for 0 ≤ i < ⌊n/2⌋ do
6 j = τh[i][0]
7 l = τh[i][1]
8 if (xl − xj ̸= 0) then
9 s = (yl − yj)/(xl − xj)

10 z(p25)j,l = s
(
0.25− xl+xj

2

)
+

yl+yj
2

11 z(p75)j,l = s
(
0.75− xl+xj

2

)
+

yl+yj
2

12 Append z(p25)j,l to z(p25) and z(p75)j,l to z(p75)

13 p̃25 = DPmed
(
z(p25), ε/2, (n, k, hp)

)
14 p̃75 = DPmed

(
z(p75), ε/2, (n, k, hp)

)
15 return p̃25, p̃75
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The lemma below relates the privacy guarantee of Algorithm 4 to the privacy guarantee of the

DPmedian sub-algorithm, DPmed.

Lemma 4.3.2. If DPmed(z(p25), ε, (n, k, hp) = M(z(p25), hp)) for some (ε/k, 0)-DPmechanism

M, then Algorithm 4 (DPTheilSenkMatch) is (ε, 0)-DP.

DPMedian using the ExponentialMechanism

The first differentially private algorithm for the median that we will consider is an instantiation of

the exponential mechanism [McSherry and Talwar, 2007], a differentially private algorithm de-

signed for general optimization problems. The exponential mechanism is defined with respect to a

utility function u, which maps (dataset, output) pairs to real values. For a dataset z, the mechanism

aims to output a value r that maximizes u(z, r).

Definition 4.3.3 (Exponential Mechanism [McSherry and Talwar, 2007]). Given dataset z ∈

Rn and the range of the outputs, [rl, ru], the exponential mechanism outputs r ∈ [rl, ru]with

probability proportional to exp
(
εu(z,r)
2GSu

)
, where

GSu = max
r∈[rl,ru]

max
z,z′neighbors

|u(z, r)− u(z′, r)|.

One way to instantiate the exponential mechanism to compute the median is by using the follow-

ing utility function. Let

u(z, r) = − |#above r−#below r|

where #above r and #below r denote the number of datapoints in z that are above and below r in

value respectively, not including r itself. An example of the shape of the output distribution of

this algorithm is given in Figure 4.1. An efficient implementation is given in the Appendix. We
§Amaximal matching here is a subset of the edges ofKn such that no two edges share a vertex and no edge

can be added.
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Figure 4.1: Unnormalized distribu on of outputs of the exponen al mechanism for differen ally privately compu ng the
median of dataset z.

will write DPExpTheilSenkMatch to refer to DPTheilSenkMatchwhere the DPmedian function

is the DP exponential mechanism described above with privacy parameter ε/k. Again, we write

DPExpTheilSenMatchwhen k = 1 and DPExpTheilSenwhen k = n− 1.

Lemma 4.3.4. DPExpTheilSenkMatch is (ε, 0)-DP.

DPMedian usingWidened ExponentialMechanism

When the output space is the real line, the standard exponential mechanism for the median has

some nuanced behaviour when the data is highly concentrated. For example, imagine in Figure 4.1

if all the datapoints coincided. In this instance, DPExpTheilSen is simply the uniform distribution

on [rl, ru], despite the fact that the median of the dataset is very stable. To mitigate this issue, we

use a variation on the standard utility function. (Concurrently to our work, Asi and Duchi [Asi

and Duchi, 2020] considered a similar utility function, for a special case of their “inverse sensitivity

mechanisms.”)

For a widening parameter θ > 0, the widened utility function is

u(z, r) = −min {|#above a−#below a| : |a− r| ≤ θ} ,
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where #above a and #below a are defined as before. This has the effect of increasing the probability

mass around the median, as shown in Figure 4.2.

Figure 4.2: Unnormalized distribu on of outputs of the θ-widened exponen al mechanism for differen ally privately
compu ng the median of dataset z.

The parameter θ needs to be carefully chosen. All outputs within θ of the median are given the

same utility score, so θ represents a lower bound on the expected error. Conversely, choosing θ too

small may result in the area around the median not being given sufficient weight in the sampled

distribution. We defer the question of optimally choosing θ to future work.

An efficient implementation of the θ-widened exponential mechanism for the median can be

found in the Appendix. We will use DPWideTheilSenkMatch to refer to DPTheilSenkMatchwhere the

DPmedian mechanism is the θ-widened exponential mechanism with privacy parameter ε/k. Again,

we use

DPWideTheilSenMatchwhen k = 1 and DPWideTheilSenwhen k = n− 1.

Lemma 4.3.5. DPWideTheilSenkMatch is (ε, 0)-DP.
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DPMedian using Smooth Sensitivity Noise Addition

The final algorithm we consider for releasing a differentially private median adds noise scaled to

the smooth sensitivity – a smooth upper bound on the local sensitivity function. Intuitively, this

algorithm should perform well when the datapoints are clustered around the median; that is, when

the median is very stable.

Definition 4.3.6 (Smooth Upper Bound on LSf [Nissim et al., 2007]). For t > 0, a function

Sf,t : X n → R is a t-smooth upper bound on the local sensitivity of a function f : X n → R if:

∀z ∈ X n : LSf(z) ≤ Sf,t(z);

∀z, z′ ∈ X n, d(z, z′) = 1 : Sf,t(z) ≤ et · Sf,t(z′).

where d(z, z′) is the distance between datasets z and z′.

LetZk : {(xi, yi)}ni=1 ∈ (R × R)n → Rkn/2 denote the function that transforms a set of

point coordinates into estimates for each pair of points in our kmatchings. The function that we

are concerned with the smooth sensitivity of is med◦Zk. We will use the following smooth upper

bound to the local sensitivity:

Lemma 4.3.7. Let z1 ≤ z2 ≤ · · · ≤ z2m be a sorting ofZk(x, y). Then

Skmed◦Z,t((x, y)) = max
{
zm+k − zm, zm − zm−k,

max
l=1,...,n

max
s=0,··· ,k(l+1)

e−lt(zm+s − zm−(k(l+1)+s)
}
,

is a t-smooth upper bound on the local sensitivity of med◦Zk.

Proof. Proof in the Appendix.
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The algorithm then adds noise proportional to Skmed◦Z,t((x, y))/ε to med◦Z(x, y). Pseudo-code

is given in the Appendix.The noise is sampled from the Student’s T distribution. There are several

other valid choices of noise distributions (see [Nissim et al., 2007] and [Bun and Steinke, 2019]),

but we found the Student’s T distribution to be preferable as the mechanism remains stable across

values of ε

4.3.3 DP Gradient Descent

Ordinary Least Squares (OLS) for simple 1-dimensional linear regression is defined as the solution

to the optimization problem in Equation 4.1.There has been an extensive line of work on solving

convex optimization problems in a differentially private manner. We use the private gradient de-

scent algorithm of Song et al. [2013], Bassily et al. [2014] to provide private estimates of the 0.25,

0.75 predictions (p25, p75). This algorithm performs standard gradient descent, except that noise is

added to a clipped version of the gradient at each round (clipped to range [−τ, τ]2 for some setting

of τ > 0).

4.3.4 DPIntercept

We also compare the above DPmechanisms to simply adding noise to the average y-value. For

any given dataset (x, y), this method clips the datapoints to a given range [rl, ru], computes ȳ =

1
n
∑n

i=1 yi and outputs a noisy estimate ỹ = ȳ + Lap
(
0, ru−rl

εn
)
as the predicted p̃25, p̃75 estimates.

This method performs well when the slope α is very small.

4.3.5 ANote onHyperparameters

We leave the question of how to choose the optimal hyperparameters for each algorithm to future

work. Unfortunately, since the optimal hyperparameter settings may reveal sensitive information
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about the dataset, one cannot simply tune the hyperparameters on a subset of the sensitive data.

However, we found that for most of the hyperparameters, once a good choice of hyperparameter

setting was found, it could be used for a variety of similar datasets. Thus, one realistic way to tune

the parameters may be to tune on a public dataset similar to the dataset of interest. For example, for

applications using census data, one could tune the parameters on previous years’ census data.

4.4 Experiments and Results

In our experiments, we evaluate the following algorithms: DPSuffStats, DPIntercept, DPExpTheilSen,

DPWideTheilSen, DPSSTheilSen, DPGradDescent, and OpportunityInsights (OI). We will

present results on a simulated version of the data used by the Opportunity Insights team in creating

the Opportunity Insights tool, a real UCI dataset, and synthetically generated datasets that allow us

to explore how properties of the data affect relative performance of the algorithms. Our experiments

indicate that for a wide range of realistic datasets, and moderate values of ε, it is possible to choose a

DP linear regression algorithm where the error due to privacy is less than the standard error. In our

motivating use-case of the Opportunity Atlas, we can design a differentially private algorithm that

outperforms the heuristic method used by the Opportunity Insights team. This is promising, since

the error added by the heuristic method was deemed acceptable for deployment of the Opportunity

Atlas, and for use by policy makers.

One particular differentially private algorithm of the robust variety, called DPExpTheilSen,

emerges as the best algorithm in a wide variety of settings for this small-dataset regime. This al-

gorithm uses the exponential mechanism [McSherry and Talwar, 2007] for the differentially pri-

vate median computation to be used in the Theil-Sen method. We will discuss some reasons for

DPExpTheilSen’s strong performance, and identify some regimes in which other algorithms perform

better.
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4.4.1 Experimental Setup

Wewill focus on data with values bounded between 0 and 1, so 0 ≤ xi, yi ≤ 1 for i = 1, . . . , n. This

boundedness assumption is inherited from our main use-case, the Opportunity Atlas tool. Not all

our methods require this assumption. Note that the independent variables xi in all the datasets listed

below are drawn from different distributions.

Simulated Opportunity Atlas Datasets

The first set of datasets we consider is a simulated version of the data used by the Opportunity In-

sights team in creating the Opportunity Atlas tool described in Section 4.1. These datasets are valu-

able for our evaluation because they mimic a real-world release of privacy-protected statistics. The

independent variables xi of the simulated datasets follow a lognormal distribution. Each datapoint,

(xi, yi) ∈ [0, 1]2, corresponds to a pair, (parent income percentile rank, child income percentile

rank). In the data, every state in the United States is partitioned into small neighborhood-level

blocks called tracts. As each individual exists in only one tract, the privacy loss on the entire release

is only the maximum privacy loss of the per-tract releases (by the parallel composition theorem of

differential privacy [McSherry, 2009]). We perform the linear regression on each tract individually.

Each of the tracts can look very different, as the distribution of income both across tracts and in-

side each tract varies in different states. For example, in Illinois, more than 90% of residents have

incomes above the national median income. In North Carolina, on the other hand, about 50% of

residents have incomes below the national median income. The “best” differentially private algo-

rithm differs from state to state, and even tract to tract. We display results for Illinois (IL) which

has a total of n = 219, 594 datapoints divided among 3,108 tracts. The individual datasets (corre-

sponding to tracts in the Census data) each contain between n = 30 and n = 400 datapoints. The

statistic nvar(x) ranges between 0 and 25, with the majority of tracts having nvar(x) ∈ [0, 5].
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Stock Exchange UCI Dataset

Next, we consider a real dataset that studies the relationship between the Istanbul Stock Exchange

and the USD Stock Exchange [Akbiligic et al., 2013]. It compares {xi = Istanbul Stock Exchange

national 100 index} to {yi = the USD International Securities Exchange}. The independent vari-

ables xi in this dataset follow a normal distribution. This dataset has n = 250 datapoints.

Other real datasets

In the full version of this paper, we evaluate the DP algorithms on two additional real datasets – a

Washington DC Bikeshare UCI dataset and a Carbon Nanotubes UCI dataset. TheWashington

DC Bikeshare UCI dataset is a family of 288 small datasets (with sizes ranging from 45 to 62 data-

points) that contain the temperature (xi) and user count of a bikeshare program (yi) for a fixed time

period. The independent variables xi have a normal distribution. The Carbon Nanotubes dataset is

a larger dataset (with 10, 683 datapoints), where xi is the u-coordinate of the initial atomic coordi-

nates of a molecule and yi is the u-coordinate of the calculated atomic coordinates after the energy

of the system has been minimized. The independent variables xi have a uniform distribution. Due

to space constraints and for clarity of exposition, we only briefly mention the results on these addi-

tional real datasets.

Synthetic Datasets

Finally, we construct synthetic datasets by sampling xi ∈ R, for i = 1, . . . , n, independently from a

uniform distribution with x̄ = 0.5 and variance σ2x . For each xi, the corresponding yi is generated as

yi = αxi + β+ ei, where α = 0.5, β = 0.2, and ei is sampled fromN (0, σ2e ). The (xi, yi) datapoints

are then clipped to the box [0, 1]2. The DP algorithms estimate the prediction at xnew using privacy
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parameter ε.

The values of n, σ2x , σ2e , xnew, and ε vary across the individual experiments. The synthetic data

experiments are designed to study which properties of the data and privacy regime determine the

performance of the private algorithms. Thus, in these experiments, we vary one of parameters listed

above and observe the impact on the accuracy of the algorithms and their relative performance to

each other. Since we know the ground truth on this synthetically generated data, we plot empirical

error bounds that take into account both the sampling error and the error due to the DP algorithms,

Ĉtrue(0.68)/σ(̂pxnew). We evaluate DPTheilSenkMatchwith k = 10 in the synthetic experiments

rather than DPTheilSen, since the former is computationally more efficient and still gives us insight

into the performance of the latter.

Privacy Parameters andHyperparameters

A note on the privacy parameters in the experiments: We will state the privacy budget used to com-

pute the pair (p25, p75), but we will only show empirical error bounds for p25. The empirical error

bounds for p75 display similar phenomena. The algorithms DPSuffStats and DPGradDescent in-

herently release both point estimates together so the privacy loss is the same whether we release the

pair (p25, p75) or just p25. However, DPExpTheilSen, DPWideTheilSen, DPSSTheilSen and the OI

algorithm use half their budget to release p25 and half their budget to release p75, separately.

Our experiments explore a range of privacy parameters. The synthetic data experiments show

results using moderate to small privacy loss parameters (Figures 4.5a, 4.5b, and 4.6 use ε = 1, and

Figure 4.5c tests ε values ranging from 0.01 to 10). The evaluation on the Stock Exchange UCI

dataset uses a moderate privacy loss parameter of ε = 2. For the simulated Opportunity Atlas data,

we used a large privacy loss parameter ε = 8 (ε = 16 for both p̃25 and p̃75) in order to match what

was used in the real-world deployment.

Hyperparameters were tuned on the semi-synthetic Opportunity Insights data by experiment-
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Table 4.1: Hyperparameters used in experiments on OI data, UCI datasets, and synthe c data.

Algorithms OI data Synthetic data
DPSuffStats rl = 0, ru = 1 rl = 0, ru = 1
DPIntercept rl = 0, ru = 1 N/A

DPExpTheilSen rl = −0.5, ru = 1.5 rl = −2, ru = 2
DPWideTheilSen rl = −0.5, ru = 1.5, rl = −2, ru = 2

θ = 0.01 θ = 0.01
DPSSTheilSen rl = −0.5, ru = 1.5, rl = −2, ru = 2

d = 3 d = 3
DPGradDescent τ = 1, T = 80 τ = 1, T = 80

ing with many different choices, and choosing the best. The hyperparameters are listed in Table 4.1.

We leave the question of optimizing hyperparameters in a privacy-preserving way to future work.

Hyperparameters for the synthetic datasets were chosen according to choices that seemed to per-

form well on the Opportunity Insights datasets. We empirically observe that good parameter choices

tended to be good for a wide variety of datasets. (In particular, our synthetic data and our two real

dataset examples all have different x distributions. This ensures that the hyperparameters were not

tuned to the specific datasets, but also leaves some room for improvement in the performance by

more careful setting of hyperparameters.) As mentioned above, one realistic way to tune the param-

eters may be to tune on a public dataset similar to the dataset of interest.

4.4.2 Results on Simulated and Real Datasets

Simulated Opportunity Atlas Datasets

Figure 4.3 shows the results of all the DP linear regression algorithms, as well as the heuristic mech-

anism used by the Opportunity Insights team (labeled OI), on the Opportunity Insights simulated

data for the state of Illinois For each algorithm, we build a cumulative distribution function of the

empirical error bounds set over the tracts in that state. The vertical dotted line in Figures 4.3 inter-

cepts each curve at the point where the noise due to privacy exceeds the standard error.
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Figure 4.3: Empirical CDF for the Empirical 0.68 error bounds, Ĉ(0.68), normalized by empirical OLS standard error
when evaluated on Opportunity Insights data for the state of Illinois. Privacy parameter ε = 16 for the pair (p̃25, p̃75).

The privacy-loss parameter of ε = 16 used in the Atlas was selected by the Opportunity Insights

team and a Census Disclosure Review Board by balancing the privacy and utility considerations. Al-

though we use the same value in our experiments for sake of comparison, we stress that we generally

do not recommend or endorse using such a large privacy-loss parameter in applications.

Figure 4.3 shows that there exist differentially private algorithms that are competitive with, and

in many cases more accurate than, the algorithm currently deployed in the Opportunity Atlas, such

as DPExpTheilSen and DPSSTheilSen. Additionally, we note that the methods used by Opportunity

Insights are highly tailored to their setting; as discussed in Section 4.2, the computation of an upper

bound on the local sensitivity relies on coordination across Census tracts. (This is why we are not

able to include this algorithm in our stock exchange data or synthetic data experiments – there is

no natural analogue for this algorithm in the context of a single dataset.) The differentially private

methods, on the other hand, are general-purpose and do not require any coordination across tracts.
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Figure 4.4: Stock Exchange UCI Data. Empirical cdf of the output distribu on of the es mate of p25 a er 100 trials of
each algorithm with ε = 2. The grey region includes all the values that are within one standard error of σ̂(̂p25). The
curve labelled “standard error“ shows the non-private posterior belief on the value of the p25 assuming Gaussian noise.

Results on Stock Exchange UCI Dataset

Next, we provide experimental results of all the DP linear regression algorithms on the Stock Ex-

change UCI dataset. We use the same hyperparameter settings for these datasets that were used for

the OI dataset, shown in Table 4.1. Figure 4.4 shows the empirical cumulative density function of

the output distribution on the Stock Exchange dataset. This has a different form from that of the

empirical CDF which appears in Figure 4.3. On this real dataset, for a moderate ε value of 2, the

additional noise due to privacy using DPExpTheilSen is less than the standard error. Similar to Fig-

ure 4.3, Figure 4.4 shows that DPExpTheilSen is generally the best performing algorithm, followed

by DPWideTheilSen and DPSSTheilSen.
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Results on Additional Real Datasets

The results on theWashington DC Bikeshare dataset and the Carbon Nanotubes dataset corrob-

orate our findings on the Opportunity Atlas and Stock Exchange datasets. For a range of realistic

ε values, the additional noise due to privacy, in particular when using DPExpTheilSen, remains less

than the standard error. The full version of our paper contains detailed analysis of the results on

these additional real datasets, but we will not include any further discussion here due to space con-

straints and for clarity of exposition.

4.4.3 Robustness vs. Non-robustness: Guidance for Algorithm Selection

The DP algorithms we evaluate can be divided into two classes, robust DP estimators based on

Theil-Sen— DPSSTheilSen, DPExpTheilSen and DPWideTheilSen—and non-robust DP estima-

tors based on OLS— DPSuffStats and DPGradDescent. Experimentally, we found that the algo-

rithms’ behaviour tends to be clustered in these two classes, with the robust estimators outperform-

ing the non-robust estimators in a wide variety of parameter regimes. In the experiment we saw in

the previous section (Figure 4.3), DPExpTheilSenwas the best performing algorithm, followed by

DPWideTheilSen and DPSSTheilSen. In our experiments on synthetic data, however, we will see that

the non-robust estimators outperform the robust estimators in some parameter regimes.

DPSuffStats and DPExpTheilSen

In Figure 4.5, we investigate the relative performance (Ĉtrue(0.68)/σ(p̂25)) of the algorithms in sev-

eral parameter regimes of n, ε, and σ2x on synthetically generated data. For each parameter setting

and for each algorithm, we plot of the average value of Ĉtrue(0.68)/σ(p̂25) over 50 trials on a sin-

gle dataset, and average again over 500 independently sampled datasets. Across ranges for each of

these three parameters (n ∈ [31, 15848]; σ2x ∈ [0.003, 0.08]; ε ∈ [0.01, 10], all varied on a loga-
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rithmic scale), we see that DPExpTheilSen10Match¶ or DPSuffStats is consistently close to the best

performing algorithm. We see that DPGDzCDP and DPSuffStats trend towards taking over as the best

algorithm as ε, n, and σ2x increases.

(a) Varying n (b) Varying σ2x (c) Varying ε

Figure 4.5: Rela ve error (Ĉtrue/σ(p̂25)) of DP and non-private algorithms on synthe c data as n varies from 31 to
15, 848, σ2x from 0.003 to 0.08, and ε from 0.01 to 10.

(a) εnσ2x = 40; varying σ2e (b) εnσ2x = 216; varying σ2e (c) εnσ2x = 800; varying σ2e

Figure 4.6: Comparing DPSuffStats and DPExpTheilSen10Match on synthe c data as σ2e varies from 0.005 to 0.05.
Plo ng Ĉtrue/σ(p̂25). OLS and TheilSen10Match included for reference.

For parameter regimes in which the non-robust algorithms outperform the robust estimators,

DPSuffStats is preferable to DPGDzCDP since it is more efficient, requires less hyperparameter tun-

ing (except for the clipping bound [rl, ru] on the inputs xi and yi for all i ∈ [n]), satisfies a stronger

privacy guarantee (“pure DP” instead of “concentrated DP”), and releases the noisy sufficient statis-

tics with no additional cost in privacy. Experimentally, we find that the main indicator for deciding

¶DPExpTheilSen10Match is DPExpTheilSenwhere instead of considering all pairs of points, we use 10 ran-
dommatchings of the points. We use it in the synthetic experiments since it is more computationally efficient
than, but similarly performing to, DPTheilSen.
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Figure 4.7: Rela ve error of DP and non-private algorithms as ε varies. In this figure, the error is measured with respect
to the slopes not point es mates.

between robust estimators and non-robust estimators is the quantity εnvar(x) (which is a proxy for

εnσ2x ). Roughly, when εnvar(x) and σ2e are both large, we conclude that DPSuffStats is the best

choice among the DP algorithms tested; otherwise, the robust estimator DPExpTheilSen10Match

typically has lower error. Hyperparameter tuning and the quantity |xnew − x̄| also play minor roles

in determining the relative performance of the algorithms.

Slopes vs. Point Estimates

In Figure 4.7, we show error bounds with respect to the slopes instead of point estimates as we vary

ε. The slopes here are computed directly (e.g., for the Theil-Sen algorithms, we compute the DP

median of many estimates of the slope); we could also compute the slopes using the p25 and p75 esti-

mates. We observe similar relative performance of the algorithms between the slopes and point esti-

mates (i.e., between Figure 4.7 and Figure 4.5c). We note that for the Theil-Sen based algorithms, it
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can be more difficult to choose hyperparameters for the slopes as these can be unbounded while the

point estimates are bounded between 0 and 1 in our setting of data normalized to [0, 1]. As we show

in the full version of the paper, however, the Theil-Sen algorithms are less sensitive to the choice of

hyperparameters than DPSuffStats.

Role of εnvar(x)

In the experiments of Figure 4.6, we control the quantity εnσ2x , which combines the three param-

eters varied separately in Figure 4.5— the size of the dataset, how concentrated the independent

variable of the data is and how private the mechanism is, and is a “ground truth” analogue of the

empirical quantity εnvarx that appears in OLS. It appears to be a better indicator of the perfor-

mance of DPmechanisms than any of the individual statistics ε, n, or σ2x in isolation. In Figure 4.6,

we compare the performance of DPSuffStats and DPExpTheilSen10Matchwhen we hold εnσ2x con-

stant and vary σ2e , the variance of the noise ei in the linear relationship yi = αxi + β + ei. The error

is computed as the average error over 20 trials and 500 independently sampled datasets. Notice that

the periwinkle line presents the error of the non-private OLS estimator, which is our baseline. In all

of our synthetic data experiments, in which the ei’s are Gaussian, once εnσ2x > 400 and σ2e ≥ 0.03,

DPSuffStats is the better performing algorithm. It is also important to note that once εnvar(x) is

large, both DPSuffStats and DPExpTheilSen perform well.

The error, as measured by Ĉtrue(0.68), of both non-private OLS and Theil-Sen estimators con-

verges to 0 as n → ∞ at the same asymptotic rate. However, OLS converges a constant factor

faster than Theil-Sen, which can be seen by the fact that the Theil-Sen and TheilSen10Match lines

are strictly above the OLS line in Figures 4.5 and 4.6. As εnσ2x increases, DPSuffStats and DPGD ap-

proach the performance of non-private OLS, and hence outperform both the non-private and pri-

vate versions of Theil-Sen.

Additional experiments we ran, which we were not able to include here to due to space con-
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straints, confirm that εnσ2x is a strong indicator of the relative performance of DPSuffStats and

DPExpTheilSen as long as σe is not too small, even as other variables in the OLS standard error equa-

tion (4.3) – including the difference between xnew and the mean of the x values, |xnew − x̄| – are

varied.

The Role of Hyperparameter Tuning

A final major distinguishing feature among the DPTheilSen algorithms, DPSuffStats and DPGradDescent

is the amount of prior knowledge needed by the data analyst to choose the hyperparameters appro-

priately. Notably, DPSuffStats does not require any hyperparameter tuning other than a bound

on the data. The DPTheilSen algorithms require some reasonable knowledge of the range that p25

and p75 lie in. DPGradDescent requires some knowledge of where the input values lie so it can set its

hyperparameters τ, T.

Which Robust Estimator?

In the majority of the regimes we have tested, DPExpTheilSen outperforms all the other private algo-

rithms. However, another variation on DP TheilSen, DPWideTheilSen, can outperform DPExpTheilSen

when the standard error is small. When there is little noise in the data we expect the set of pair-

wise estimates to be highly concentrated. As discussed in Section 4.3.2, this is a difficult setting

for DPExpTheilSen; we designed DPWideTheilSen to address this problem.

4.5 Data Generating Process for OI Synthetic Datasets

In this subsection, we describe the data generating process for simulating census microdata from the

Opportunity Insights team. In the model, assume that each set of parents i in tract t and statem has

one child (also indexed by i).
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Size of Tract: The size of each tract in any state is a random variable. Let Exp(b) represent the

exponential distribution with scale b. Then if ntm is the number of people in tract t and statem,

then ntm ∼ ⌊Exp(52) + 20⌋. This distribution over simulated counts was chosen by the Opportu-

nity Insights team because it closely matches the distribution of tract sizes in the real data.

Linear Income Relationship: Let xitm be the child income given the parent income yitm, then

we enforce the following relationship between xitm and yitm:

ln(xitm) = αtm + βtm ln(yitm) + ei,

where ei ∼ N (0, (0.20)2) and αtm, βtm are calculated from public estimates of child income rank

given the parent income rank. ‖ Next, pim is calculated as the parent i’s percentile income within the

statem’s parent income distribution (and rounded up to the 2nd decimal place).

Parent Income Distribution: Let μtm denote the public estimate of the mean household in-

come for tract t in statem (also obtained from publicly-available income data used to calculate

αtm, βtm). Empirically, the Opportunity Insights team found that the within-tract standard de-

viation of parent incomes is about twice the between-tract standard deviation. Let Var(μtm) de-

note the sample variance of the estimator μtm. Then enforce that Vartm(yitm) = 4Var(μtm)where

Vartm(yitm) is the variance of parental income yitm in tract t and statem. Furthermore, assume that

yitm are lognormally distributed within each tract and draw ln(yitm) from

N (Etm[ln(yitm)],Vartm[ln(yitm)]) for i = 1, . . . , ntm, where

Etm[ln(yitm)] = 2 ln(μtm)− 0.5 ln(Vartm(yitm) + μ2tm),

‖Gleaned from some tables the Opportunity Insights team publicly released with tract-level (micro) data.
See https://opportunityatlas.org/. The dataset used to calculate the αtm, βtm is aggregated from some
publicly-available income data for all tracts within all U.S. states between 1978 and 1983.
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and

Vartm[ln(yitm)] = −2 ln(μtm) + ln(Vartm(yitm) + μ2tm).

4.5.1 TheMaximumObserved Sensitivity Algorithm

Opportunity Insights [Chetty and Friedman, 2019] provided a practical method – which they term

the “MaximumObserved Sensitivity” (MOS) algorithm – to reduce the privacy loss of their released

estimates. This method is not formally differentially private. We use MOS or OI interchangeably to

refer to their statistical disclosure limitation method. The crux of their algorithm is as follows: The

maximum observed sensitivity, corresponding to an upper envelope on the largest local sensitivity

across tracts in a state in the dataset, is calculated and Laplace noise of this magnitude divided by the

number of people in that cell is added to the estimate and then released. The statistics they release

include 0.25, 0.75 percentiles per cell, the standard error of these percentiles, and the count.

Two notes are in order. First, the MOS algorithm does not calculate the local sensitivity exactly

but uses a lower bound by overlaying an 11×11 grid on the [0, 1]× [0, 1] space of possible x, y values.

Then the algorithm proceeds to add a datapoint from this grid to the dataset and calculate the max-

imum change in the statistic, which is then used as a lower bound. Second, analysis are performed

only on census tracts that satisfy the following property: they must have at least 20 individuals with

10% of parent income percentiles in that tract above the state parent income median percentile and

10% below. If a tract does not satisfy this condition then no regression estimate is released for that

tract.

Conclusion It is possible to design DP simple linear regression algorithms where the distortion

added by the private algorithm is less than the standard error, even for small datasets. In this work,

we found that in order to achieve this we needed to switch fromOLS regression to the more robust

linear regression estimator, Theil-Sen. We identified key factors that analysts should consider when
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deciding whether DPmethods based on robust or non-robust estimators are right for their applica-

tions.

This work is the first to experimentally evaluate the performance of robust algorithms for differ-

entially private linear regression. Prior theoretical work has highlighted the strong connection be-

tween robust statistics and differential privacy ?Couch et al. [2019], but experimental evaluations of

differentially private algorithms for linear regression (such as the systematic study byWang [Wang,

2018]) have failed to include robust algorithms in their comparisons. In addition, we are the first to

consider the winning algorithm from our experiments, DPTheilSen, under privacy constraints. This

algorithm is a generalization of the “Short-Cut Regression Algorithm” that was analyzed theoreti-

cally (but not experimentally) by Dwork and Lei [Dwork and Lei, 2009].

The focus of this work has been on DP univariate regression releases for small datasets. The chal-

lenge of selecting an algorithm with good utility for this setting remains a barrier to adoption of

differential privacy for many practical applications. Prior work on DP linear regression has focused

on multiple linear regression (i.e., where there are several or many independent variables), albeit

in an asymptotic or large-dataset setting. Our results show that even in the setting of simple linear

regression, the story is already quite nuanced. The algorithm that performs best depends on prop-

erties of the dataset, such as nvar(x), which cannot be directly used without violating differential

privacy. One has to make the choice based on guesses (e.g., using similar public datasets) or develop

differentially private methods for selecting the algorithm, a problem which we leave to future work.

However, our experimental evaluation offers valuable heuristics for choosing a suitable algorithm in

practice – in particular, our experiments demonstrate that DPTheilSen performs well across many

regimes (including with small dataset sizes, when the data range is unknown and when knowledge

of the output range is limited) compared to DPSuffStats, and is therefore a reliable choice for most

applications. Our findings highlight important directions for future work, such as generalizing

DPTheilSen to cover multivariate regression, providing uncertainty estimates such as confidence
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intervals, and developing theoretical explanations for its superior performance in the small dataset

regime.
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You lose your curiosity when you stop learning.

Katherine Johnson

5
Private Statistical Uncertainty

Quantification

In this work, we design differentially private hypothesis tests for the following problems in the gen-

eral linear model: testing a linear relationship and testing for the presence of mixtures. The majority

of our hypothesis tests are based on differentially private versions of the F-statistic for the general lin-

ear model framework, which are uniformly most powerful unbiased in the non-private setting. We

89



also present other tests for these problems, one of which is based on the differentially private non-

parametric tests of Couch, Kazan, Shi, Bray, and Groce (CCS 2019), which is especially suited for

the small dataset regime. We show that the differentially private F-statistic converges to the asymp-

totic distribution of its non-private counterpart. As a corollary, the statistical power of the differ-

entially private F-statistic converges to the statistical power of the non-private F-statistic. Through

a suite of Monte Carlo based experiments, we show that our tests achieve desired significance lev-

els and have a high power that approaches the power of the non-private tests as we increase sample

sizes or the privacy-loss parameter. We also show when our tests outperform existing methods in the

literature.

Linear regression is one of the most fundamental statistical techniques available to social scien-

tists and economists (especially econometricians) [Stock andWatson, 2011, Chetty et al., 2019].

A graduate student successfully completes her classes: what is the effect on her future earnings? A

country implements tough penalties for concealed carry permit violations: what is the effect on gun-

related deaths? A school district cuts the size of the average class size for high school classes: what is

the effect on the standardized test scores of the minority students?

All three questions are about the (unknown) effect of changing one (independent) variable X on

another variable Y. Under reasonable assumptions, the relationship between X and Y can be mod-

eled as a linear regression testing problem. One of the goals of performing regression analysis is for

use in decision-making via point estimation (i.e., getting a single predicted value for the dependent

variable). To increase the confidence of decision-makers and analysts in such estimates, it is often

important to also release accompanying uncertainty estimates for the point estimates [Chetty and

Friedman, 2019, Chetty et al., 2018, Andrews et al., 2019].

In this work, we aim to provide differentially private linear regression uncertainty quantification

via the use of hypothesis tests. Given the realistic possibility of reconstruction, membership, and

inference attacks [Sweeney, 1997, Dwork et al., 2017], we can rely on Differential Privacy (DP), a
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rigorous approach to quantifying privacy loss [Dwork et al., 2006b,a]. The task of DP linear regres-

sion is to, given datapoints {(xi, yi)}ni=1, estimate point or uncertainty estimates for linear regression

while satisfying differential privacy. The majority of our tests will rely on generalized likelihood

ratio test F-statistics.

In previous works [Sheffet, 2017, Wang, 2018, Cai et al., 2020, Alabi et al., 2022b], differentially

private estimators for linear regression are explored and key factors (such as sample size and variance

of the independent variable) that affect the accuracy of these estimators are identified. The focus of

these previous works is for point estimate prediction. The predictive accuracy of such estimators can

be measured in terms of a confidence bound or mean-squared error. We continue the study of the

utility of such estimators for use in uncertainty quantification via hypothesis testing [Sheffet, 2017].

Earlier work on uncertainty quantification for linear regression was done by Sheffet [Sheffet,

2017], who constructed confidence intervals and hypothesis tests based on the t-test statistic, and

can be used to test a linear relationship. The random projection routine in [Sheffet, 2017], based on

the Johnson–Lindenstrauss (JL) transform, only starts to correctly reject the null hypothesis when

the sample size is very large (or the variables have a large spread). This observation is also supported

by the work of [Couch et al., 2019]. Furthermore, the random projection routine requires extra

parameters (e.g., for specifying the dimensions of the randommatrix). In our work, we use the F-

statistic and our framework can be used to test mixture models, amongst other tests. We provide

a general framework for DP tests based on the F-statistic. In addition, we will consider hypothesis

testing for linear regression coefficients on both small and large datasets. For the mixture model

tester, we additionally adapt and evaluate a nonparametric method, a DP analogue of the Kruskal-

Wallis test due to Couch, Kazan, Shi, Bray, and Groce [Couch et al., 2019], which is especially suited

for the small dataset regime. To the best of our knowledge, our tests are the first to differentially

privately detect mixtures in linear regression models, with accompanying experimental validation.
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5.0.1 Our Contributions

In this work, we show that for the problem of differentially private linear regression, we can perform

hypothesis testing for two problems in the general linear model:

1. Testing a Linear Relationship: is the slope of the linear model equal to some constant (e.g.,

slope is 0)?

2. Testing for Mixtures: does the population consist of one or more sub-populations with

different regression coefficients?

We provide a differentially private analogue of the F-statistic which we, under the general lin-

ear model, show converges in distribution to the asymptotic distribution of the F-statistic (Theo-

rem 5.3.1). Furthermore, the DP regression coefficients converge, in probability, to the true coef-

ficients (Lemma 5.3.11). In particular, in Lemma 5.3.11, we show a 1/
√
n statistical rate of con-

vergence for the DP regression coefficients used for our hypothesis tests. This matches the optimal

rate [Lei, 2011]. We then use our DP F-statistic and parametric estimates to obtain DP hypoth-

esis tests using a Monte Carlo parametric bootstrap, following Gaboardi, Lim, Rogers, and Vad-

han [Gaboardi et al., 2016]. TheMonte Carlo parametric bootstrap is used to ensure that our tests

achieve a target significance level of α (i.e., data generated under the null hypothesis is rejected with

probability α). We experimentally compare these tests to their non-private counterparts for univari-

ate linear regression (i.e., one independent variable and one dependent variable). To the best of our

knowledge, our tests are the first that use the F-statistic to perform tests on the problem of linear

regression while ensuring privacy of the data subjects. In addition, our F-statistic based tests can be

adapted to work on design matrices in any dimension. i.e., the design matrix can be cast in the form

X ∈ Rn×p for any integer p ≥ 2 where n represents the number of individuals in the dataset and p
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represents the number of features per individual; we leave experimental evaluation of the multivari-

ate case for future work.

Experimental evaluation of our hypothesis tests is done on:

1. Synthetic Data: We generate synthetic datasets with different distributions on the indepen-

dent (or explanatory) variables. Specifically, we consider uniform, normal, and exponential

distributions on the independent variables. We also vary the noise distribution of the depen-

dent variable.

2. Opportunity Insights (OI) Data: We use a simulated version of the data used by the Op-

portunity Insights team (an economics research lab) to release the Opportunity Atlas tool,

primarily used to predict social and economic mobility. We chose to use these datasets since

they come from a real deployment of privacy-preserving statistics. * The census tract-level

datasets from these states can have a very small number of datapoints.

3. Bike Sharing Dataset: We use a real-world dataset publicly available in the UCI machine

learning repository. The dataset consists of daily and hourly counts (with other information

such as seasonal and weather information) of bike rentals in the Capital bikeshare system in

years 2011 and 2012.

Our experimental findings are as follows:

1. Significance: Across a variety of experimental settings, the significance is below the target

significance level of 0.05. Thus, we have a high confidence that we will not falsely reject the

null hypothesis, should the null hypothesis be true. Our tests are designed to be conservative

*See [Chetty et al., 2018, 2019] for a more detailed description of the use of the Opportunity Atlas tool in
predicting social and economic mobility. [Chetty and Friedman, 2019, Alabi et al., 2022b] evaluate privacy-
protection methods on Opportunity Atlas data.
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in the sense that they err on the side of failing to reject the null (e.g., when the DP estimate of

a variance is negative).

2. Power: Consistently, the power of our tests increase as we increase sample sizes (from hun-

dreds up to tens of thousands) or as we relax the privacy parameter. The behavior of our DP

tests tends toward that of the non-DP tests. The power of the DP OLS linear relationship

tester increases as the slope of the model increases and as the noise in the dependent vari-

able decreases. But when the DP estimate of the noise in the dependent variable is negative,

the tests err on the side of failing to reject the null, leading to a lower power. The power of

the mixture model tests also increases as the difference between the slopes in the two groups

increases. And the more uneven the group sizes are, the lower the power.

3. Alternative Method 1: We compare our DP linear relationship tester, based on the F-

statistic, to a test that builds on a DP parametric bootstrap method for confidence interval

estimation due to Ferrando, Wang, and Sheldon [Ferrando et al., 2020]. They prove that

these intervals are consistent (in the asymptotic regime) and experimentally show that these

intervals have good coverage. We can rely on such confidence intervals to decide to reject or

fail to reject the null hypothesis. Such methods achieve the desired significance levels. How-

ever, we observe that the method is less powerful than the F-statistic approach. This behavior

could be attributed to the differences in the bootstrap process: whereas we use estimates of

sufficient statistics under the null in the bootstrap procedure, Ferrando et al. [Ferrando et al.,

2020] uses the entirety of the sufficient statistics estimated for the parametric model.

4. Alternative Method 2: Inspired by the DP regression estimators of [Dwork and Lei, 2009,

Alabi et al., 2022b], we also show how to reduce linear relationship testing to the problem

of testing if data is generated from a Bernoulli distribution with equal chance of outputting

heads or tails. This problem has simple DP tests and has been solved optimally by Awan and
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Slavkovic [Awan and Slavkovic, 2020] for pure DP (whereas we use zCDP). The resulting

linear relationship tester is nonparametric in that, in contrast to the F-statistic, it does not

assume that the residuals are normally distributed. We find that this nonparametric test out-

performs our DP F-statistic on smaller privacy-loss parameters or larger slopes, but otherwise

the F-statistic performs better.

5. Alternative Method 3: For testing mixture models, we also give a reduction to testing

whether two groups have the same median, which can be solved using the DP nonparamet-

ric method of Couch, Kazan, Shi, Bray, and Groce [Couch et al., 2019]. We find that this

nonparametric test has a higher power in the small dataset regime than the DP F-statistic

method. As the dataset size increases or the difference in slopes between the groups in-

creases, the gap closes. In addition, as the variance of the independent variable increases,

the F-statistic method outperforms the nonparametric method.

5.0.2 Overview of Techniques

We provide Algorithm 5, a generic framework for DPMonte Carlo tests via a parametric bootstrap

routine for estimating sufficient statistics. Algorithm 5 crucially relies on DPStats, a procedure that

uses statistics of the independent and dependent variables to produce DP statistics. These statistics

can be used to decide to reject or fail to reject the null hypothesis. DPStatsmust satisfy DP—in

our case ρ-zCDP (Zero-Concentrated Differential Privacy). Algorithms 6 and 8 are SSP (Sufficient

Statistic Perturbation) implementations of DPStats for the linear relationship tester and mixture

model tester, respectively. (See Section 5.2.2 for more details.) Algorithm 9 is a DP nonparametric

test framework based on the Kruskal-Wallis test statistic for testing mixtures. We use the standard

Gaussian mechanism to make these algorithms satisfy zCDP although the Laplace mechanism could

be used instead (i.e., for pure DP). To make Algorithm 9 DP, we randomly pair datapoints so that
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the resulting transformation is 1-Lipschitz. i.e., changing one datapoint will change a single slope

estimate. See Section 5.2.3 for more details.

Theorem 5.3.1 shows that the DP F-statistic converges to the asymptotic distribution of its non-

private counterpart, the chi-squared distribution. As a corollary, the statistical power of the DP

F-statistic converges to the statistical power of the non-private F-statistic. To prove this result, we

first show the 1/
√
n statistical rate of convergence for the DP coefficients. Then we reformulate

both the F-statistic and the DP F-statistic in terms of the 1/
√
n convergent quantities, including

convergent functions of the GramMatrix of the independent variable. Next, we construct random

variables whose ℓ2-norm squared is distributed as the (non-central) chi-squared distribution. Then

we prove that DP analogues of the squared ℓ2-norm of such random variables converge to the (non-

central) chi-squared distribution. Finally, using such random variables, the reformulated DP F-

statistic, reformulated F-statistic, and the continuous mapping theorem, we combine the convergent

quantities to prove Theorem 5.3.1. See Section 5.3 for more details.

5.0.3 Other RelatedWork

Differentially Private Linear Regression Sheffet [Sheffet, 2017] considers hypothesis

testing for ordinary least squares for a specific test: testing for a linear relationship under the as-

sumption that the independent variable is drawn from a normal distribution. Wang [Wang, 2018]

focuses on using adaptive algorithms for linear regression prediction.

M-estimators [Huber and Ronchetti, 2011], motivated by the field of robust statistics [Huber,

1964], are a simple class of statistical estimators that present a general approach to parametric in-

ference. Dwork and Lei [Dwork and Lei, 2009, Lei, 2011] and Chaudhuri and Hsu [Chaudhuri

and Hsu, 2012] present differentially privateM-estimators with near-optimal statistical rates of

convergence. Avella-Medina [Avella-Medina, 2020] generalizes theM-estimator approach to dif-

ferentially private statistical inference using an empirical notion of influence functions to calibrate
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the Gaussian mechanism. Alabi, McMillan, Sarathy, Smith, and Vadhan [Alabi et al., 2022b] pro-

posed median-based estimators for linear regression and evaluated their performance for prediction.

All of these previous works show connections between robust statistics,M-estimators, and differ-

ential privacy. The ordinary least squares estimator is a classicalM-estimator for prediction. Other

examples include sample quantiles and the maximum likelihood estimation (MLE) objective. For

differentially private hypothesis testing, as we show in this work, the optimal test statistic for DP lin-

ear regression depends on statistical properties of the dataset (such as variance and sample size). We

also present novel differentially private test statistics that converge in distribution to the asymptotic

distribution of the F-statistic.

Bernstein and Sheldon [Bernstein and Sheldon, 2019] take a Bayesian approach to linear regres-

sion prediction and credible interval estimation. Through the Bayesian lens, there is also work on

how to approximately bias-correct some DP estimators while providing some uncertainty esti-

mates in terms of (private) standard errors [Evans et al., 2019]. As a motivation for differentially

private simple linear regression point and uncertainty estimation, Bleninger, Dreschsler, Ron-

ning [Bleninger et al., 2010] show how an attacker could use background information to reveal

sensitive attributes about data subjects used in a simple linear regression analysis.

General Differentially Private Hypothesis Testing Gaboardi, Lim, Rogers, and Vad-

han [Gaboardi et al., 2016] study hypothesis testing subject to differential privacy constraints. The

tests they consider are: (1) goodness-of-fit tests on multinomial data to determine if data was drawn

from a multinomial distribution with a certain probability vector, and (2) independence tests for

checking whether two categorical random variables are independent of each other. Both tests use

the chi-squared test statistic. Rogers and Kifer [Rogers and Kifer, 2017] develop new test statistics

for differentially private hypothesis testing on categorical data while maintaining a given Type I er-

ror. Through the use of the subsample-and-aggregate framework, Barrientos et al. [Barrientos et al.,
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2017] compute univariate t-statistics by first partitioning the data intoM disjoint subsets, estimat-

ing the statistic on each subset, truncating the statistic at some threshold a, and then adding noise

from a Laplace distribution to the average of the truncated t-statistics. Our framework requires a

clipping parameter (similar to a) but does not require any others (e.g., the number of subsets). As

noted in that work, the parameterM plays a significant role in the performance—and tuning—of

their tests while our tests require no such parameter tuning on partitioning of the data.

A subset of previous work [Task and Clifton, 2016, Campbell et al., 2018, Swanberg et al., 2019,

Couch et al., 2019] focus on differentially private independence tests between a categorical and

continuous variables. Some of these works produce nonparametric tests which require little or no

distributional assumptions on the data generation process. Specifically, Couch, Kazan, Shi, Bray,

and Groce [Couch et al., 2019] develop DP analogues of rank-based nonparametric tests such as

Kruskal-Wallis andMann-Whitney signed-rank tests. The Kruskal-Wallis test, for example, can be

used to determine whether the medians of two or more groups are the same. We adapt their test to

the setting of linear regression by using it to compare the distributions of slopes between the two

groups. Wang, Lee, and Kifer [Wang et al., 2015b] develop DP versions of likelihood ratio and chi-

squared tests, showing a modified equivalence between chi-squared and likelihood ratio tests.

In the space of differentially private hypothesis testing, previous work introduce methods for

differentially private identity and equivalence testing of discrete distributions [Acharya et al., 2019,

2018, Aliakbarpour et al., 2019, 2018]. A differentially private version of the log-likelihood ratio

test for the Neyman-Pearson lemma has also been shown to exist [Canonne et al., 2019]. Further-

more, Awan and Slavkovic [Awan and Slavkovic, 2020] derive uniformly most powerful DP tests for

simple hypotheses for binomial data. Suresh [Suresh, 2020] proposes a hypothesis test, which can

be made to satisfy differential privacy, that is robust to distribution perturbations under Hellinger

distance. Sheffet and Kairouz, Oh, Viswanath [Sheffet, 2018, Kairouz et al., 2016] also consider

hypothesis testing, although in the local setting of differential privacy.
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5.0.4 General Hypothesis Testing

The goal of hypothesis testing is to infer, based on data, which of two hypothesis,H0 (the null hy-

pothesis) orH1 (the alternative hypothesis), should be rejected.

Let Pθ be a family of probability distributions parameterized by θ ∈ Ω. For some unknown

parameter θ ∈ Ω, let Z ∼ Pθ be the observed data. Then the two competing hypothesis are:

H0 : θ ∈ Ω0 vs. H1 : θ ∈ Ω1,

where (Ω0,Ω1) form a partition of Ω.

A test statistic T is random variable that is a function of the observed data Z ∼ Pθ. T can be

used to decide whether to reject or fail to reject the null hypothesis. A critical region S is the set of

values for the test statistic T (or correspondingly for the observed data) for which the null hypothesis

will be rejected. It can be used to completely determine a test ofH0 versusH1 as follows: We reject

H0 if Y ∈ S and fail to rejectH0 if Y /∈ S.

Sometimes, external randomizationmight help with choosing between hypothesisH0 andH1

[Edgington, 2011, Keener, 2010]. By external randomness, we mean randomness not inherent

in the sample or data collection process. In order to discriminate between hypothesisH0 andH1,

we can define a notion of a critical function that can indicate the degree to which a test statistic is

within a critical region. A critical function φ with range in [0, 1] characterize randomized hypothesis

tests. A nonrandomized test with critical region S can thus be specified as φ = 1S. Conversely, if

φ(y) is always 0 or 1 for all y then the critical region is S = {y : φ(y) = 1} for this nonrandomized

test. An advantage of allowing randomization (even without DP constraints) is that convex combi-

nations of nonrandomized tests are not possible, but convex combinations of randomized tests are

possible. i.e., if φ1, φ2 are critical functions and t ∈ (0, 1), then tφ1+(1− t)φ2 is also a critical func-

tion so that the set of all critical functions form a convex set. Furthermore, nontrivial differentially
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private tests must be randomized.

For any θ ∈ Ω, the ideal test would tell us when θ ∈ Ω0 and when θ ∈ Ω1. This can be described

by a power functionR(·), which gives the chance of rejectingH0 as a function of θ ∈ Ω:

R(θ) = Pθ(Y ∈ S),

for any critical region S.

A “perfect” hypothesis test would haveR(θ) = 0 for every θ ∈ Ω0 andR(θ) = 1 for every

θ ∈ Ω1. But this is generally impossible given only the “noisy” observed data Z ∼ Pθ.

A significance level α can be defined as

α = sup
θ∈Ω0

Pθ(Y ∈ S).

In other words, the level α is the worst chance of incorrectly rejectingH0. Ideally, we want tests

that have a small chance of error whenH0 should not be rejected. The p-value is the probability of

finding, based on observed data, test statistics at least as extreme as when the null hypothesis holds.

That is, if T is the test statistic function and t is the observed test statistic, then the (one-sided) p-

value is P[T ≥ t | H0].

5.0.5 Convergence and Limits

Lemma 5.0.1. Let {Xn} and {Yn} be a sequence of random vectors and X be a random vector. Then:

1. If Xn
D−→ X and Xn − Yn

P−→ 0, then Yn
D−→ X,

2. If Xn
P−→ X, then Xn

D−→ X,

3. For a constant c ∈ R, if Xn
D−→ c, then Xn

P−→ c.
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Proof. Follows from Theorem 2.7 in [Vaart, 1998].

Lemma 5.0.1 is a helper lemma that is useful for proving convergence results, especially on DP

estimates.

In later sections, we will show that the differentially private F-statistic converges, in distribution,

to a chi-squared distribution (as does the non-DP F-statistic). This convergence result holds under

certain conditions.

5.1 Hypothesis Testing for Linear Regression

In this section, we review the theory of (non-private) hypothesis testing in the general linear model.

We will consider hypothesis testing in the linear model

Y = Xβ + e,

where X ∈ Rn×p is a matrix of known constants, β ∈ Rp is the parameter vector that determines the

linear relationship between X and the dependent variable Y, and e is a random vector such that for

all i ∈ [n],E[ei] = 0, var[ei] = σ2e . Furthermore, for all i ̸= j ∈ [n], cov(ei, ej) = 0.

Note that the simple linear regression model, yi = β2+ β1 · xi+ ei for scalars xi, yi and ei ∀i ∈ [n],

can be cast as a linear model as follows: X ∈ Rn×2 where

X =



1 x1

1 x2

· · · · · ·

1 xn−1

1 xn


. (5.1)
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Wewill consider the general linear model: Y ∼ N (Xβ, σ2e In×n), where In×n is the n × n identity

matrix. Let ω be an r-dimensional linear subspace ofRp and ω0 be a q-dimensional linear subspace

of ω such that 0 ≤ q < r. We will consider hypothesis tests of the form:

1. H0: β ∈ ω0;

2. H1: β ∈ ω − ω0.

Let β̂ and β̂
N
denote the least squares estimates under the alternative and null hypothesis respec-

tively. In other words,

β̂
N
= argmin

z∈ω0
∥Xz− Y∥2, β̂ = argmin

z∈ω
∥Xz− Y∥2.

The test statisticwe will use is equivalent to the generalized likelihood ratio test statistic

T =

(
n− r
r− q

)
· ∥Y− Xβ̂

N∥2 − ∥Y− Xβ̂∥2

∥Y− Xβ̂∥2
(5.2)

=

(
n− r
r− q

)
· ∥Xβ̂ − Xβ̂

N∥2

∥Y− Xβ̂∥2
(5.3)

=
1

r− q
· ∥Xβ̂ − Xβ̂

N∥2

S2
, (5.4)

where S2 = ∥Y−Xβ̂∥2/(n− r). The vectors Y−Xβ̂ and Xβ̂−Xβ̂
N
can be shown to be orthogonal,

so that ∥Y− Xβ̂
N∥2 = ∥Y− Xβ̂∥2 + ∥Xβ̂ − Xβ̂

N∥2 by the Pythagorean theorem [Keener, 2010].

When r− q = 1, this test is uniformly most powerful unbiased and for r− q > 1, the test is most

powerful amongst all tests that satisfy certain symmetry restrictions [Keener, 2010].

Theorem 5.1.1. For every n ∈ N with n > r, let X = Xn ∈ Rn×p be the design matrix. Under the
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general linear model Y = Yn ∼ N (Xnβ, σ2e In×n),

T = Tn ∼ Fr−q,n−r(η2n), η2n =
∥Xnβ − XnβN∥2

σ2e
,

where Fn,m is the F-distribution with parameters n, m, βN = E[β̂
N
], q is the dimension of ω0, and r is

the dimension of ω with 0 ≤ q < r.

Furthermore,

1.

∥Yn − Xn β̂∥2 ∼ X 2
n−rσ2e , ∥Xn β̂ − Xn β̂

N∥2 ∼ X 2
r−q(η2n)σ

2
e .

2. If there exists η ∈ R such that ∥Xnβ−XnβN∥2
σ2e

→ η2, then

T = Tn ∼ Fr−q,n−r(η2n)
D−→

χ2r−q(η
2)

r− q
.

3. We have
∥Yn − Xn β̂∥2

n− r
P−→ σ2e .

The values β = E[β̂], βN = E[β̂
N
] are the expected values of our parameter estimates under the

alternative and null hypotheses respectively.

The proof of Theorem 5.1.1 appears in the Appendix as Theorem 5.5.2. Above, the noncentral

F-distribution Fn,m(λ), with parameters n,m and noncentrality parameter λ is the distribution of
χ2n(λ)/n
χ2m/m

, the ratio of two scaled chi-squared random variables. χ2K(λ) is a random variable distributed

according to a chi-squared distribution withK degrees of freedom and noncentrality parameter λ.

That is, χ2K(λ) is distributed as the squared length of aN (v, IK×K) vector where v ∈ RK has length

λ. Also, χ2K ∼ χ2K(0).
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5.1.1 Testing a Linear Relationship in Simple Linear RegressionModels

Consider the model: yi = β2 + β1 · xi + ei, where ei ∼ N (0, σ2e ) are i.i.d. random variables and

x1, . . . , xn are constants that form the following design matrix for our problem

X =



1 x1

1 x2

· · · · · ·

1 xn−1

1 xn


.

In this case, ω = R2 and ω0 = {β ∈ R2 : β1 = 0}. As a result, our hypothesis is:

1. H0: β1 = 0.

2. H1: β1 ̸= 0.

Note that r = p = 2 and q = 1.

Furthermore, let

β =

β2

β1

 , β̂ =

β̂2

β̂1

 .

We use β̂
N
to refer to the estimate of β when the null hypothesis is true (i.e., β1 = 0) and β̂ be the

estimate of β when the alternative hypothesis holds.

For the calculations below, let

1. x def
= (x1, x2, . . . , xn)T, y

def
= (y1, y2, . . . , yn)T,

2. x̄ def
= 1

n
∑n

i=1 xi, ȳ
def
= 1

n
∑n

i=1 yi,

3. x2 def
= 1

n
∑n

i=1 x2i , xy
def
= 1

n
∑n

i=1 xiyi,
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4. σ̂2xy
def
= xy− x̄ · ȳ, and σ̂2x

def
= x2 − x̄2.

We can then obtain the sufficient statistics

XTX =

 n nx̄

nx̄ nx2

 , XTY =

 nȳ

nxy

 , (5.5)

so that under the alternative hypothesis, the least squares estimate is

β̂ = argmin
β∈ω
∥Y− Xβ∥2 = (XTX)−1XTY,

assuming that XTX is invertible which happens iff x is not the constant vector (so that det(XTX) =

n2x2 − n2x̄2 = n2 · σ̂2x > 0). Assuming invertibility, we have

(XTX)−1 =
1

n2x2 − n2x̄2

 nx2 −nx̄

−nx̄ n

 . (5.6)

Thus, the least squares estimate under the alternative hypothesis is

β̂ = (XTX)−1XTY

=
1

n2 · x2 − n2 · x̄2

n2 · x2 · ȳ− n2 · x̄ · xy

−n2 · x̄ · ȳ+ n2 · xy

 =

β̂2

β̂1

 ,

and further simplification results in the following slope and intercept estimates:

β̂1 =
xy− x̄ · ȳ
x2 − x̄2

=
σ̂2xy
σ̂2x

,
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β̂2 = ȳ− β̂1x̄ =
ȳ · x2 − x̄ · xy

σ̂2x
.

The square of residuals is ∥Y− Xβ̂∥2 and an (unbiased) estimate of σ2e is S2 =
∥Y−Xβ̂∥2

n−2 .

Also, we can derive β̂
N
as follows

β̂
N
= argmin

β∈ω0
∥Y− Xβ∥2 =

ȳ

0

 =

β̂
N
2

0


so that

∥Xβ̂ − Xβ̂
N∥2 =

n∑
i=1

(β̂2 + β̂1xi − β̂
N
2 )

2

=
n∑
i=1

(ȳ− β̂1x̄+ β̂1xi − ȳ)2 = β̂
2
1

n∑
i=1

(xi − x̄)2

= β̂
2
1 · n · σ̂2x .

As a result, the test statistic T is

T =

(
n− r
r− q

)
∥Xβ̂ − Xβ̂

N∥2

∥Y− Xβ̂∥2
=

β̂
2
1
S2
· n · σ̂2x .

Level-α Test: UnderH0, T ∼ F1,n−2 since by Theorem 5.1.1, the centrality parameter is η2 =

0. The level-α test will then reject the null if T is greater than the upper αth quantile of this F-

distribution, Fα,1,n−2.

In other words, we will reject the null if

β̂
2
1
S2
· n · σ̂2x > Fα,1,n−2.
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We see that the chance of rejecting the null increases as:

1. β̂
2
1 , the square of the slope estimate, increases.

2. σ̂2x increases.

3. n increases.

4. S2 decreases.

Power: The power is the chance that a random variable distributed as F1,n−2(η2) exceeds Fα,1,n−2

where the centrality parameter is η2 = β21
σ2e
· n · σ̂2x .

In other words, the power of the test is

P

[
F1,n−2

(
β21
σ2e
· n · σ̂2x

)
> Fα,1,n−2

]
,

where the probability is over the draws of the F-distribution.

5.1.2 Testing forMixtures in Simple Linear RegressionModels

The goal of testing mixtures is to detect the presence of sub-populations. Consider the model where

n = n1 + n2, n1, n2 > 0, β1, β2 ∈ Rwith the following generation model:

• yi = β1 · xi + ei for i ∈ [n1].

• yi = β2 · xi + ei for i ∈ {n1 + 1, . . . , n}.
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where ei ∼ N (0, σ2e ) are i.i.d. random variables and x1, . . . , xn are constants that form the following

design matrix for our problem

X =



x1 0

· · · · · ·

xn1 0

0 xn1+1

· · · · · ·

0 xn


.

Note that X is of full rank (except if all the xi’s are 0 either for all i ∈ [n1] or for all i ∈ {n1 +

1, . . . , n}). Furthermore, r = p = 2.

In this case, ω = R2 and ω0 = {β ∈ R2 : β1 = β2}. As a result, our hypothesis is:

1. H0: β1 = β2.

2. H1: β1 ̸= β2.

Furthermore, let

β =

β1

β2

 , β̂ =

 β̂1

β̂2

 .

We use β̂
N
to refer to the estimate of β when the null hypothesis is true (i.e., β1 = β2) and β̂ be

the estimate of β when the alternative hypothesis holds.

For the calculations below, let n2 = n− n1 and

• x21 = 1
n1
∑n1

i=1 x2i , x22 =
1
n2
∑n

i=n1+1 x2i , x2 =
1
n
∑n

i=1 x2i .

• xy1 =
1
n1
∑n1

i=1 xiyi, xy2 =
1
n2
∑n

i=n1+1 xiyi, xy =
1
n
∑n

i=1 xiyi.
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We can then obtain

XTX =

n1x21 0

0 n2x22

 ,XTY =

n1xy1

n2xy2

 ,

so that, assuming x21, x22 > 0, we have

β̂ = (XTX)−1XTY =

xy1/x21

xy2/x22

 .

Furthermore,

β̂
N
=

xy/x2

xy/x2

 ,

since under the null hypothesis (β1 = β2), the design matrix “collapses” to

X0 =



x1

· · ·

xn1

xn1+1

· · ·

xn


,

so that XT
0X0 =

∑n
i=1 x2i = nx2 and XT

0Y =
∑n

i=1 xiyi = nxy.

The squares of residuals is ∥Y− Xβ̂∥2 and an (unbiased) estimate of σ2e is S2 =
∥Y−Xβ̂∥2

n−2 .

Lemma 5.1.2.

∥Xβ̂ − Xβ̂
N∥2 = n1x21n2x22

nx2
(β̂1 − β̂2)

2,

where X is the design matrix, β̂, β̂
N
are the least squares estimates under the alternative and null hy-
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pothesis, respectively.

Proof. First, from previous calculations, we obtained

β̂ =

xy1/x21

xy2/x22

 , β̂
N
=

xy/x2

xy/x2

 .

Then β̂
N
1 = β̂

N
2 is a weighted average of β̂1 and β̂2:

β̂
N
1 =

n1x21
nx2

β̂1 +
n2x22
nx2

β̂2.

Using this calculation, we can obtain that

β̂1 − β̂
N
1 =

n2x22(β̂1 − β̂2)
nx2

, β̂2 − β̂
N
1 =

n1x21(β̂2 − β̂1)
nx2

,

so that

∥Xβ̂ − Xβ̂
N∥2 =

n1∑
i=1

(xi β̂1 − xi β̂
N
1 )

2 +
n∑

i=n1+1
(xi β̂2 − xi β̂

N
1 )

2

= (β̂1 − βN1 )
2n1x21 + (β̂2 − βN1 )

2n2x22

=
n1x21n2x22

nx2
(β̂1 − β̂2)

2.

This completes the proof.

By Lemma 5.1.2, our test statistic T is

T =

(
n− r
r− q

)
∥Xβ̂ − Xβ̂

N∥2

∥Y− Xβ̂∥2
=

n1x21n2x22
S2nx2

(β̂1 − β̂2)
2.
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Level-α Test: UnderH0, T ∼ F1,n−2 since by Theorem 5.1.1, the centrality parameter is η2 =

0. The level-α test will then reject the null if T is greater than the upper αth quantile of this F-

distribution, Fα,1,n−2.

In other words, we will reject the null if

n1x21n2x22
S2nx2

(β̂1 − β̂2)
2 > Fα,1,n−2.

We see that the chance of rejecting the null increases as:

1. |β̂1 − β̂2| increases.

2. S2 decreases.

3. The ratio n1x21n2x22
nx2

increases, which is more likely to occur when n1x21 is close to n2x22.

Power: The power is the chance that a random variable distributed as F1,n−2(η2) exceeds Fα,1,n−2

where the centrality parameter is η2 = n1x21n2x22
σ2e nx2

(β1 − β2)
2.

In other words, the power of the test is

P

[
F1,n−2

(
n1x21n2x22
σ2e nx2

(β1 − β2)
2

)
> Fα,1,n−2

]
,

where the probability is over the draws of the F-distribution.

5.1.3 Generalization toHigher Dimensions

Testing for a linear relationship and for mixtures using the F-statistic can be done in the multiple

linear regression model as well. The main changes that will need to be made are:

1. We can use any general design matrix X ∈ Rn×p; and

2. The parameter to be estimated lives inRp instead i.e., β ∈ Rp, for any p ≥ 2.
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5.2 Differentially PrivateMonte Carlo Tests

Since the private test statistic differs from the non-private version, we have to create new statistics

to account for the level-αMonte Carlo differentially private testing. The majority of our tests will

be based on DP sufficient statistics. In the statistics literature, a statistic is considered sufficient,

with respect to a particular model, if it provides at least as much information for the value of an

unknown parameter as any other statistic that can be calculated on a given sample [Keener, 2010].

Previous work [Sheffet, 2017, Wang, 2018, Alabi et al., 2022b] perturb the sufficient statistics for

ordinary least squares and use the result to compute a slope and intercept in a DP way. To add noise

to ensure privacy, we typically have to truncate certain random variables. We use Y|AB to mean that

the random variable Ywill be truncated to have an upper bound of A and a lower bound of B.

For all our DP OLSMonte Carlo tests that sample from a continuous Gaussian, we can instead

use discrete variants (e.g., [Canonne et al., 2020]). The DPOLSMonte Carlo tests below use the

zero-concentrated differential privacy definition [Bun and Steinke, 2016].

5.2.1 Monte CarloHypothesis Testing

We now proceed to discuss our general approach for designing a Level-α test for the task of linear

regression estimation based on sufficient statistic perturbation. We rely on a sub-routine DPStats

that can produce DP statistics, given a dataset and privacy parameters, when testing. Algorithm 5

can then be specialized to test for the presence of a linear relationship and for mixture models.

To design a Monte Carlo hypothesis test, we follow a similar route to Gaboardi, Lim, Rogers,

and Vadhan [Gaboardi et al., 2016]. In Algorithm 5, we provide a framework to performDPMonte

Carlo tests using a parametric bootstrap based on a test statistic. Let DPStats be a procedure that

uses one or more statistics of X,Y to produce DP statistics that can be used to reject or fail to reject

the null hypothesis. In this paper, DPStatswill satisfy ρ-zCDP (Zero-Concentrated Differential
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Privacy). † T is the test statistic computation procedure. As done in [Gaboardi et al., 2016], for

example, we will assume the dataset sizes are public information.

Let T = T(θ̂1) be the non-private test statistic procedure given θ̂1 = θ̂1(X,Y). The goal is to

compute T(θ̃1)where θ̃1 is an approximation of θ̂1. DPStats returns θ̃0 and θ̃1. If θ̃0 and θ̃1 is not⊥

(⊥ is returned whenever the perturbed statistics cannot be used to simulate the null distributions),

then we use θ̃1 to compute the DP test statistic and θ̃0 to simulate the null. Pθ̃0 represents the distri-

bution from which we will sample from to simulate the null distribution. When (X, y) ∼ Pθ̃0 for

θ0 ∈ Ω0 and we set θ̃1 = θ̃1(X,Y) and sample (X′, y′) ∼ Pθ̃0 , then θ̂1((X
′, y′)) has approximately

the same distribution as θ̂1((X, y)).

5.2.2 Testing a Linear Relationship

We now discuss our F-statistic and Bernoulli testing approaches.

F-Statistic

For testing a linear relationship in simple linear regression models, recall that in the non-private case,

we had

T(X,Y, β̂, β̂
N
, n, r, q) =

(
n− r
r− q

)
∥Xβ̂ − Xβ̂

N∥2

∥Y− Xβ̂∥2
.

Accordingly, we define and compute T̃L(X,Y, β̂, β̂
N
, n, r, q, ρ,Δ) = t̃, a private estimate of

T(X,Y, β̂, β̂
N
, n, r, q). In Algorithm 6, we give the full ρ-zCDP procedure for computing all neces-

sary sufficient statistics to compute T̃L(X,Y, β̂, β̂
N
, n, r, q, ρ,Δ).

The DP estimate of S2, S̃2, can be computed as S̃2 =

∑n
i=1(yi−β̃2−β̃1xi)

2]Δ
2

0 +N (0, Δ
4

2ρ )

n−r . Another

equivalent way to compute S̃2 is to compute ỹ2 privately and then, together with the other DP

†Gaussian noise addition (for privacy) was chosen because the noise in the dependent variable is also as-
sumed to be Gaussian. The use of the Gaussian (or truncated Gaussian) distribution for both privacy and
sampling error is a convenient choice as it could result in a clearer, more compatible, theoretical analysis.
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Algorithm 5:Monte Carlo DP Test Framework.
Data: X ∈ Rn×p;Y ∈ Rn

Input: n (dataset size); ρ (privacy-loss parameter); α (target significance);T (test statistic)
1 (θ̃0, θ̃1) = DPStats(X,Y, n, ρ)
2 if θ̃0 = θ̃1 =⊥ then
3 return Fail to Reject the null
4

5 // non-DP test statistic applied to DP statistics
6 T̃ = t̃ = T(θ̃1)
7 SelectK > 1/α
8 for k = 1 . . .K do
9 ∀i ∈ [n], kXi,

kyi ∼ Pθ̃0
10 kθ̃0, kθ̃1 = DPStats(kXi,

kyi, n, ρ)
11

12 Obtain tk from T(kθ̃1)
13

14 Sort t(1) ≤ · · · ≤ t(K)
15

16 Set r = ⌈(K+ 1)(1− α)⌉
17 if t̃ > t(r) then
18 returnReject the null
19 else
20 return Fail to Reject the null
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estimates, to compute S̃2. Note that under the null hypothesis, the DP estimate of S2 is S̃20 =∑n
i=1(yi−β̃2)

2]Δ
2

0 +N (0, Δ
4

2ρ )

n−r which can also be equivalently computed by using ˜̄y, ỹ2, β̃2. Also, we re-

turn (θ̃0, θ̃1) = (⊥,⊥) if the computed DP sufficient statistics cannot be used to simulate the null

distribution.

Lemma 5.2.1. For any ρ,Δ > 0, Algorithm 6 satisfies ρ-zCDP.

Proof. This follows from Proposition 1.6 in [Bun and Steinke, 2016] (use of the GaussianMecha-

nism). Next, we apply composition and post-processing (Lemmas 1.7 and 1.8 in [Bun and Steinke,

2016]). The computation of the following statistics is each done to satisfy ρ/5-zCDP: ˜̄x, ˜̄y, x̃2, x̃y, ỹ2.

β̃1, β̃2, S̃2, S̃
2
0 are post-processing of the other DP releases.

As a result, the entire procedure satisfies ρ-zCDP.

Instantiating Algorithm 5 for the Linear Tester: If the procedure DPStatsL returns

(⊥,⊥), then we fail to reject the null. Otherwise, we use the returned statistics θ̃1 = (β̃1, ˜̄x, x̃2, S̃2, n)

to create the test statistic T(θ̃1) =
β̃21 ·n·(x̃2−˜̄x2)

S̃2
and use θ̃0 = (˜̄y, ˜̄x, x̃2, S̃20, n) to simulate the null dis-

tributions (to decide to reject or fail to reject the null hypothesis). Pθ̃0 is instantiated as a normal

distribution and used to generate kxi distributed asN (˜̄x, (nx̃2 − n˜̄x2)/(n − 1)) and kyi as β̃2 + ei,

ei ∼ N (0, S̃20) for all i ∈ [n].

Bernoulli Tester

Next, we define an approach for testing a linear relationship via Bernoulli testing, inspired by the DP

regression estimators of [Dwork and Lei, 2009, Alabi et al., 2022b].

Under the null hypothesis (slope is β1 = 0), observe that, under the general linear model, if

we pair datapoints (xi, yi), (xi+1, yi+1) and calculate the sign at the slope of the line between the
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Algorithm 6: ρ-zCDP procedure DPStatsL
Data: X ∈ Rn×2;Y ∈ Rn

Input: integer n ≥ 2; r, q ∈ N; ρ > 0,Δ > 0
1

2 Set ρ = ρ/5 and compute the following:
3

1. ˜̄x = 1
n
∑n

i=1 xi]Δ−Δ +N (0, 2Δ2

ρn2 ).

2. ˜̄y = 1
n
∑n

i=1 yi]Δ−Δ +N (0, 2Δ2

ρn2 ).

3. x̃2 = 1
n
∑n

i=1 x2i ]Δ
2

0 +N (0, Δ4

2ρn2 ).

4. x̃y = 1
n
∑n

i=1 xiyi]Δ
2

−Δ2 +N (0, 2Δ4

ρn2 ).

5. ỹ2 = 1
n
∑n

i=1 y2i ]Δ
2

0 +N (0, Δ4

2ρn2 ).

6.

β̃1 =
x̃y− ˜̄x˜̄y

x̃2 − ˜̄x2
, β̃2 =

˜̄y · x̃2 − ˜̄x · x̃y

x̃2 − ˜̄x2
.

7.

S̃20 =
nỹ2 − 2β̃2n˜̄y+ nβ̃

2
2

n− r
.

S̃2 =
nỹ2 − 2β̃2n˜̄y− 2β̃1nx̃y+ nβ̃

2
2 + 2β̃1 β̃2n˜̄x+ β̃

2
1nx̃y

n− r
.

(θ̃0, θ̃1) = (⊥,⊥)
if min(S̃20, (nx̃2 − n˜̄x2)/(n− 1)) > 0 then

θ̃0 = (β̃2, ˜̄x, x̃2, S̃
2
0, n)

θ̃1 = (β̃1, ˜̄x, x̃2, S̃2, n)

return (θ̃0, θ̃1)
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datapoints, we have

1
{
yi+1 − yi
xi+1 − xi

> 0
}

= 1
{
β1 +

ei+1 − ei
xi+1 − xi

> 0
}
∼ Bern(1/2),

provided that xi+1 ̸= xi (if xi+1 = xi, then we set the result to a random Bern(1/2)). Note that

this holds for any continuous distribution for the ei’s, not necessarily normal. There are simple DP

tests to determine whether p = 1/2 given a dataset drawn from Bern(p) by computing a noisy sum

of the values in the dataset and comparing it to a noisy threshold (determined by a normal approx-

imation to a binomial distribution). The DP regression estimators of [Dwork and Lei, 2009, Alabi

et al., 2022b] also calculate the slopes between pairs of points, but then outputs a DPmedian of the

results.

The resulting algorithm for privately testing a linear relationship is shown in Algorithm 7. We

first group the points into ⌊n/2⌋ pairs. Then we calculate s, the number of slopes that are positive.

We add noise to this estimate to satisfy ρ-zCDP and then use the noisy estimate to decide to reject

the null. The noise to satisfy zCDP isN (0, 1
2ρ )whereas a normal approximation to Bin(ns, 1/2) is

N (ns/2, ns/4). As a result, we can reject the null hypothesis iff the DP observed number of 1s is not

in the (α/2, 1− α/2) quantiles ofN (ns2 ,
ns
4 + 1

2ρ )where α is the target significance level.

Lemma 5.2.2. For any ρ > 0 and n ∈ N, Algorithm 7 satisfies ρ-zCDP.

Proof. Algorithm 7 pairs the points into ns = ⌊n/2⌋ pairs. Note that this is a 1-Lipschitz trans-

formation (i.e., changing one datapoint will change a single slope estimate) so that the differential

privacy guarantees are preserved (by Definition 16 and Lemma 17 of [Alabi et al., 2022b]).

A single datapoint (xi, yi) can affect the sum s by at most 1 so the global sensitivity is 1. By post-

processing and by Proposition 1.6 in [Bun and Steinke, 2016], via the use of the GaussianMecha-

nism, Algorithm 7 satisfies ρ-zCDP.
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Algorithm 7: ρ-zCDP procedure DPBern
Data: X ∈ Rn×2;Y ∈ Rn

Input: n ∈ N; ρ > 0
1 Let x1, . . . , xn be the observed 1-D independent variables from X
2 Let τ : [n]→ [n] be a randomly chosen permutation
3 s = 0
4 ns = ⌊n/2⌋
5 for i = 1 . . . ns do
6 if xτ(ns+i) − xτ(i) ̸= 0 then
7 s = s+ 1

{
Yτ(ns+i)−Yτ(i)
xτ(ns+i)−xτ(i)

> 0
}

8 else
9 r ∼ Bern(1/2)

10 s = s+ r

11 s = s+N (0, 1
2ρ)

12 LetNα/2 andN1−α/2 denote the α/2 and 1− α/2 quantiles ofN (ns/2, ns4 + 1
2ρ)

respectively
13 if s /∈ (Nα/2,N1−α/2) then
14 returnReject the null
15 else
16 return Fail to Reject the null
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We note that a uniformly most powerful DP Bernoulli tester has been designed in [Awan and

Slavkovic, 2020]. Using this tester might yield better power than the tester described in Algorithm 7.

However, that work is for pure DP (whereas we use zCDP) and the test is computationally slower.

5.2.3 TestingMixtureModels

As we will show experimentally, the best framework for the mixture model test depends on the

properties of the dataset. This can be seen as conditional inference [Andrews et al., 2019]. We now

discuss our F-statistic and Kruskal-Wallis approaches.

F-Statistic

In the non-private case, we can use the following test statistic for testing mixtures in simple linear

regression models:

T(X,Y, β̂, β̂
N
, n, r, q) =

(
n− r
r− q

)
∥Xβ̂ − Xβ̂

N∥2

∥Y− Xβ̂∥2

=
n1x21n2x22
S2nx2

(β̂1 − β̂2)
2.

In Algorithm 8, we apply the Gaussian mechanism to calculate the DP sufficient statistics. S̃20

and S̃2 are DP estimates of the sampling error under the null and alternative hypothesis, respectively.

In particular, S̃20 corresponds to an estimate of the sampling error when the groups have the same

distributional properties.

Lemma 5.2.3. For any ρ,Δ > 0, Algorithm 8 satisfies ρ-zCDP.

Proof. This follows from Proposition 1.6 in [Bun and Steinke, 2016] via the use of the Gaussian

Mechanism to ensure zCDP.
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Algorithm 8: ρ-zCDP procedure DPStatsM
Data: X ∈ Rn×2,Y ∈ Rn

Input: integer n1, n ≥ 2; r, q ∈ N; ρ > 0,Δ > 0
1 Set ρ = ρ/8 and n2 = n− n1. Then compute the following:

1. ˜̄x1 = 1
n1

∑n1
i=1 xi]Δ−Δ +N (0, 2Δ2

ρn21
), ˜̄x2 = 1

n2

∑n
i=n1+1 xi]Δ−Δ +N (0, 2Δ2

ρn22
),

˜̄x = n1/n · ˜̄x1 + n2/n · ˜̄x2.

2. x̃21 = 1
n1

∑n1
i=1 x2i ]Δ

2

0 +N (0, Δ4

2ρn21
), x̃22 = 1

n2

∑n
i=n1+1 x2i ]Δ

2

0 +N (0, Δ4

2ρn22
),

x̃2 = n1/n · x̃21 + n2/n · x̃22.

3. x̃y1 =
1
n1

∑n1
i=1 xiyi]Δ

2

−Δ2 +N (0, 2Δ4

ρn21
), x̃y2 =

1
n2

∑n
i=n1+1 xiyi]Δ

2

−Δ2 +N (0, 2Δ4

ρn22
),

x̃y = n1/n · x̃y1 + n2/n · x̃y2.

4. ỹ21 =
1
n1

∑n1
i=1 y2i ]Δ

2

0 +N (0, Δ4

2ρn21
), ỹ22 =

1
n2

∑n
i=n1+1 y2i ]Δ

2

0 +N (0, Δ4

2ρn22
),

ỹ2 = n1/n · ỹ21 + n2/n · ỹ22.

5.

β̃1 =
x̃y1
x̃21

, β̃2 =
x̃y2
x̃22

, β̃ = n1/n · β̃1 + n2/n · β̃2.

6.

S̃20 =
nỹ2 + nβ̃

2 − 2nx̃yβ̃
n− r

.

S̃2 =
n1ỹ21 + n1 β̃

2
1 − 2n1x̃y1 β̃1 + n2ỹ22 + n2 β̃

2
2 − 2n2x̃y2 β̃2

n− r
.

(θ̃0, θ̃1) = (⊥,⊥)
if min(S̃20, (nx̃2 − n˜̄x2)/(n− 1)) > 0 then

θ̃0 = (β̃1, ˜̄x, x̃2, S̃
2
0, n1, n2, n)

θ̃1 = (β̃1, β̃2, x̃21, x̃22, x̃2, S̃2, n1, n2, n)

return (θ̃0, θ̃1)
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The composition and post-processing properties of zCDP (Lemmas 1.7 and 1.8 in [Bun and

Steinke, 2016]) can then be applied. The computation of the following statistics is each done to sat-

isfy ρ/8-zCDP: ˜̄x1, ˜̄x2, x̃21, x̃22, x̃y1, x̃y2, ỹ21, ỹ22. The other statistics computed are post-processed

DP releases.

As a result, the entire procedure satisfies ρ-zCDP.

Instantiating Algorithm 5 for the F-statisticMixture Tester: If the procedure

DPStatsM returns (⊥,⊥), then we fail to reject the null. Otherwise, we use the returned statistics

θ̃1 = (β̃1, β̃2, x̃21, x̃22, x̃2, S̃2, n1, n2, n) to create the test statistic and use

θ̃0 = (β̃1, ˜̄x, x̃2, S̃
2
0, n1, n2, n) to simulate the null distributions. Pθ̃0 is instantiated as a normal

distribution and used to generate kxi distributed asN (˜̄x, (nx̃2 − n˜̄x21 )/(n − 1)) and to generate kyi

distributed as β̃1
kxi + ei, ei ∼ N (0, S̃20) for either group 1 with size n1 or group 2 with size n− n1.

Nonparametric Tests via Kruskal-Wallis

Couch, Kazan, Shi, Bray, and Groce [Couch et al., 2019] present DP analogues of nonparametric

hypothesis testing methods (which require little or no distributional assumptions). They find that

the DP variant of the Kruskal-Wallis test statistic is more powerful than the DP version of the tra-

ditional parametric statistics for testing if two groups have the same medians. Here, we reduce our

problem of testing mixture models to their problem of testing if groups share the same median. The

reduction is as follows: Given two datasets (x1, y1) and (x2, y2), each of size n1 and n2 respectively,

we wish to test if the slopes are equal. We randomly match all pairs of points in (x1, y1) and obtain

at most n1/2 slopes in s1. We do the same for the second group (x2, y2) to obtain n2/2 slopes in

s2. Then we compute the mean of ranks of elements in s1 and s2 as r̄1 and r̄2 respectively. Next, we

compute the Kruskal-Wallis absolute value test statistic h from [Couch et al., 2019] and release a
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perturbed version satisfying zCDP.We can use the Monte Carlo testing framework in Algorithm 5

and use Algorithm 9 to compute the test statistics. Under the null, the slopes in s1 and s2 would

have similar ranks so we choose uniform random numbers in some interval. We then decide to reject

or fail to reject the null, based on the distribution of test statistics obtained via this process and its

relation to the statistic computed on the observed data.

Lemma 5.2.4. For any ρ > 0 and even n, Algorithm 9 satisfies ρ-zCDP.

Proof. Algorithm 9 randomly pairs all n1 pairs of points in group 1 (to obtain slopes s1 of size n1/2)

and pairs all n2 pairs in group 2 (to obtain slopes s2 of size n2/2). Note that this is a 1-Lipschitz

transformation so that the differential privacy guarantees are preserved (by Definition 16 and Lemma

17 of [Alabi et al., 2022b]).

Then we proceed to use the DP Kruskal-Wallis absolute value test statistic with sensitivity of 8 (as

shown in Theorem 3.4 of [Couch et al., 2019]). By Proposition 1.6 in [Bun and Steinke, 2016], via

the use of the GaussianMechanism, the procedure satisfies ρ-zCDP.

Instantiating Algorithm 5 for the Kruskal-Wallis Mixture Tester: We use the

returned statistic θ̃1 = (h) as the sole statistic. In this case, T is the identity function. θ̃0 is taken

to be null. Pθ̃0 generates
kxi and kyi (for the 2 groups) independently and uniformly at random in

a fixed interval (say [−5, 5]). Although this distribution may be very different from the actual data

distribution, the distribution of ranks of the slopes will be identical to that under the null, ensuring

that T((kx, ky)) has the right distribution.

5.3 Differentially Private F-Statistic

In this section, we will show that the DP F-statistic converges, in distribution, to the asymptotic dis-

tribution of the F-statistic. The focus will be on showing results for Algorithm 6 but a similar route
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Algorithm 9: ρ-zCDP procedure DPKW
Data: X ∈ Rn×2;Y ∈ Rn

Input: Even n1, n ∈ N; ρ > 0
1 Let x1, . . . , xn be the observed 1-D independent variables from X
2 Let τ : [n]→ [n] be a randomly chosen permutation
3 s1 = {}
4 for i = 1 . . . n1/2 do
5 s1 = s1

∪
{Yτ(n1/2+i)−Yτ(i)

xτ(n1/2+i)−xτ(i)
}

6 n2 = n− n1
7 s2 = {}
8 e = n1 + n2/2
9 for i = 1 . . . n2/2 do
10 s2 = s2

∪
{Yτ(e+i)−Yτ(i+n1)

xτ(e+i)−xτ(i+n1)
}

11 Let r : Rm → [m] be rank-computing function on anym elements
12 Compute s by appending (in an order-preserving manner) s2 to s1
13 Compute r̄1, mean of ranks of s1 in r(s)
14 Compute r̄2, mean of ranks of s2 in r(s)
15 Compute h = 4(n−1)

n2
(
n1|̄r1 − n+1

2 |+ n2|̄r2 − n+1
2 |
)

16 return null, h+N (0, 82/(2ρ))
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can be used to obtain analogous results for Algorithm 8. Recall that Algorithm 6 is an instantiation

of the DP F-statistic for testing a linear relationship while Algorithm 8 is for testing mixtures.

Tn is the non-private F-statistic while T̃n is the DP F-statistic constructed fromDP sufficient

statistics obtained via Algorithm 6. The main theorem in this section is Theorem 5.3.1, which

shows the convergence, in distribution, of T̃n to the asymptotic distribution of Tn, the chi-squared

distribution. As a corollary, the statistical power of T̃n converges to the statistical power of Tn.

While Theorem 5.3.1 is specialized to the simple linear regression setting (i.e., p = 2), it can eas-

ily be extended to multiple linear regression.

Theorem 5.3.1. Let σe > 0, r = p = 2, q = 1, and β ∈ Rp. For every n ∈ N with n > r, let

Xn ∈ Rn×p be the design matrix where the first column is an all-ones vector and the second column is

(x1, . . . , xn)T. Let Δ = Δn > 0 be a sequence of clipping bounds, ρ = ρn > 0 be a sequence of privacy

parameters, and η2n =
∥Xnβ−XnβN∥2

σ2e
. Under the general linear model (GLM), Yn ∼ N (Xnβ, σ2e In×n).

Let β̃ and β̃N be the DP least-squares estimate of β, obtained in Algorithm 6, under the alternative

and null hypotheses, respectively. Let T̃ = T̃n be the DP F-statistic computed fromDP sufficient statis-

tics via Algorithm 6 and Equation (5.4). Suppose the following conditions hold:

1. ∃cx, cx2 ∈ R such that x̄→ cx, x2 → cx2 , and cx2 > c2x ,

2. ∃η ∈ R such that η2n → η2,

3. Δ2
n

ρnn
, Δ4

n
ρnn
→ 0,

4. P[∃i ∈ [n], yi /∈ [−Δn,Δn]]→ 0 and ∀i ∈ [n], xi ∈ [−Δn,Δn].

Then we obtain the following results:

1. Under the null hypothesis: β̃N = β̃Nn
P−→ β,

2. Under the alternative hypothesis: β̃ = β̃n
P−→ β,
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3. T̃ = T̃n
D−→

χ2r−q(η
2)

r−q .

The condition that P[∃i ∈ [n], yi /∈ [−Δn,Δn]]→ 0 (Condition 4 in Theorem 5.3.1), holds by a

Gaussian tail bound (Claim 5.3.4), if for all i ∈ [n], Δn ≥ |β1xi + β2|+ σe
√
log 2nO(1).

First, we will prove convergence results for sufficient statistics used to construct the non-private

F-statistic Tn, in our setting. Then we will show convergence results for DP sufficient statistics used

to construct the private F-statistic T̃n. Finally, we will combine these previous results to show Theo-

rem 5.3.1.

5.3.1 Convergence of Non-private Sufficient Statistics

In Equation (5.4), the non-private F-statistic is given as

T = Tn =
n− r
r− q

· ∥Xβ̂ − Xβ̂
N∥2

∥Y− Xβ̂∥2
=

n− r
r− q

· ∥Xn β̂ − Xn β̂
N∥2

∥Yn − Xn β̂∥2
.

We start by writing this F-statistic, in an equivalent form, in terms of quantities that we will show

are convergent:

Lemma 5.3.2. Suppose that σe > 0, p ∈ N, and β ∈ Rp. Let X = Xn ∈ Rn×p be the full-rank design

matrix (as in Equation (5.1)) and Y = Yn ∼ N (Xnβ, σ2e In×n). Also, let β̂ and β̂
N
be the non-private

least-squares estimate of β under the alternative and null hypotheses, respectively.

Define the following quantities:

Ên =
(
XT
nXn

n

)1/2

∈ Rp×p, F̂n =
XT
nYn
n
∈ Rp, Ĝn =

YTnYn
n
∈ R.
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Then the test statistic Tn from Equation (5.4) can be re-written as

Tn =
n− r
r− q

· ∥
√
nÊn(β̂ − β̂

N
)∥2

n(β̂
T
Ê2n β̂ − 2β̂

T
F̂n + Ĝn)

, (5.7)

for any n, r, q ∈ N such that q < r.

Proof of Lemma 5.3.2. First, note that Ên ∈ Rp×p (i) exists because XT
nXn is positive definite, (ii) is

unique since its square is positive definite [Horn and Johnson, 2012].

∥Xn β̂ − Xn β̂
N∥2 = (β̂ − β̂

N
)TXT

nXn(β̂ − β̂
N
)

=
√
n(β̂ − β̂

N
)TÊTn
√
nÊn(β̂ − β̂

N
)

= ∥
√
nÊn(β̂ − β̂

N
)∥2.

Next,

∥Yn − Xn β̂∥2 = (Yn − Xn β̂)T(Yn − Xn β̂)

= YTnYn − YTnXn β̂ − β̂
T
XT
nYn + β̂

T
XT
nXn β̂

= YTnYn + β̂
T
XT
nXn β̂ − 2β̂

T
XT
nYn

= n(β̂
T
Ê2n β̂ − 2β̂

T
F̂n + Ĝn).

It will be easier to use Equation (5.7) as an equivalent form of the F-statistic to prove convergence

results. An analogous representation will be used to prove convergence results for the DP F-statistic.

In the case of testing a linear relationship (as in Section 5.1.1) in simple linear regression (i.e.,
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where p = 2 and the columns of X are the all-ones vector and (x1, . . . , xn)T),

XTX =

 n nx̄

nx̄ nx2

 , XTY =

 nȳ

nxy

 , YTY =
n∑
i=1

y2i ,

β̂ =

β̂2

β̂1

 , β̂
N
=

ȳ

0

 ,

σ̂2x = x2 − x̄2.

In this case, it can be verified that Ên, F̂n, Ĝn is:

Ên =
1√

x2 + 1+ 2
√

x2 − x̄2

1+
√
x2 − x̄2 x̄

x̄ x2 +
√

x2 − x̄2

 ,

=
1√

x2 + 1+ 2
√

σ̂2x

1+
√

σ̂2x x̄

x̄ x2 +
√

σ̂2x

 ,

F̂n =
XTY
n

=

 ȳ

xy

 , Ĝn =
YTY
n

def
= y2. (5.8)

Next, we proceed to show non-private convergence results that will be pivotal to our final result.

We will crucially rely on the Gaussian tail bound, the normality of β̂, β̂
N
, and Corollary 5.3.5.

Lemma 5.3.3. For every sequence of clipping bounds Δ = Δn > 0 and sequence of privacy parameters

ρ = ρn > 0, under the conditions of Theorem 5.3.1:

(1) ∃cy ∈ R such that ȳ P−→ cy,

(2) ∃ca, cxy ∈ R such that xy P−→ cxy, xy− x̄ · ȳ P−→ ca,
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(3) ∃cb ̸= 0 such that σ̂2x
P−→ cb,

(4) ∃ unique positive-definite C1/2 ∈ R2×2 such that Ên → C1/2,

(5) F̂n
P−→ (cy cxy)T,

(6) ∃cy2 ∈ R such that Ĝn =
YTY
n

P−→ cy2 ,

(7) Normality of β̂: β̂ ∼ N
(
β, σ2e (XT

nXn)
−1); Consistency of β̂: β̂ P−→ β.

To prove Lemma 5.3.3, we will make use of the following tools: the Gaussian tail bound and

Slutsky’s Theorem, which we state below:

Claim 5.3.4 (Gaussian Tail Bound). Let Z be a standard normal random variable with mean 0 and

variance 1. i.e., Z ∼ N (0, 1). Then

P[|Z| > t] ≤ 2 exp(−t2/2),

for every t > 0.

By the Gaussian tail bound, any Gaussian random variable (such as the DP estimates) converges,

in probability, to the asymptotic distributions of the estimates without Gaussian noise added as long

as the variance goes to 0 (Corollary 5.3.5):

Corollary 5.3.5. Let Nn ∼ N (0, σ2n) where σn → 0, then Nn
P−→ 0.

Corollary 5.3.5 follows from the definition of convergence in probability and the Gaussian tail

bound (Claim 5.3.4).

Next, we introduce Slutsky’s Theorem which will be crucial to combining individual conver-

gence results to showmore general results:
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Theorem 5.3.6 (Slutsky’s Theorem, see [Gut, 2013]). Let {Wn}, {Zn} be a sequence of random

vectors andW be a random vector. IfWn
D−→Wand Zn

P−→ c for a constant c ∈ R, then as n→∞:

1. Wn · Zn
D−→Wc,

2. Wn + Zn
D−→W+ c,

3. Wn/Zn
D−→W/c as long as c ̸= 0.

Proof of Lemma 5.3.3. (1): By definition, for all i ∈ [n], yi ∼ β2 + β1xi + N (0, σ2e ). Then,

ȳ ∼ β2 + β1x̄ +N (0, σ
2
e
n ). By Slutsky’s Theorem and Corollary 5.3.5, ȳ P−→ β2 + β1cx

def
= cy. As a

result, ȳ P−→ cy ∈ R.

(2): Also,

xy =
1
n

n∑
i=1

xiyi

∼ 1
n

n∑
i=1

xiN
(
β2 + β1xi, σ

2
e
)

=
1
n

n∑
i=1

(
β2xi + β1x

2
i
)
+N

(
0,

1
n2

n∑
i=1

σ2e x2i

)
.

From the assumptions of Theorem 5.3.1, 1
n
∑n

i=1(β2xi+β1x
2
i )→ β2cx+β1cx2 and

σ2e
n2
∑n

i=1 x2i =
σ2e
n x2 → 0. Then by Slutsky’s Theorem and Corollary 5.3.5, xy P−→ β2cx + β1cx2

def
= cxy and

xy− x̄ · ȳ P−→ cxy − cxcy
def
= ca.

(3): By Slutsky’s Theorem and the assumptions in Theorem 5.3.1 that x2 → cx2 , x̄ → cx, cx2 ̸=

c2x , we have that ∃cb ̸= 0 such that σ̂2x → cx2 − c2x
def
= cb.
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(4): By Equation (5.8), we have

Ên =
1√

x2 + 1+ 2
√

σ̂2x

1+
√

σ̂2x x̄

x̄ x2 +
√

σ̂2x

 (5.9)

→ 1√
cx2 + 1+ 2

√
cx2 − c2x

1+
√
cx2 − c2x cx

cx cx2 +
√

cx2 − c2x

 def
= C1/2. (5.10)

(5): Next,

F̂n =
XTY
n

=

 ȳ

xy

 P−→

 cy

cxy

 .

(6): By the weak law of large numbers (Lemma 5.5.1), χ
2
n
n

P−→ 1. Then,

Ĝn =

∑n
i=1 y2i
n

∼ 1
n

n∑
i=1

(
β2 + β1xi +N (0, σ2e )

)2
= β22 + 2x̄β1β2 + 2β2N

(
0,

σ2e
n

)
+ β21 x2 + 2β1x̄N

(
0,

σ2e
n

)
+ σ2e

χ2n
n

P−→ β22 + 2cxβ1β2 + β21 cx2 + σ2e
def
= cy2 ,

via the use of Slutsky’s Theorem, Corollary 5.3.5, and assumptions that x̄→ cx, x2 → cx2 .

(7): First, we recall that β̂, the non-private OLS estimate, is Gaussian and centered at β:

β̂ ∼ N
(
β, σ2e (XTX)−1) = N (β, σ2e Ê−2

n /n
)
,

This follows from Equations (3.9) and (3.10) in [Hastie et al., 2009] for any design matrix X ∈
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Rn×2.

Since Ên → C1/2, it follows that Ê−2
n /n→ 0 so that by Corollary 5.3.5, β̂ P−→ β.

Now, we will show that the DP statistics converge, either in probability or distribution, to the

distributions of their corresponding non-DP statistics.

5.3.2 Convergence of Differentially Private Sufficient Statistics

The DP F-statistic is constructed via Algorithm 6 and Equation (5.4). We start by rewriting the DP

F-statistic analogously to Lemma 5.3.2:

Lemma 5.3.7. Suppose that σe > 0, p ∈ N, and β ∈ Rp. Let X = Xn ∈ Rn×p be the full-rank design

matrix (as in Equation (5.1)) and Y = Yn ∼ N (Xnβ, σ2e In×n). Also, let ˜̄x, ˜̄y, x̃2, x̃y, ỹ2, β̃1, and β̃2 be

as computed in Algorithm 6.

Define the following quantities:

σ̃2x
def
= x̃2 − ˜̄x2, (5.11)

Ẽn =

(
X̃TX
n

)1/2

=
1√

x̃2 + 1+ 2
√

σ̃2x

1+
√

σ̃2x ˜̄x

˜̄x x̃2 +
√

σ̃2x

 ,

F̃n =
X̃TY
n

=

 ˜̄y

x̃y

 , G̃n = ỹ2, (5.12)

β̃ =

β̃2

β̃1

 , β̃N =

˜̄y

0

 . (5.13)

where we take
√

σ̃2x to be the square root of σ̃2x with non-negative real and imaginary parts.
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Furthermore, if T̃n = T(θ̃1) is the test statistic obtained via statistics computed in Algorithm 6 and

via Equation (5.4), then T̃n can be re-written as

T̃ = T̃n =
n− r
r− q

· ∥
√
nẼn(β̃ − β̃N)∥2

n(β̃TẼ2n β̃ − 2β̃TF̃n + G̃n)
, (5.14)

for any n, r, q ∈ N such that q < r.

Proof of Lemma 5.3.7.

(β̃ − β̃N)TX̃T
nXn(β̃ − β̃N) =

√
n(β̃ − β̃N)TẼTn

√
nẼn(β̃ − β̃N)

= ∥
√
nẼn(β̃ − β̃N)∥2.

Next,

ỸTnYn − 2β̃TX̃T
nYn + β̃TX̃T

nXn β̃ = nG̃n − 2nβ̃TF̃n + nβ̃TÊ2n β̃

= n(β̃TẼ2n β̃ − 2β̃TF̃n + G̃n).

We now introduce two helper lemmas that are useful for showing later results. The first uses

a hybrid-type argument to show a 1/f(n) rate of convergence of a ratio of random variables. The

second can be used to show that if the difference of two random variables converge to 0, then as long

as they converge to a non-zero constant, the difference of their square root converge to 0.

Lemma 5.3.8. Let An,Bn, Ãn, B̃n be random variables such that:

1. For constants c1, c2 ∈ R, c2 ̸= 0: An
P−→ c1, Bn

P−→ c2,

2. For function f(n): f(n)(Ãn − An)
P−→ 0 and f(n)(B̃n − Bn)

P−→ 0.
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Then:

f(n)

(
Ãn

B̃n
− An

Bn

)
P−→ 0.

Proof of Lemma 5.3.8. We use a hybrid-type argument. We write

f(n)

(
Ãn

B̃n
− An

Bn

)
= f(n)

(
Ãn

B̃n
− Ãn

Bn
+

Ãn

Bn
− An

Bn

)
.

Then,

f(n)

(
Ãn

B̃n
− Ãn

Bn

)
= f(n)

(
ÃnBn − ÃnB̃n

B̃nBn

)

= Ãnf(n)

(
Bn − B̃n
B̃nBn

)
P−→ 0,

since Ãn
P−→ c1, f(n)(Bn − B̃n)

P−→ 0, and by Slutsky’s Theorem BnB̃n
P−→ c22 ̸= 0.

Also,

f(n)

(
Ãn

Bn
− An

Bn

)
= f(n)

(
Ãn − An

Bn

)
P−→ 0,

since f(n)(Ãn − An)
P−→ 0, Bn

P−→ c2 ̸= 0 so that the result follows by a routine application of

Slutsky’s Theorem.

As a result, f(n)
(
Ãn
B̃n
− An

Bn

)
P−→ 0.

Lemma 5.3.9. Let An, Ãn be random variables such that:

1. For constant c ∈ R, c ̸= 0: An
P−→ c,

2. For function f(n): f(n)(Ãn − An)
P−→ 0.
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Then:

f(n)(Ã1/2
n − A1/2

n )
P−→ 0.

Proof of Lemma 5.3.9. Throughout, we take square roots in which both the real and imaginary

parts are non-negative.

Recall that by difference of two squares:

a1/2 − b1/2 =
a− b

a1/2 + b1/2
,

for any a, b ∈ C.

Then by Slutsky’s Theorem:

f(n)(Ã1/2
n − A1/2

n ) =
f(n)(Ãn − An)

Ã1/2
n + A1/2

n

P−→ 0,

where Ã1/2
n ,A1/2

n
P−→ c1/2.

We will show that the DP regression coefficients converge to the true coefficients. i.e., β̃ P−→ β. But

we begin with showing convergence of the constituent DP sufficient statistics.

Lemma 5.3.10. For every sequence of clipping bounds Δ = Δn > 0 and sequence of privacy parame-

ters ρ = ρn > 0, in Algorithm 6, under the conditions of Theorem 5.3.1:

(1)
√
n|˜̄x− x̄| P−→ 0, ˜̄x P−→ cx,

(2)
√
n|̃̄y− ȳ| P−→ 0, ˜̄y P−→ cy,

(3)
√
n|x̃2 − x2| P−→ 0, x̃2 P−→ cx2 ,
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(4)
√
n|x̃y− xy| P−→ 0, x̃y P−→ cxy,

(5)
√
n|˜̄x2 − x̄2| P−→ 0,

(6)
√
n|˜̄x˜̄y− x̄ · ȳ| P−→ 0,

(7) ∃ca ∈ R, x̃y− ˜̄x˜̄y P−→ ca,

(8) ∃cb ̸= 0, σ̃2x
P−→ cb,

(9)
√
n(σ̃2x − σ̂2x)

P−→ 0,

(10) ∃C1/2 ∈ R2×2 such that
√
n(Ẽn − Ên)

P−→ 0, Ẽn
P−→ C1/2,

(11) F̃n
P−→ (cy cxy)T,

(12) ∃cy2 ∈ R such that G̃n
P−→ cy2 ,

where the constant scalars and matrix cx, cy, cx2 , cxy, cy2 , ca, cb,C1/2 are the same as the ones defined in

Lemma 5.3.3.

Proof of Lemma 5.3.10. Define

1. ˘̄x = 1
n
∑n

i=1 xi|
Δn
−Δn

,

2. ˘̄y = 1
n
∑n

i=1 yi|
Δn
−Δn

,

3.
︸︸
x2 = 1

n
∑n

i=1 x2i |
Δ2
n

0 ,

4.
︸︸
xy = 1

n
∑n

i=1 xiyi|
Δ2
n

−Δ2
n
, and

5.
︸︸
y2 =

∑n
i=1 y2i |

Δ2
n

0 .
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Then ˜̄x = ˘̄x + N1, ˜̄y = ˘̄y + N2, x̃2 =
︸︸
x2 +N3, x̃y =

︸︸
xy+N4, ỹ2 =

︸︸
y2 +N5 whereN1,N2 ∼

N (0, 2Δ
2

ρn2 ),N3 ∼ N (0, Δ4

2ρn2 ),N4 ∼ N (0, 2Δ
4

ρn2 ), andN5 ∼ N (0, Δ
4

2ρ ).

By conditions of Theorem 5.3.1, Δ2
n

ρnn
→ 0, Δ4

n
ρnn
→ 0 so that by Corollary 5.3.5,

√
n|N1|

P−→ 0,
√
n|N2|

P−→ 0,
√
n|N3|

P−→ 0,
√
n|N4|

P−→ 0, and
√
n
n |N5|

P−→ 0 since
√
nN (0, 2Δ

2

ρn2 ) ∼ N (0, 2Δ
2

ρn ),
√
nN (0, Δ4

2ρn2 ) ∼ N (0, Δ4

2ρn), and
√
n
n N (0, 2Δ

4

ρ ) ∼ N (0, 2Δ
4

ρn ).

(1): By assumption, for all i ∈ [n], xi ∈ [−Δn,Δn]. Thus, x̄ = ˘̄x so that ˜̄x = x̄+N1. Then,

√
n|˜̄x− x̄| ≤

√
n|N1|+

√
n|˘̄x− x̄| P−→ 0

by Slutsky’s Theorem. As a corollary, ˜̄x P−→ cx by Lemma 5.0.1 and the assumption in Theorem 5.3.1

that x̄→ cx.

(2): The proof that
√
n|̄y − ˜̄y| P−→ 0 is very similar: observe that by the assumptions of Theo-

rem 5.3.1:

P[|̄y− ˘̄y| > 0] ≤ P[∃i ∈ [n], yi /∈ [−Δn,Δn]] (5.15)

→ 0. (5.16)

Thus,
√
n|̆̄y − ȳ| P−→ 0. Combining with

√
n|N2|

P−→ 0, by the triangle inequality,
√
n|̄y − ˜̄y| P−→ 0.

As a corollary, ˜̄y P−→ cy by Lemma 5.0.1 and the assumption in Theorem 5.3.1 that x̄→ cx.

(3): To show
√
n|x̃2 − x2| P−→ 0, we proceed in an analogous way: using the assumption that

P[∃i ∈ [n], xi /∈ [−Δn,Δn]] = 0, we obtain that P[∃i ∈ [n], x2i /∈ [0,Δ2
n]] = 0 so that

√
n|x2−

︸︸
x2 | P−→ 0. Combining with

√
n|N3|

P−→ 0, by the triangle inequality,
√
n|x̃2− x2| P−→ 0. As

a corollary, x̃2 P−→ cx2 by Lemma 5.0.1 and the assumption in Theorem 5.3.1 that x2 → cx2 .
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(4): In a similar fashion,
√
n|x̃y− xy| P−→ 0: using the assumptions

P[∃i ∈ [n], xi /∈ [−Δn,Δn]] = 0, P[∃i ∈ [n], yi /∈ [−Δn,Δn]]→ 0,

we have that

P[∃i ∈ [n], xiyi /∈ [−Δ2
n,Δ

2
n]]

≤ P[∃i ∈ [n], xi /∈ [−Δn,Δn]] + P[∃i ∈ [n], yi /∈ [−Δn,Δn]]

→ 0,

so that
√
n|xy−

︸︸
xy | P−→ 0. Combining with

√
n|N4|

P−→ 0, by the triangle inequality,
√
n|x̃y−xy| P−→

0. By Lemma 5.3.3, xy P−→ cxy. Then by Lemma 5.0.1, x̃y P−→ cxy.

(5): Next we show
√
n|˜̄x2 − x̄2| P−→ 0:

√
n(˜̄x2 − x̄2) =

√
n(˜̄x − x̄)(˜̄x + x̄). Since, ˜̄x, x̄ P−→ cx, we

have (˜̄x+ x̄) P−→ 2cx, (˜̄x− x̄) P−→ 0 so that by Slutsky’s Theorem,
√
n|˜̄x2 − x̄2| P−→ 0

(6): In a similar fashion,
√
n|˜̄x˜̄y−x̄·ȳ| P−→ 0: ˜̄x = ˘̄x+N1 = x̄+N1, since ∀i ∈ [n], xi ∈ [−Δn,Δn].

Then,

√
n(˜̄x˜̄y− x̄ · ȳ) =

√
n [(x̄+N1)˜̄y− x̄ · ȳ]

=
√
nN1˜̄y+ x̄

√
n(˜̄y− ȳ)

P−→ 0,

since
√
n(˜̄y− ȳ) P−→ 0, ˜̄y P−→ cy,

√
nN1

P−→ 0.

(7): Next, we show that x̃y − ˜̄x˜̄y P−→ ca ∈ R: Follows by Slutsky’s Theorem since x̃y P−→ cxy,

˜̄x P−→ cx, and ˜̄y
P−→ cy.

(8): In a similar fashion, σ̃2x
P−→ cb: This follows by Slutsky’s Theorem since x̃2 P−→ cx2 , ˜̄x

P−→ cx.
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(9)
√
n(σ̃2x − σ̂2x)

P−→ 0 follows from parts (3) and (5).

(10): By Lemma 5.3.9,
√
n
(√

σ̃2x −
√

σ̂2x

)
P−→ 0,

since
√
n
(
σ̃2x − σ̂2x

)
P−→ 0 and σ̂2x

P−→ cb ̸= 0 by Lemma 5.3.3.

We have already established that
√
n(x̃2 − x2) P−→ 0 and

√
n
(√

σ̃2x −
√

σ̂2x

)
P−→ 0.

As a result, by Lemma 5.3.9,

√
n

(√
x̃2 + 1+ 2

√
σ̃2x −

√
x2 + 1+ 2

√
σ̂2x

)
P−→ 0.

Then since Ên, Ẽn converge to constant matrices and
√
n(˜̄x − x̄) P−→ 0,

√
n(x̃2 − x2) P−→ 0,

√
n
(√

σ̃2x −
√

σ̂2x

)
P−→ 0, it follows by Lemma 5.3.8 that

√
n(Ẽn − Ên)

P−→ 0.

As a corollary, Ẽn
P−→ C1/2 since Ên

P−→ C1/2 by Lemma 5.3.3.

(11): Also, F̃n
P−→ (cy cxy)T since ˜̄y

P−→ cy and x̃y
P−→ cxy.

(12): Finally, we show that G̃n
P−→ cy2 ∈ R: using the assumption that P[∃i ∈ [n], yi /∈

[−Δn,Δn]] → 0, we can obtain that P[∃i ∈ [n], y2i /∈ [0,Δ2
n]] → 0 so that

√
n|y2 −

︸︸
y2 | P−→ 0.

Combining with
√
n
n |N5|

P−→ 0, by the triangle inequality,
√
n|y2 − ỹ2| P−→ 0 which implies that

√
n|G̃n − Ĝn|

P−→ 0. Then by Lemma 5.3.3 and Lemma 5.0.1, G̃n
P−→ cy2 .

Lemma 5.3.10 shows that the noise added to the non-DP estimates converges, in probability,

to 0 and that the DP estimates of the regression parameters converge, in probability, to the true

parameters. Next, we will show the 1/
√
n convergence rates of β̃N, β̃. As a corollary, this implies the

consistency of β̃N, β̃.

Lemma 5.3.11. For every sequence of clipping bounds Δ = Δn > 0 and sequence of privacy parame-

ters ρ = ρn > 0, in Algorithm 6, under the conditions of Theorem 5.3.1:
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1.
√
n(β̃N − β̂

N
)

P−→ 0,

2.
√
n(β̃ − β̂) P−→ 0.

Proof of Lemma 5.3.11. As previously defined,

β̃N =

˜̄y

0

 , β̂
N
=

ȳ

0

 .

Then,
√
n(β̃N − β̂

N
)

P−→ 0 by Lemma 5.3.10 since
√
n|̃̄y− ˘̄y| P−→ 0.

We will show that
√
n(β̃− β̂) P−→ 0. First, to show that

√
n(β̃1− β̂1)

P−→ 0, we apply Lemma 5.3.8

with Ã = x̃y − ˜̄x˜̄y, A = xy − x̄ · ȳ, B̃ = x̃2 − ˜̄x2 = σ̃2x , B = x2 − x̄2 = σ̂2x and f(n) =
√
n. Then

β̃1 =
Ã
B̃
and β̂1 =

A
B . By Lemma 5.3.3, B = σ̂2x converges, in probability, to a non-zero constant and

√
n(x̃y − xy),

√
n (x̄ · ȳ− ˜̄x˜̄y) P−→ 0 by Lemma 5.3.10. Also, by Lemma 5.3.10 and Lemma 5.3.3, if

we define B̃ = σ̃2x ,B = σ̂2x , Ã = x̃y − ˜̄x˜̄y, then
√
n(B̃ − B) P−→ 0 and

√
n(Ã − A) P−→ 0. Then by

Lemma 5.3.8,
√
n(β̃1− β̂1)

P−→ 0. By similar arguments,
√
n(β̂2− β̃2)

P−→ 0 so that
√
n(β̂− β̃) P−→ 0.

Lemma 5.3.11 leads to the following corollary, showing consistency of the DP estimates of β

under the null or alternative hypothesis.

Corollary 5.3.12. For every sequence of clipping bounds Δ = Δn > 0 and sequence of privacy

parameters ρ = ρn > 0, in Algorithm 6, under the conditions of Theorem 5.3.1:

1. Under the null hypothesis: β̃N P−→ β,

2. Under the alternative hypothesis: β̃ P−→ β.
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Proof of Corollary 5.3.12. By Lemma 5.3.3, β̂1
P−→ β1 and β̂2

P−→ β2. Then, using Lemma 5.3.11 and

Lemma 5.0.1: β̃1
P−→ β1, β̃2

P−→ β2.

Also, by Lemma 5.3.3, ȳ P−→ cy so that under the null hypothesis, β̃
N P−→ β.

5.3.3 Convergence of Differentially Private F-Statistic

We now introduce the continuous mapping theorem, which is especially useful for combining in-

dividual convergence results to show, under certain conditions, more complex convergence results.

The continuous mapping theorem can be used to map convergent sequences into another conver-

gent sequence via a continuous function.

Theorem 5.3.13 (Continuous Mapping Theorem, see [Gut, 2013]). Let {Wn} be a sequence of

random vectors andW be a random vector taking values in the same metric spaceX . Let Y be a metric

space and g : X → Y be a measurable function.

Define Dg = {x : g is discontinuous at x}. Suppose that P[W ∈ Dg] = 0. Then:

1. Wn
P−→W⇒ g(Wn)

P−→ g(W),

2. Wn
D−→W⇒ g(Wn)

D−→ g(W),

3. Wn
a.s.−−→W⇒ g(Wn)

a.s.−−→ g(W).

We now state and prove a helper lemma that will be useful for showing that the numerators and

denominators of the DP F-statistic converge to the right distribution.

Lemma 5.3.14. Let An,Bn be random vectors such that there exists distribution L where:

1. An − Bn
P−→ 0,
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2. ∥Bn∥
D−→ L such that P[∥Bn∥ = 0] = 0.

Then,

∥An∥2
D−→ L2.

Proof of Lemma 5.3.14. Consider the unit vector Bn
∥Bn∥ . Since An − Bn

P−→ 0, we have that by

definition of convergence in probability:

Bn
∥Bn∥

(An − Bn)
P−→ 0,

where ∥Bn∥ is almost surely never 0.

First, letWn = (∥Bn∥, ∥Bn∥). Then since ∥Bn∥
D−→ L, by the continuous mapping theorem

(Theorem 5.3.13), if g((x, y)) = x · y, then g(Wn) = ∥Bn∥2
D−→ L2.

Then, letWn = (∥Bn∥, Bn
∥Bn∥(An − Bn)). Then since P[∥Bn∥ = 0] = 0, by the continuous

mapping theorem (Theorem 5.3.13), if g((x, y)) = x · y, then g(Wn) = Bn · (An − Bn)
D−→ 0 which

implies that

⟨An,Bn⟩ − ∥Bn∥2 = Bn · (An − Bn)
P−→ 0,

so that

2(⟨An,Bn⟩ − ∥Bn∥2)
P−→ 0. (5.17)

Also, by the continuous mapping theorem,

∥An∥2 − 2⟨An,Bn⟩+ ∥Bn∥2 (5.18)

= ∥An − Bn∥2 (5.19)

P−→ 0. (5.20)
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Adding Equations (5.17) and (5.18) results in the following: ∥An∥2 − ∥Bn∥2
P−→ 0. Then by

Lemma 5.0.1, since ∥Bn∥2
D−→ L2, we have that ∥An∥2

D−→ L2.

We now show that the main terms in the numerators and denominators of the DP F-statistic

converge to the asymptotic distribution of their non-private counterparts.

Lemma 5.3.15. Let σe > 0, r = p = 2, q = 1, and β ∈ Rp. For every n ∈ N with n > r, let

Xn ∈ Rn×p be the design matrix. For every sequence of clipping bounds Δ = Δn > 0 and sequence of

privacy parameters ρ = ρn > 0, in Algorithm 6, under the conditions of Theorem 5.3.1:

n(β̃TẼ2n β̃ − 2β̃TF̃n + G̃n)

n− r
P−→ σ2e , ∥

√
nẼn(β̃ − β̃N)∥2 D−→ X 2

r−q(η2)σ2e .

Proof of Lemma 5.3.15. By Lemma 5.3.3 and Lemma 5.3.10:

1. β̃, β̂ P−→ β,

2. Ẽn, Ên → C1/2,

3. F̃n, F̂n
P−→ (cy cxy)T,

4. G̃n, Ĝn
P−→ cy2 .

Furthermore,
n

n− r
=

1
1− r/n

→ 1.

As a result, by Slutsky’s Theorem,

(
n(β̃TẼ2n β̃ − 2β̃TF̃n + G̃n)− n(β̂

T
Ê2n β̂ − 2β̂

T
F̂n + Ĝn)

n− r

)
P−→ 0.
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By Theorem 5.1.1,
∥Yn − Xn β̂∥2

n− r
P−→ σ2e .

By Lemma 5.3.2, ∥Y− Xβ̂∥2 = n(β̂
T
Ê2n β̂ − 2β̂

T
F̂n + Ĝn). As a result, by Lemma 5.0.1,

n(β̃TẼ2n β̃ − 2β̃TF̃n + G̃n)

n− r
P−→ σ2e .

Next, by Theorem 5.1.1, ∥Xn β̂ − Xn β̂
N∥2 ∼ χ2r−q(η

2)σ2e . Then by Lemma 5.3.2, ∥
√
nÊn(β̂ −

β̂
N
)∥2 ∼ χ2r−q(η

2)σ2e . We will show that

∥
√
nẼn(β̃ − β̃N)∥2 D−→ χ2r−q(η

2)σ2e .

First, we define the random vectors

H̃n = Ẽn
√
n(β̃ − β̃N), Ĥn = Ên

√
n(β̂ − β̂

N
).

By Lemma 5.3.11,
√
n(β̃ − β̂) P−→ 0 and

√
n(β̃N − β̂

N
)

P−→ 0. And since by Lemma 5.3.3, Ên
P−→

C1/2, we have that by Slutsky’s Theorem,
√
nÊn(β̃ − β̂) P−→ 0, and

√
nÊn(β̃

N − β̂
N
)

P−→ 0. Also, by

Lemma 5.3.10,
√
n(Ẽn − Ên)

P−→ 0 which implies that, by Slutsky’s Theorem, and Lemma 5.3.11,
√
n(Ẽn − Ên)β̃

P−→ 0 and
√
n(Ẽn − Ên)β̃

N P−→ 0 so that
√
n(Ẽn − Ên)(β̃ − β̃N) P−→ 0.
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As a result,

H̃n − Ĥn

= Ẽn
√
n(β̃ − β̃N)− Ên

√
n(β̂ − β̂

N
)

= Ẽn
√
nβ̃ − Ên

√
nβ̂ −

[
Ẽn
√
nβ̃N − Ên

√
nβ̂

N]
= (Ẽn − Ên)

√
nβ̃ + Ên

√
n(β̃ − β̂)−

[
(Ẽn − Ên)

√
nβ̃N + Ên

√
n(β̃N − β̂

N
)
]

= (Ẽn − Ên)
√
n(β̃ − β̃N) + Ên

√
n(β̃ − β̂)−

[
Ên
√
n(β̃N − β̂

N
)
]

P−→ 0.

By Lemma 5.3.14, since ∥Ĥn∥
D−→ χr−q(η

2)σe and H̃n − Ĥn
P−→ 0, we have that

∥H̃n∥2
D−→ χ2r−q(η

2)σ2e .

As a result, ∥
√
nẼn(β̃ − β̃N)∥2 D−→ χ2r−q(η

2)σ2e . This completes the proof.

Lemma 5.3.15 shows the convergence of individual quantities that can now be combined to

show the convergence of the DP test statistic T̃:

Proof of Theorem 5.3.1. First, by Corollary 5.3.12, under the null hypothesis: β̃N = β̃Nn
P−→ β. And

under the alternative hypothesis: β̃ = β̃n
P−→ β.

By Lemma 5.3.2,

T = Tn =
n− r
r− q

· ∥Xβ̂ − Xβ̂
N∥2

∥Y− Xβ̂∥2
=

n− r
r− q

· ∥
√
nÊn(β̂ − β̂

N
)∥2

n(β̂
T
Ê2n β̂ − 2β̂

T
F̂n + Ĝn)

.
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And by Equation (5.14),

T̃ = T̃n =
n− r
r− q

· ∥
√
nẼn(β̃ − β̃N)∥2

n(β̃TẼ2n β̃ − 2β̃TF̃n + G̃n)
.

From Theorem 5.1.1, in the non-private case where Yn ∼ N (Xnβ, σ2e In×n), if T = Tn is the test

statistic from Equation (5.4), then

Tn ∼ Fr−q,n−r(η2n), η2n =
∥Xnβ − XnβN∥2

σ2e
.

Also, by Theorem 5.1.1, the asymptotic distribution of T is a chi-squared distribution. i.e., T =

Tn
D−→

χ2r−q(η
2)

r−q . Next, we show that the DP F-statistic also has asymptotic distribution of chi-

squared.

By Lemma 5.3.15,

∥
√
nẼn(β̃ − β̃N)∥2 D−→ X 2

r−q(η2)σ2e ,

and
n(β̃TẼ2n β̃ − 2β̃TF̃n + G̃n)

n− r
P−→ σ2e .

Let

Wn =

(
∥
√
nẼn(β̃ − β̃N)∥2

r− q
,
n(β̃TẼ2n β̃ − 2β̃TF̃n + G̃n)

n− r

)
= (An,Bn),

and

W =

(
X 2
r−q(η2)σ2e
r− q

, σ2e

)
.

By the condition that σe > 0 (P[σe = 0] = 0) and the continuous mapping theorem (Theo-

rem 5.3.13), T̃n = g(Wn) = g(An,Bn) = An/Bn converges, in distribution, to
χ2r−q(η

2)

r−q as n→∞.
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5.4 Experimental Evaluation of Power and Significance

Wewill measure the effectiveness of our hypothesis tests via significance and power. In Section 5.7,

we describe our meta-procedures for collating the significance and power of our implementations of

non-private and private statistical tests.

The power and significance of our differentially private tests are estimated on both semi-synthetic

datasets based on the Opportunity Atlas [Chetty et al., 2018, 2019] and on synthetic datasets. The

OI semi-synthetic datasets consists of simulated microdata for each census tract in some states in the

U.S. The dependent variable Y is the child national income percentile and the independent variable

X is the corresponding parent national income percentile. See [Alabi et al., 2022b] for more details

on the properties of simulated data from the OI team. In the OI data, X is lognormally distributed

and the distribution of counts of individuals across tracts in a state follows an exponential distribu-

tion.

General Parameter Setup for Synthetic Data: For experimental evaluation on synthetic

datasets, we generated datasets with sizes between n = 100 and n = 10, 000.

For both the linear relationship and mixture model tests on synthetic data below, we consider a

subset of the following values of the privacy budget ρ: {0.12/2, 0.52/2, 12/2, 22/2, 32/2, 52/2, 102/2}.

We draw the independent variables x1, . . . , xn according to a few different distributions: Nor-

mal, Uniform, Exponential. We will detail the parameters used to generated variables from these

distributions in the corresponding subsections.

For all tests below, the clipping parameter is either set to Δ = 2 or Δ = 3. For the synthetic

data, the dependent variable Y is generated using the linear or mixture model specification described

in previous sections and by fixing or varying parameters (such as σe). For estimating the power and

significance, we fix the target significance level to 0.05 and runMonte Carlo tests 2000 times. We
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estimate the power and significance as the fraction of times the null is rejected, given various settings

of parameters that satisfy the alternative and null hypothesis, respectively.

5.4.1 Testing a Linear Relationship on Synthetic Data

F-statistic

We evaluate our DP linear relationship test on synthetically generated data from three different

distributions: normal, uniform, and exponential. We also vary parameters such as: the slope of the

linear model and the noise distribution of the dependent variable.

Evaluating the Significance for Normally Distributed Independent Variables: Generally,

we see that the significance remains below the target significance level, on average, for all values of

ρ. For the linear relationship tester, when the standard deviation of the dependent variable (σe) is

small (Figure 5.1a), we see that the true significance level is well below the target significance of 0.05,

which is fine (but conservative). We conjecture that this happens because when σe is small: (i) we

fail to reject when the noisy estimate of σe is≤ 0; or (ii) the test statistic under the null distribution

will be almost always 0 since under the null (even without privacy), the standard deviation of the

test statistic is proportional to σe. In Figures 5.1a, 5.1b and 5.1c, we see the significance of the linear

tester attains the target (of 0.05) as we vary the noise in the dependent variable σe.

Evaluating Power for Varying the Noise in the Dependent Variable: For Figures 5.2a, 5.2b,

and 5.2c, we set the true slope to 1. We then vary the noise in the dependent variable. That is, for the

general linear model, Y ∼ N (Xβ, σ2e In×n), we vary σe. The following values of σe are considered:

{0.001, 0.35, 1}.

In Figure 5.2a, we generally see that compared to higher values of σe (Figures 5.2b and 5.2c), the

power is relatively low. We believe this occurs because when σe is small, its DP estimate is more likely

to be less than 0, in which case we fail to reject the null (even when the alternative is true). This
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(a) Significance for tes ng
a linear rela onship. xi ∼
N (0.5, 1), yi ∼ 0 · xi +
N (0, 0.0012). Δ = 2.

(b) Significance for tes ng
a linear rela onship. xi ∼
N (0.5, 1), yi ∼ 0 · xi +
N (0, 0.352). Δ = 2.

(c) Significance for tes ng
a linear rela onship. xi ∼
N (0.5, 1), yi ∼ 0 · xi +
N (0, 1). Δ = 2.

Figure 5.1

(a) Power for tes ng a linear
rela onship. xi ∼ N (0.5, 1),
yi ∼ 1 · xi + N (0, 0.0012).
Δ = 2.

(b) Power for tes ng a linear
rela onship. xi ∼ N (0.5, 1),
yi ∼ 1 · xi + N (0, 0.352).
Δ = 2.

(c) Power for tes ng a linear
rela onship. xi ∼ N (0.5, 1),
yi ∼ 1 · xi +N (0, 1). Δ = 2.

Figure 5.2

generally leads to a reduction in the power.

Evaluating Power for Varying Slopes: Figures 5.3a, 5.3b show the power of the linear test for

slopes of 0.1, 1. We generally see that the larger the slope, the higher the power of the DP tests.

Evaluating the Significance while Varying the Distribution of the Independent Variable:

For Figures 5.4a, 5.4b, and 5.4c, we set the standard deviation of the noise dependent variable to

0.35. We then vary the distribution of the independent variable —while maintaining the variance

— to take on one of the following:

1. Normal: with mean 0.5 and variance 1/12.

2. Uniform: between 0 and 1 (variance of 1/12).

148



(a) Power for tes ng a linear rela onship.
xi ∼ N (0.5, 1), yi ∼ 0.1 · xi +N (0, 0.352). Δ = 2.

(b) Power for tes ng a linear rela onship.
xi ∼ N (0.5, 1), yi ∼ 1 · xi +N (0, 0.352). Δ = 2.

Figure 5.3

(a) Significance for tes ng a
linear rela onship. Normal
Distribu on on X.

(b) Significance for tes ng a
linear rela onship. Uniform
Distribu on on X.

(c) Significance for tes ng a
linear rela onship. Exponen al
Distribu on on X.

Figure 5.4

3. Exponential: with scale of 1/
√
12.

We observe that the significance is still preserved even though, in our DP testers, the null distribu-

tion is simulated via a normal distribution.

Bootstrap Confidence Intervals

Using the duality between confidence interval estimation and hypothesis testing, we can construct

hypothesis tests for testing a linear relationship based on DP confidence interval procedures. Specif-
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ically, we compare the F-statistic linear relationship tester to the tester that uses DP confidence in-

tervals. See Section 5.6 for more details on the experimental framework of the DP bootstrap con-

fidence intervals. Algorithm 10 summarizes the approach for testing that builds on DP confidence

intervals.

In Figure 5.5a, we present experimental results for the significance level of Algorithm 10 com-

pared to Algorithm 5 instantiated with the DP F-statistic. As we see, Algorithm 10 achieves the

target significance level. In Figure 5.5b, we also present experimental results for the power of Al-

gorithm 10 compared to Algorithm 5. We see that Algorithm 10 has less power than Algorithm 5.

This observation is more pronounced for less concentrated distributions (i.e., uniform) on the in-

dependent variable. See Figure 5.6b. This might be due to the, sometimes excessive, width of the

confidence interval produced by the bootstrap interval (in order to ensure coverage under the null

hypothesis).

Figures 5.5a, 5.5b, 5.6a, and 5.6b show results averaged out over 2000 trials. The dashed lines

correspond to the bootstrap confidence interval approach (denoted CI) while the solid lines are for

the F-statistic (denoted F-stat).

Bernoulli Tester

The DP Bernoulli tester has a higher power than the DP F-statistic when the slope is large or the

privacy-loss parameter is small; otherwise the DP F-statistic performs better. We vary the slope

from 0.01 up to 1. As the slope gets smaller, the performance gap between the F-statistic and the

Bernoulli tester gets larger. Figures 5.8a and 5.8b show the power of the DP F-statistic compared to

the DP Bernoulli tester for the problem of testing a linear relationship. The significance levels of the

Bernoulli tester are shown in Figures 5.7a and 5.7b.

The results are averaged out over 1000 trials. For the figures illustrating the power, dashed lines

correspond to the Bernoulli testing approach (denoted Bern) while the solid lines are for the F-
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(a) Significance for F-sta s c versus confidence interval
approach. xi ∼ N (0.5, 1), yi ∼ 0 · xi +N (0, 0.352).
Δ = 2.

(b) Power for F-sta s c versus confidence interval ap-
proach. xi ∼ N (0.5, 1), yi ∼ 1 · xi + N (0, 0.352).
Δ = 2.

Figure 5.5

(a) Significance for F-sta s c versus confidence interval
approach. xi ∼ Unif[0, 1], yi ∼ 0 · xi + N (0, 0.352).
Δ = 2.

(b) Power for F-sta s c versus confidence interval ap-
proach. xi ∼ Unif[0, 1], yi ∼ 1 · xi +N (0, 0.352).
Δ = 2.

Figure 5.6
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(a) Significance for tes ng for a fair coin.
n observa ons are generated from Bern(1/2).

(b) Significance for linear rela onship tes ng via Bernoulli
tes ng approach. xi ∼ N (0.5, 1), yi ∼ 0 · xi +N (0, 1).
Δ = 2.

Figure 5.7

statistic (denoted F-stat).

5.4.2 TestingMixtureModels on Synthetic Data

F-Statistic

We evaluate the F-statistic DP mixture model test on synthetically generated data. We vary parame-

ters such as: the fraction of data in each group and the slopes used to generate data for each group.

Let β1, β2 denote the slopes of the two groups.

Evaluating the Significance: Like in the DP linear model tester, we also see that we achieve the

target significance levels, on average, for all values of ρ. In Figures 5.9a, 5.9b, and 5.9c, we vary the

noise in the dependent variable. In Figures 5.10a, 5.10b, and 5.10c, we vary the fraction of group

sizes, using either a 1/8, 1/4, or 1/2 fraction for the first group. We see that the more unbalanced

splits tend to have lower significance levels.

Power while Varying the Group Size Fraction: Let n be the total number of datapoints and

n1, n2 be the number of points in groups 1 and 2 respectively. We vary the fraction of points in
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(a) Power for F-sta s c versus Bernoulli tes ng approach.
xi ∼ N (0.5, 1), yi ∼ 0.1 · xi +N (0, 1). Δ = 2.

(b) Power for F-sta s c versus Bernoulli tes ng approach.
xi ∼ N (0.5, 1), yi ∼ 0.5 · xi +N (0, 1). Δ = 2.

Figure 5.8

(a) Significance for tes ng
mixtures. Equal-sized groups.
xi ∼ N (0.5, 1), yi ∼ 1 ·
xi +N (0, 0.012) for Group 1.
yi ∼ 1 · xi +N (0, 0.012) for
Group 2.

(b) Significance for tes ng
mixtures. Equal-sized groups.
xi ∼ N (0.5, 1), yi ∼ 1 ·
xi +N (0, 0.352) for Group 1.
yi ∼ 1 · xi +N (0, 0.352) for
Group 2.

(c) Significance for tes ng
mixtures. Equal-sized groups.
xi ∼ N (0.5, 1), yi ∼ 1 ·
xi + N (0, 1) for Group 1.
yi ∼ 1 · xi + N (0, 1) for
Group 2.

Figure 5.9
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(a) Significance for tes ng
mixtures. 1/8th vs. 7/8th
splits. xi ∼ N (0.5, 1), yi ∼
1 · xi +N (0, 0.352) for Group
1. yi ∼ 1 · xi +N (0, 0.352)
for Group 2.

(b) Significance for tes ng
mixtures. 1/4th vs. 3/4th
splits. xi ∼ N (0.5, 1), yi ∼
1 · xi +N (0, 0.352) for Group
1. yi ∼ 1 · xi +N (0, 0.352)
for Group 2.

(c) Significance for tes ng
mixtures. Equal-sized groups.
xi ∼ N (0.5, 1), yi ∼ 1 ·
xi +N (0, 0.352) for Group 1.
yi ∼ 1 · xi +N (0, 0.352) for
Group 2.

Figure 5.10

(a) Power for tes ng mixtures.
1/8th vs. 7/8th splits. xi ∼
N (0.5, 1), yi ∼ −1 · xi +
N (0, 0.352) for Group 1.
yi ∼ 1 · xi +N (0, 0.352) for
Group 2.

(b) Power for tes ng mixtures.
1/4th vs. 3/4th splits. xi ∼
N (0.5, 1), yi ∼ −1 · xi +
N (0, 0.352) for Group 1.
yi ∼ 1 · xi +N (0, 0.352) for
Group 2.

(c) Power for tes ng mixtures.
Equal-sized groups. xi ∼
N (0.5, 1), yi ∼ −1 · xi +
N (0, 1) for Group 1. yi ∼
1 · xi +N (0, 1) for Group 2.

Figure 5.11

group 1: n1/n. Setting the slopes of each group to β1 = −1 and β2 = 1, we vary this fraction so that

n1/n ∈ {1/8, 1/4, 1/2}. For Figure 5.11a, we set the group sizes to be equal. For Figure 5.11b, we

set the group sizes to be n/4, 3n/4. And last, for Figure 5.11c, the group sizes are n/8, 7n/8.

Generally, the more even the group size fractions are, the higher the power of the DP test for

testing mixtures in the general linear model.

Power while Varying the Difference Between Slopes in Each Group: Let β1, β2 correspond to

the slopes for groups 1 and 2. We vary |β1 − β2|. Generally, we see that the larger |β1 − β2| is, the
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(a) Power for tes ng mixtures. Equal-sized groups. xi ∼
N (0.5, 1), yi ∼ −0.1 · xi +N (0, 0.352) for Group 1.
yi ∼ 0.1 · xi +N (0, 0.352) for Group 2.

(b) Power for tes ng mixtures. Equal-sized groups. xi ∼
N (0.5, 1), yi ∼ −1 · xi + N (0, 0.352) for Group 1.
yi ∼ 1 · xi +N (0, 0.352) for Group 2.

Figure 5.12

higher the power of the test. In Figures 5.12a, 5.12b we vary the slope in the two groups and observe

the aforementioned phenomena.

Power while Varying the Noise in the Dependent Variable: We also vary σe. We generally see

that the smaller it is, the smaller the power. We conjecture that this happens because we err on the

side of failing to reject the null if the DP estimate of σe becomes≤ 0, which is more likely to happen

if σe is small. In Figures 5.13a, 5.13b,and 5.13c we see this phenomenon.

Nonparametric Tests via Kruskal-Wallis

We now proceed to show results for comparing the mixture models based on Kruskal-Wallis (KW)

to the parametric F-statistic method.

Evaluating the Significance: The KWmethods, on average, achieve the target significance levels

for all values of ρ as illustrated in Figures 5.14a and 5.14b, where we vary the noise in the dependent

variable.

Evaluating the Power as we Increase the Difference in Slopes: We see that the the KWmethod
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(a) Power for tes ng mixtures.
Equal-sized groups. xi ∼
N (0.5, 1), yi ∼ −1 · xi +
N (0, 0.012) for Group 1.
yi ∼ 1 · xi +N (0, 0.012) for
Group 2.

(b) Power for tes ng mixtures.
Equal-sized groups. xi ∼
N (0.5, 1), yi ∼ −1 · xi +
N (0, 0.352) for Group 1.
yi ∼ 1 · xi +N (0, 0.352) for
Group 2.

(c) Power for tes ng mixtures.
Equal-sized groups. xi ∼
N (0.5, 1), yi ∼ −1 · xi +
N (0, 1) for Group 1. yi ∼
1 · xi +N (0, 1) for Group 2.

Figure 5.13

(a) Significance for tes ng mixtures. Equal-sized groups.
xi ∼ N (0.5, 0.1), yi ∼ 1 · xi +N (0, 0.352) for Group
1. yi ∼ 1 · xi +N (0, 0.352) for Group 2.

(b) Significance for tes ng mixtures. Equal-sized groups.
xi ∼ N (0.5, 1), yi ∼ 1 · xi + N (0, 1) for Group 1.
yi ∼ 1 · xi +N (0, 1) for Group 2.

Figure 5.14
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(a) Power for tes ng mixtures. Equal-sized groups. xi ∼
N (0.5, 1), yi ∼ −1 · xi + N (0, 1) for Group 1.
yi ∼ 1 · xi +N (0, 1) for Group 2.

(b) Power for tes ng mixtures. Equal-sized groups. xi ∼
N (0.5, 1), yi ∼ −1 · xi + N (0, 1) for Group 1.
yi ∼ 5 · xi +N (0, 1) for Group 2.

Figure 5.15

outperforms the F-statistic method on small datasets. But as the difference in slopes between the

two groups increases, the F-statistic method does better and begins to outperform the KWmethod.

See Figures 5.15a and 5.15b.

Evaluating the Power as we Increase the Variance of the Independent Variable: In Fig-

ures 5.16a and 5.16b, we see that the F-statistic method outperforms the KWmethod when the

variance of the independent variable is much larger (10x) than previously.

5.4.3 Testing onOpportunity Insights Data

The Opportunity Insights (OI) team gave us simulated data for census tracts from the following

states in the United States: Idaho, Illinois, New York, North Carolina, Texas, and Tennessee. The

dependent and independent variables are the child and parent national income percentiles, respec-

tively. For the linear tester, a rejection of the null hypothesis implies that there is a relationship be-

tween the parent and child income percentiles. For the mixture model tester, it implies that there is

more than one linear relationship in the data which suggests that more granular data is needed for
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(a) Power for Kruskal-Wallis versus the F-sta s c. xi ∼
N (0.5, 1), yi ∼ −1 · xi + N (0, 1) for Group 1.
yi ∼ 1 · xi +N (0, 1) for Group 2.

(b) Power for Kruskal-Wallis versus the F-sta s c. xi ∼
N (0.5, 10), yi ∼ −1 · xi + N (0, 1) for Group 1.
yi ∼ 1 · xi +N (0, 1) for Group 2.

Figure 5.16

analysis on the data. The groups of data fed to the mixture model tester are conglomeration of one

or more tracts.

Some of these states have a small number of datapoints. For example, within Illinois, there are

tracts with just n = 39 datapoints. For the Illinois dataset, there are n = 219, 594 datapoints

that are subdivided into 3, 108 census tracts. The North Carolina and Texas datasets consists of

datapoints subdivided into 2, 156 and 5, 187 census tracts respectively. We will focus on data from

North Carolina (NC), and Texas (TX) and experimentally evaluate P[reject null], the probability of

rejecting the null hypothesis over the randomness of the DP algorithms. We run our tests on some

census tracts in these states showing how these measures fair as the privacy parameter is relaxed. For

the experiments below, from each state, we randomly and uniformly select: (i) a single tract; (ii) 10

randomly selected tracts and concatenate; and (iii) 50 randomly selected tracts and concatenate.

Then we test for the presence of a (non-zero) linear relationship. The concatenation could result in

hundreds or thousands of points.

Our tests are evaluated on the OI data. We have not included the test based on Kruskal-Wallis as
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(a) P[reject null] for tes ng a linear rela onship in NC.
Δ = 2.

(b) P[reject null] for tes ng a linear rela onship in TX.
Δ = 2.

Figure 5.17

our current implementation is, at the moment, relatively computationally inefficient to evaluate on

such large datasets. See above synthetic data experiments for comparison of Kruskal-Wallis to the

F-statistic method. Figures 5.17a, and 5.17b show the probability of rejecting the null as we increase

the parameter ρ when using the DP linear tester. Figures 5.18a, and 5.18b show the corresponding

results for the F-stat based DPmixture model tester. We see that for the small-sized datasets tend to

have a small chance of rejecting the null while larger ones have a higher chance.

5.4.4 Testing on UCI Bike Dataset

We use the UCI bike dataset [Fanaee-T and Gama, 2014] with 17,389 instances. For this dataset,

we test for a linear relationship between the “temp” (normalized temperature in Celsius) and “hr”

(hour between 0 and 23) attributes. The null hypothesis is that there is no linear relationship be-

tween the “temp” and “hr” attributes. Without privacy, the linear relationship tester based on the

F-statistic rejects the null. In Table 5.1, we show the probability of Algorithm 5 rejecting the null as

we vary the privacy parameter. We can observe that for almost all—except for the smallest setting of
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(a) P[reject null] for tes ng for mixtures in NC. Δ = 2. (b) P[reject null] for tes ng for mixtures in TX. Δ = 2.

Figure 5.18

ρ 0.005 0.125 0.5 1.125 2.0 3.125 4.5 6.125 8.0 10.125 non-DP
P[reject null | 100% data] 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0
P[reject null | 10% data] 0.85 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0

Table 5.1: P[reject null] for tes ng for a linear rela onship between temperature and me (in hours).

ρ—privacy parameters, P[reject null | p% data] (probability of rejecting the null, given p% of the

dataset) for the private test matches that of the non-private test.

While we show that our methods can run on real-world datasets, the synthetically generated

datasets give a lot more information on the behavior of the tests.

Conclusion We have developed differentially private hypothesis tests for testing a linear re-

lationship in data and for testing for mixtures in linear regression models. We also show that the

DP F-statistic converges to the asymptotic distribution of the non-private F-statistic. Through ex-

periments, we show that our Monte Carlo tests achieve significance that is less than the target sig-

nificance level across a wide variety of experiments. Furthermore, our tests generally have a high

power, getting higher as we increase the dataset size and/or relax the privacy parameter. Even on

small datasets (in the hundreds) with small slopes, our tests retain the small significance while having
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a good power. We have provided formal statements for the DP F-statistic in the asymptotic regime.

We leave to future work the task of theoretically analyzing the procedures in the non-asymptotic

regime.

Experimental evaluation is done on simulated data for the Opportunity Atlas tool, UCI datasets,

and on synthetic datasets of varying distributions on the independent variable (normal, exponential,

and uniform).

5.5 F-Statistic for the General LinearModel

The proofs in this section rely on insights from [Keener, 2010]. In fact, Theorem 5.5.2 can be seen

as a special case of Theorem 14.11 in [Keener, 2010] where, under the null hypothesis, the projec-

tion onto ω0 results in βN and, under the alternative hypothesis, the projection onto ω results in

β.

We present the main test statistic we will use for hypothesis testing. This statistic is equivalent to

the generalized likelihood ratio test statistic and can be written as

T =

(
n− r
r− q

)
∥Y− Xβ̂

N∥2 − ∥Y− Xβ̂∥2

∥Y− Xβ̂∥2
=

(
n− r
r− q

)
∥Xβ̂ − Xβ̂

N∥2

∥Y− Xβ̂∥2
, (5.21)

where β̂
N
, β̂ are the least squares estimates under the null and alternative hypothesis respectively.

The vectors Y − Xβ̂ and Xβ̂ − Xβ̂
N
can be shown to be orthogonal, so that ∥Y − Xβ̂

N∥2 =

∥Y− Xβ̂∥2 + ∥Xβ̂ − Xβ̂
N∥2 by the Pythagorean theorem [Keener, 2010].

Lemma 5.5.1 (Weak Law of Large Numbers, see [Keener, 2010]). Let Y1, . . . ,Yn be i.i.d. random

variables with mean μ. Then
1
n

n∑
i=1

Yi = Ȳn
P−→ μ,

provided thatE[|Yi|] <∞.
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Theorem 5.5.2. For every n ∈ N with n > r, let X = Xn ∈ Rn×p be the design matrix. Under the

general linear model Y = Yn ∼ N (Xnβ, σ2e In×n),

T = Tn ∼ Fr−q,n−r(η2n), η2n =
∥Xnβ − XnβN∥2

σ2e
,

where Fn,m is the F-distribution with parameters n, m, βN = E[β̂
N
], q is the dimension of ω0, and r is

the dimension of ω with 0 ≤ q < r.

Furthermore,

1.

∥Yn − Xn β̂∥2 ∼ X 2
n−rσ2e , ∥Xn β̂ − Xn β̂

N∥2 ∼ X 2
r−q(η2n)σ

2
e .

2. If there exists η ∈ R such that ∥Xnβ−XnβN∥2
σ2e

→ η2, then

T = Tn ∼ Fr−q,n−r(η2n)
D−→

χ2r−q(η
2)

r− q
.

3. We have
∥Yn − Xn β̂∥2

n− r
P−→ σ2e .

The values β = E[β̂], βN = E[β̂
N
] are the expected values of our parameter estimates under the

alternative and null hypotheses respectively.

Proof of Lemma 5.5.2. First, define Ω0 = {Xβ : β ∈ Rp, β ∈ ω0} (for null hypothesis) and

Ω = span{c1, . . . , cp} = {Xβ : β ∈ Rp, β ∈ ω} (for alternative) where c1, . . . , cp are the columns

of X. Write Y =
∑n

i=1 Zivi, where v1, . . . , vn is an orthonormal basis chosen so that v1, . . . , vr spans

Ω (so that vr+1, . . . , vn lies in Ω⊥) and v1, . . . , vq spans Ω0.

For all i ∈ [n], we can find Zi ∈ Rn by introducing an n × nmatrixOwith columns v1, . . . , vn.
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As a result,O is an orthogonal matrix (i.e.,OTO = OOT = I sinceO is a square matrix) such that

Z = OTY (or Y = OZ).

As before Y = Xβ+ e, where e ∼ N (0, σ2e In×n). As a result, Z = OT(Xβ+ e) = OTXβ+OTe. If

we define τ = OTXβ and e∗ = OTe, then Z = τ + e∗. And becauseE[e∗] = E[OTe] = OTE[e] = 0

and cov(e∗) = cov(OTe) = OTcov(e)O = OT(σ2e I)O = σ2e I, e∗ ∼ N (0, σ2e In×n). As a result,

Z ∼ N (τ, σ2e In×n).

Next, since c1, . . . , cp denotes the columns of the design matrix X, Xβ =
∑p

i=1 βici and

τ = OTXβ =



vT1

vT2
...

vTn


p∑

i=1
βici =



∑p
i=1 βiv

T
1 ci∑p

i=1 βiv
T
2 ci

...∑p
i=1 βiv

T
n ci


.

And because c1, . . . , cp all lie in Ω and vr+1, . . . , vn in Ω⊥, we have vTk ci = 0 for all k > r. Then,

τr+1 = · · · = τn = 0.

Additionally, because τ = OTXβ,

Xβ = Oτ = (v1 · · · vn)



τ1

τ2
...

τr

0
...

0



=
r∑

i=1
τivi.

163



Essentially, we established a one-to-one relation between points Xβ ∈ Ω and (τ1, . . . , τr) ∈ Rr.

Now, since Z ∼ N (τ, σ2e In×n), Z1, . . . ,Zn are independent and Zi ∼ N (τi, σ2e ) for all i ∈ [n].

Furthermore, τr+1 = · · · = τn = 0.

Then since Xβ =
∑r

i=1 τivi, Xβ̂ =
∑r

i=1 Zivi and Xβ̂
N
=
∑q

i=1 Zivi.

As a result, we get

∥Y− Xβ̂∥2 = ∥
n∑

i=r+1
Zivi∥2 =

n∑
i=r+1

n∑
j=r+1

ZiZjvTi vj =
n∑

i=r+1
Z2
i ,

which follows since for all i ̸= j, vTi vj = 0 and for i = j, vTi vj = 1. Also, since τr+1 = · · · = τn = 0,

Zi ∼ σeN (τi, 1), ∥Y− Xβ̂∥2 ∼ X 2
n−rσ2e .

Similarly,

∥Y− Xβ̂
N∥2 =

n∑
i=q+1

Z2
i .

Then by Equation (5.21),

T =

1
r−q
∑r

i=q+1 Z2
i

1
n−r
∑n

i=r+1 Z2
i
=

1
r−q
∑r

i=q+1(Zi/σe)2

1
n−r
∑n

i=r+1(Zi/σe)2
.

The variables Zi are independent and because Zi/σe ∼ N (τi/σe, 1), using properties of the

(non-central) chi-squared distribution,

r∑
i=q+1

(
Zi

σe

)2
∼ χ2r−q(η

2
n), η2n =

r∑
i=q+1

τ2i
σ2e
.

As a corollary, ∥Xβ̂ − Xβ̂
N∥2 ∼ X 2

r−q(η2n)σ
2
e .

Also, since τi = 0 for i = r + 1, . . . , n, Zi/σe ∼ N (0, 1) for i = r + 1, . . . , n. As a result,∑n
i=r+1(Zi/σe)2 ∼ χ2n−r.

By definition of the noncentral F-distribution, we have T ∼ Fr−q,n−r(η2n)where η
2
n =

∑r
i=q+1

τ2i
σ2e
.

164



We know that Xβ = E[Xβ̂] =
∑r

i=1 τivi and Xβ
N = E[Xβ̂

N
] =

∑q
i=1 τivi. As a result,

Xβ − XβN =
∑r

i=q+1 τivi so that

∥Xβ − XβN∥2 =
r∑

i=q+1
τ2i .

This completes the proof of the distribution of T.

In the limit, by Lemma 5.5.3

Tn = Fr−q,n−r(η2n)
D−→

χ2r−q(η
2)

r− q
.

Finally, we have established that

∥Yn − Xn β̂∥2

n− r
∼
X 2
n−rσ2e
n− r

.

Applying the weak law of large numbers (Lemma 5.5.1), χ
2
n−r
n−r

P−→ 1. As a result,

∥Yn − Xn β̂∥2

n− r
P−→ σ2e .

Lemma 5.5.3. Let X ∼ Fn,m(λ) and Y = limm→∞ nX. Then Y ∼ χ2n(λ).

Proof. By definition of the F-distribution, X = N/n
M/m , whereN ∼ X

2
n (λ) andM ∼ X 2

m are

independent random variables.

For mutually independent χ21 random variables Y1, . . . ,Ym,

M =
Y1 + · · ·+ Ym

m
.

165



By the weak law of large numbers (Lemma 5.5.1),

M
m

P−→ E[Y1] = 1.

As a result, by Slutsky’s Theorem (Theorem 5.3.6),

lim
m→∞

nX = lim
m→∞

N
M/m

= N ∼ X 2
n (λ).

5.6 Duality Between Testing and Interval Estimation

In this section, we expand on the relationship between interval or region estimation (i.e., confidence

interval estimation) and hypothesis testing. We present a general formulation, which can be spe-

cialized to linear regression. Previous work (e.g., [Ferrando et al., 2020]) examines the generation of

confidence intervals for differentially private parametric inference. Our work focuses on hypothesis

testing.

As before, for some unknown parameter θ ∈ Ω,Z ∼ Pθ is the observed data. Also let f : Ω→ R

be a function on the parameter space (i.e., for linear regression, we can compute functions of the

slope and/or intercept).

Definition 5.6.1 (Confidence Region). A (random) set S(Z) is a 1 − α confidence region for a

(function of a) parameter f(θ) if

Pθ[f(θ) ∈ S(Z)] ≥ 1− α, ∀θ ∈ Ω.

A confidence region is, essentially, a multi-dimensional generalization of a confidence interval.
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Definition 5.6.2 (Acceptance Region). For every f0 ∈ R, A(f0) is the acceptance region for a

nonrandomized level α test of

H0 : f(θ) = f0 vs. H1 : f(θ) ̸= f0.

A(f0) denotes the range of values that would lead to acceptance of the null hypothesis, when the

null is true, where for the level α test,

Pθ[Z ∈ A(f(θ))] ≥ 1− α, ∀θ ∈ Ω.

Define the following function:

S(z) = {f0 : ∃θ0 s.t. f0 = f(θ0) and z ∈ A(f0)}.

Then f(θ) ∈ S(Z) ⇐⇒ Z ∈ A(f(θ))which implies that

Pθ(f(θ) ∈ S(Z)) = Pθ(Z ∈ A(f(θ))) ≥ 1− α.

We have established that S(Z) is, thus, a 1 − α confidence region for f. Essentially, we have shown

thatwe can construct confidence regions from a family of nonrandomized tests.

For any function f : Ω → R and f0 = f(θ0), we could seek to obtain a 1 − α confidence region

S(Z) for the parameter f0 (e.g., the mean or median).

Now, consider a test φ defined by

φ(z) =


1 if f0 /∈ S(z)

0 otherwise
.
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Then if f(θ) = f0, then

Eθφ = Pθ[f0 /∈ S(Z)] (5.22)

= Pθ[f(θ) /∈ S(Z)] ≤ α. (5.23)

This test has level at most α for testing

H0 : f(θ) = f0 vs. H1 : f(θ) ̸= f0.

Then if the coverage probability for S(Z) is exactly 1− α, then

Pθ[f(θ) ∈ S(Z)] = 1− α, ∀θ ∈ Ω,

so that φ will have level of exactly α.

To summarize, we have shown that we can: (1) Construct confidence regions from a family of

nonrandomized tests. (2) Construct a family of nonrandomized tests from a 1−α confidence region.

Since (nontrivial) DP tests are randomized, to apply the duality framework, we could de-randomize

by giving the DP procedure the random bits to be used for DP. Or we can also define the DP proce-

dure as a family of nonrandomized tests.

We can still turn DP procedures for confidence region estimation into procedures for testing

although, as we show below, the power of the corresponding tests is likely to be very low if the area

of the confidence regions are too large.

More Details on Experimental Evaluation of DP Confidence Intervals We now

proceed to construct a hypothesis test based on DP parametric bootstrap confidence intervals (e.g.,

using the work of [Ferrando et al., 2020]). Then we will experimentally compare to our linear rela-
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tionship tester based on the DP F-statistic.

Suppose that θ is the set of parameters (e.g., standard deviation of the dependent and indepen-

dent variables) and f = f(θ) is the estimation target (e.g., the slope in the dataset). The goal is to

obtain a 1− α confidence interval [ân, b̂n] for f(θ) via an end-to-end differentially private procedure.

In other words, we want

P
[
ân ≤ f(θ) ≤ b̂n

]
= 1− α,

where the probability is taken over both θ and f.

Because of the randomized nature of (non-trivial) DP procedures, the finite-sample coverage of

the interval might not exactly be close to 1− α. Ferrando, Wang, and Sheldon [Ferrando et al., 2020]

show the consistency of these intervals (in the large-sample, asymptotic regime).

Algorithm 10 follows the same framework as Algorithm 5, except that instead of simulating test

statistics under the null hypothesis, the goal is to calculate a confidence interval for the slope. P(θ̃0 ,̃θ1)

denotes the distribution from which we shall generate our bootstrap samples and from which a con-

fidence interval can be estimated. For example, for taking bootstrap samples for the slope, P(θ̃0 ,̃θ1)

would approximately be distributed asN (β̃1,
S̃2
ñvar)where ñvar = n · x̃2 − n · x̃2 and S̃2 is as de-

fined in Algorithm 6. Note that a crucial difference between tests based on the parametric bootstrap

confidence intervals and our tests is the following: our tests only use θ̃0, a subset of the estimated

DP statistics, to simulate the null distribution and decide to reject the null while the other approach

uses (θ̃0, θ̃1) to decide to reject the null.

The target slope is b. For example, if we seek to test for a linear relationship, we set b = 0 since

under the null hypothesis, the slope will be 0. DPStats is a ρ-zCDP procedure for estimating DP

sufficient statistics for a parametric model. In Algorithm 10, (s(l), s(r)) is the parametric bootstrap

confidence interval for the slopes under the null hypothesis.

Without privacy, by Lemma 5.3.3, under the null hypothesis, we know that the slopes will be dis-
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Algorithm 10:DP Test Framework via Parametric Bootstrap Confidence Inter-
vals.
Data: X ∈ Rn×p;Y ∈ Rn

Input: n (dataset size); ρ (privacy-loss parameter); α (target significance); b (target slope)
1 (θ̃0, θ̃1) = DPStats(X,Y, n, ρ)
2 if θ̃0 = θ̃1 =⊥ then
3 return Fail to Reject the null
4

5 SelectK > 1/α
6 for k = 1 . . .K do
7 Sample slope sk ∼ P(θ̃0 ,̃θ1)

8

9 Sort s(1) ≤ · · · ≤ s(K)
10

11 Set l = ⌈(K+ 1)(α/2)⌉
12 Set r = ⌈(K+ 1)(1− α/2)⌉
13 if b /∈ (s(l), s(r)) then
14 returnReject the null
15 else
16 return Fail to Reject the null
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tributed as the following distribution: β̂1 ∼ N
(
β, σ2e

n·σ̂2x

)
∼ N

(
0, σ2e

n·σ̂2x

)
. Even as n increases and

as we take fresh samples of β̂1, the parametric bootstrap confidence interval around β̂1 gets smaller

and more concentrated around the true value 0. We expect to observe similar behavior when apply-

ing DP.

5.7 Experimental Framework forMonte Carlo Evaluation

In Algorithm 11, we present a generic procedure showing how we obtain significance and power on

our experimental evaluation of our DP tests. EstimateRejectionProb is a meta-procedure that uses

DataSampler to sample a datasetD either from the null or alternative distribution we are testing.

Then it runs MonteCarloTester to decide whether to reject or fail to reject the null. MonteCarloTester

can be any of the private Monte Carlo tests defined above or their non-private versions. The fraction

of times (amongstM trials) a reject decision is returned is estimated and can be used to calculate the

significance or the power of the test.

DataSampler: This procedure is used to sample from a user-specified distribution for testing the

null or the alternative hypothesis. For example, for two groups (X1,Y1) and (X2,Y2)with slopes

β1 and β2 respectively, the user could specify β1 = β2 as parameters to the data sampler. Other

parameters include the size of the groups, the noise distribution in the dependent or independent

variable, and so on.

MonteCarloTester: Examples of this procedure are instantiations of Algorithm 5.

CompareAlgorithms: For user-specified data samplers andMonte Carlo test procedures, this

procedure (Algorithm 12) collates significance and power (to be plotted, for example).
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Algorithm 11: EstimateRejectionProb: Meta-Procedure for Estimating signifi-
cance and power.
Input: DataSampler;MonteCarloTester;M(#trials)

1 r = 0
2 form = 1, . . . ,M do
3 D← DataSampler()
4 if MonteCarloTester(D) = Reject the null then
5 r = r+ 1

6 // Compute empirical probability that the test rejects
7 return r/M

Algorithm 12:CompareAlgorithms: Compares statistical performance of DP
tests.
Input: DataSamplerList;MonteCarloTesterList;M(#trials)

1 R = []
2 forDataSampler ∈ DataSamplerList do
3 forMonteCarloTester ∈ MonteCarloTesterList do
4 e = EstimateRejectionProb(DataSampler,MonteCarloTester,M)
5 Append (DataSampler,MonteCarloTester,M, e) toR

6 returnR
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Forget inspiration. Habit is more dependable. Habit will

sustain you whether you’re inspired or not. Habit will

help you finish and polish your stories. Inspiration won’t.

Habit is persistence in practice.

Octavia Butler

6
Private Social Choice Theory

In social choice theory, (Kemeny) rank aggregation is a well-studied problem where the goal is to

combine rankings frommultiple voters into a single ranking on the same set of items. Since rank-

ings can reveal preferences of voters (which a voter might like to keep private), it is important to

aggregate preferences in such a way to preserve privacy. In this work, we present differentially pri-

vate algorithms for rank aggregation in the pure and approximate settings along with distribution-

independent utility upper and lower bounds. In addition to bounds in the central model, we also
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present utility bounds for the local model of differential privacy.

The goal of rank aggregation is to find a central ranking based on rankings of two or more vot-

ers. Rank aggregation is a basic formulation that is studied in diverse disciplines ranging from so-

cial choice [Arrow, 1963], voting [Young and Levenglick, 1978, Young, 1995], and behavioral

economics to machine learning [Wistuba and Pedapati, 2020], data mining [Dwork et al., 2001],

recommendation systems [Pennock et al., 2000], and information retrieval [Mansouri et al., 2021].

The problem has a long and rich algorithmic history [Conitzer et al., 2006, Meila et al., 2007, Kenyon-

Mathieu and Schudy, 2007, Mandhani andMeila, 2009, Schalekamp and van Zuylen, 2009, Ailon

et al., 2008].

In many rank aggregation applications such as voting, it is imperative to find a central ranking

such that the privacy of the voters who contributed the rankings is preserved. A principled way

to achieve this is to view the problem through the lens of the rigorous mathematical definition of

differential privacy (DP) [Dwork et al., 2006b,a]. As in other privacy settings, it is then important to

understand the trade-off between privacy and utility, i.e., the quality of the aggregation.

DP rank aggregation has been studied in a few recent papers [Hay et al., 2017, Yan et al., 2020,

Liu et al., 2020]. While the algorithms in these works are guaranteed to be DP, their utility is prov-

ably good only under generative settings such as the Mallows model [Mallows, 1957, Fligner and

Verducci, 1986] or with other distributional assumptions. The question we ask in this work is: can

one circumvent such stylized settings and obtain a DP rank aggregation algorithm with provably

good utility in the worst case? We answer this affirmatively by providing a spectrum of algorithms in

the central and local DP models.

In the central model of DP, a trusted curator holds the non-private exact rankings from all users

and aggregates them into a single ranking while ensuring privacy. In the local model of DP, this

process would be done without collating the exact rankings of the users. As an example, consider a

distributed recommendation system that can be used to determine a central ranking based on indi-
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vidual user rankings. Suppose there are at least four users in a recommendation system. Each user

wishes to visit a state with at least one Google office. In addition, each user has their own criteria for

deciding which office to visit. The candidate Google offices are: Mountain View (M), San Francisco

(S), New York (N), Cambridge (C), and Accra (A). In Table 6.1, we show each user’s ranking of the

candidate offices based on different criteria. Evidently, since each user wishes to visit a state or city

for a different reason, every user’s ranking on the candidate offices is also not the same. The goal

of our work is to aggregate user preferences into one single ranking on the candidate offices while

preserving the privacy of each user.

6.0.1 Background

Let [m] = {1, . . . ,m} be the universe of items to be ranked (we assume this is public information)

and let Sm be the group of rankings (i.e., permutations) on [m]. For example, the universe of items

could be the set of all restaurants in New York. Let Π = {π1, . . . , πn} be a given set of rankings,

where n is the number of users and each πk ∈ Sm gives an ordering on them items. We assume that

the lower the position π(j) of an item j ∈ [m] in a ranking π, the higher our preference for that item

j. For i, j ∈ [m] such that i ̸= j, define wΠ
ij = Prπ∼Π[π(i) < π(j)], i.e., wΠ

ij is the fraction of

rankings that rank item i before j. As noted by Ailon et al. [2008], for a graph onm nodes, when the

weight of each edge (i, j) is wΠ
ij , rank aggregation reduces to the weighted version of the minimum

Feedback Arc Set in Tournaments (FAST) problem.

User Criteria Ranking
1 Visit a relative in California M < S < N < C < A
2 Go on vacation at an African Safari A < M < N < C < S
3 Take pictures of the Statue of Liberty N < C < S < M < A
4 Touch the Android Lawn Statues M < S < C < N < A

Table 6.1: Aggrega ng Preferences on Offices to Visit. X < Y denotes preference for X over Y.
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Rank aggregation is based on theKendall taumetric:

K(π1, π2) = |{(i, j) : π1(i) < π1(j) but π2(i) > π2(j)}|,

for any two rankings π1, π2 ∈ Sm. In other words,K(π1, π2) is the number of pairwise disagree-

ments between the two permutations π1 and π2. Note thatK(π, π) = 0 for any permutation π and

the maximum value ofK(·, ·) is
(m
2
)
. For example, if π1 = (1, 2, 3, 4) and π2 = (2, 3, 1, 4), then

K(π1, π2) = 2.

We also define the average Kendall tau distance (or theKemeny Score) to a set Π = {π1, . . . , πn}

of rankings asK(σ,Π) = 1
n
∑n

i=1 K(σ, πi). We use OPT(Π) to denote minσ K(σ,Π).≪DA :

comment on coming up with Condorcet winners.≫

We say that a randomized algorithmA obtains an (α, β)-approximation for the (Kemeny) rank

aggregation problem if, given Π, it outputs σ such that Eσ[K(σ,Π)] ≤ α · OPT(Π) + β, where α

is the approximation ratio and β is the additive error. When β = 0, we callA an α-approximation

algorithm.

Differential Privacy. We consider two sets Π = {π1, . . . , πn},Π′ = {π′1, . . . , π′n} of rank-

ings to be neighboring if they differ on a single ranking. In this work, we consider both the central

and localmodels of DP. For ε > 0, δ ≥ 0, a randomized algorithmA : (Sm)n → Sm is (ε, δ)-

differentially private (DP) in the central model if for all neighboring sets Π,Π′ of rankings and for

all S ⊆ Sm,

Pr[A(Π) ∈ S] ≤ eε Pr[A(Π′) ∈ S] + δ.

In other words, in the central model the algorithmA can access all the input rankings and only the

output aggregated ranking is required to be private.

In the (interactive) local model of DP [Kasiviswanathan et al., 2011], the users retain their rank-
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ings and the algorithmA is a randomized protocol between the users; let TA denote the transcript of

the protocol*. An algorithmA is (ε, δ)-differentially private (DP) in the local model if for all neigh-

boring sets Π,Π′ of rankings and for all sets S of transcripts,

Pr[TA(Π) ∈ S] ≤ eε Pr[TA(Π′) ∈ S] + δ.

We say thatA is a pure-DP algorithm (denoted ε-DP) when δ = 0 and is an approximate-DP

algorithm otherwise.

6.0.2 Our Results

We obtain polynomial-time pure- and approximate-DP approximation algorithms for rank aggre-

gation in the central and local models. Note that by using the exponential mechanism of McSherry

and Talwar [2007], one can obtain an algorithm with approximation ratio of 1 and additive error of

Õ(m3/n); however this algorithm is computationally inefficient [Hay et al., 2017].

Our algorithms are based on two generic reductions. In our first reduction, we show that using

standard DPmechanisms for aggregation (e.g., Laplace or Gaussian in the central model) to estimate

the values of wij’s and then running an off-the-shelf approximation algorithm for rank aggregation

(that is not necessarily private), preserves the approximation ratio and achieves additive errors of

O(m4/n) for pure-DP in the central model,O(m3/n) for approximate-DP in the central model,

andO(m3/
√
n) in the local model. In the second reduction, we show how to improve the additive

errors to Õ(m3/n), Õ(m2.5/n), and Õ(m2.5/
√
n) respectively, while obtaining an approximation

ratio of almost 5. This reduction utilizes the query pattern properties of the KwikSort algorithm

of Ailon et al. [2008], which only needs to look atO(m logm) entries wij’s. Roughly speaking, this

*We refer the readers to [Duchi and Rogers, 2019] for a more detailed formalization and discussion on
interactivity in the local model.
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means that we can add a smaller amount of noise per query, leading to an improved error bound.

Our results are summarized in Tables 6.2 and 6.3.

We remark that the idea of adding a smaller amount of noise when the algorithm uses fewer

queries of wij’s was also suggested and empirically evaluated for the KwikSort algorithm by Hay

et al. [2017]. However, they did not prove any theoretical guarantee of the algorithm. Further-

more, our algorithm differs from theirs when KwikSort exceeds the prescribed number of queries:

ours outputs the DP ranking computed using the higher-error algorithm that noises allm2 entries

whereas theirs just outputs the sorted ranking so far where the unsorted part is randomly ordered.

The latter is insufficient to get the additive error that we achieve because leaving even a single pair

unsorted can lead to error as large as Ω(1); even if this event happens with a small probability of

1/mO(1), the error remains at Ω(1/mO(1)), which does not converge to zero as n→∞.

In addition to our algorithmic contributions, we also prove lower bounds on the additive error

that roughly match the upper bounds for n ≥ Õ(m) in the case of pure-DP and for n ≥ Õ(
√
m)

for approximate-DP, even when the approximation ratio is allowed to be large. Our lower bounds

proceed by reducing from the 1-way marginal problem and utilizing existing lower bounds for pure-

and approximate-DP for the 1-way marginals problem [Hardt and Talwar, 2010, Bun et al., 2018,

Steinke and Ullman, 2015, Dwork et al., 2015, Steinke and Ullman, 2017].

α β
ε-DP 5+ ξ

m3 logm
εn (Corollary 6.2.6)

(ε, δ)-DP m2.5
√

logm
εn

√
log 1

δ (Corollary 6.2.7)

ε-DP 1+ ξ
m4

εn (Corollary 6.2.3)
(ε, δ)-DP m3

εn

√
log 1

δ (Corollary 6.2.4)

ε-DP 1 m3

εn logm [Hay et al., 2017]

Table 6.2: Guarantees of different (α, β)-approxima on algorithms in the central model; here ξ can be any posi ve con-
stant. We drop the big-O nota on in β for brevity. All of our algorithms run in poly(nm) me, whereas the exponen al
mechanism [Hay et al., 2017] runs inO(m! · n) me.
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α β
ε-DP 1+ ξ m3

ε
√
n (Corollary 6.3.2)

ε-DP 5+ ξ m2.5 logm
ε
√
n (Corollary 6.3.5)

Table 6.3: Guarantees of (α, β)-approxima on algorithms in the local model. As before, we drop the big-O nota on in
β.

6.1 Notation

LetwΠ denote the [m] × [m]matrix whose (i, j)th entry is wΠ
ij . Note that the average Kendall tau

distance can also be written as

K(σ,Π) =
∑
i,j∈[m]

1[σ(i) ≤ σ(j)] · wΠ
ji ,

where 1[·] is the binary indicator function. Hence, we may writeK(σ,wΠ) to denoteK(σ,Π) and

OPT(wΠ) to denote OPT(Π). When σ or Π are clear from the context, we may drop them for

brevity.

To the best of our knowledge, all known rank aggregation algorithms only usew and do not

directly require the input rankings Π. The only assumption that we will make throughout is that

the wij’s satisfy the probability constraint [Ailon et al., 2008], which means that wij ≥ 0 and wij +

wji = 1 for all i, j ∈ [m]where i ̸= j. Again, the non-private algorithms of [Ailon et al., 2008,

Kenyon-Mathieu and Schudy, 2007] that we will use in this paper obtained approximation ratios

under this assumption.

In fact, many algorithms do not even need to look at all ofw. Due to this, we focus on algorithms

that allow query access tow. Besides these queries, the algorithms do not access the input otherwise.

Our generic reductions below will be stated for such algorithms.
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6.2 Algorithms in the CentralModel

In this section we present pure- and approximate-DP algorithms for rank aggregation in the cen-

tral model of DP. Our algorithms follow from two generic reductions: for noising queries and for

reducing the additive error.

Noising Queries. To achieve DP, we will have to add noise to the query answers. In this regard,

we say that a query answering algorithmQ incurs expected error e if for every i, j the answer w̃ij re-

turned byQ satisfiesE[|w̃ij − wij|] ≤ e. Furthermore, we assume thatQ computes the estimate w̃ij

for all i, j ∈ [m] (non-adaptively) but only a subset of w̃ij is revealed when queried by the ranking

algorithm; let w̃ denote the resulting matrix of w̃ij’s. In this context, we say thatQ satisfies (ε, δ)-DP

for q (adaptive) queries ifQ can answer q such w̃ij’s while respecting (ε, δ)-DP. In our algorithms,

we only useQ that adds independent Laplace or Gaussian noise to each wij to get w̃ij but we state

our reductions in full generality as they might be useful in the future.

To satisfy the probability constraints, we actually add the noise to each wij only for all i < j and

clip it to be between 0 and 1 to arrive at w̃ij. We then let w̃ji = 1− w̃ij.

6.2.1 Reduction I: Noising All Entries

We first give a generic reduction from a not necessarily private algorithm to DP algorithms. A simple

form is:

Theorem 6.2.1. Let α > 1, e, ε > 0, q ∈ N, and δ ∈ [0, 1]. Suppose that there exists a polynomial-

time (not necessarily private) α-approximation algorithmA for the rank aggregation problem that

always makes at most q queries. Furthermore, suppose that there exists a polynomial-time query an-

swering algorithmQ with expected error e that is (ε, δ)-DP for answering at most q queries.
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Then, there exists a polynomial-time (ε, δ)-DP (α, (α + 1)m2e)-approximation algorithm B for

rank aggregation.

This follows from an easy fact below that the error in the cost is at most the total error from

querying all pairs of i, j.

Fact 6.2.2. For any w̃,w and σ ∈ Sm, we have |K(σ,w)− K(σ, w̃)| ≤
∑

i,j∈[m] |wji − w̃ji|.

Proof of Theorem 6.2.1. Our algorithm B simply works by runningA, and every timeA queries

for a pair i, j, it returns the answer using the algorithmQ. The output ranking σ is simply the out-

put fromA. Since onlyQ is accessing the input directly and from our assumption, it immediately

follows that B is (ε, δ)-DP.

Since we may viewA as having the input instance w̃ (obtained by queryingQ), the α-approximation

guarantee ofA implies that

Eσ[K(σ, w̃)] ≤ α ·OPT(w̃). (6.1)

By applying Fact 6.2.2 twice, we then arrive at

Eσ,w̃[K(σ,w)]

(Fact 6.2.2) ≤ m2e+ Eσ,w̃[K(σ, w̃)]

(6.4) ≤ m2e+ α ·OPT(w̃)

(Fact 6.2.2) ≤ m2e+ α · (OPT(w) +m2e)

= α ·OPT(w) + (α + 1)m2e.

The above reduction itself can already be applied to several algorithms, although it does not yet

give the optimal additive error. As an example, we may use the (non-private) PTAS of Kenyon-
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Mathieu and Schudy [2007]; the PTAS requires all wij’s meaning that q ≤ m2 and thus we may

letQ be the algorithm that adds Lap
(
0, m2

εn

)
noise to each query†. This immediately implies the

following:

Corollary 6.2.3. For any ξ, ε > 0, there exists an ε-DP
(
1+ ξ,Oξ

(
m4

εn

))
-approximation algorithm

for the rank aggregation problem in the central model.

Similarly, if we instead add Gaussian noise with standard deviationO
(

m
εn

√
log 1

δ

)
to each query,

we arrive at the following result:

Corollary 6.2.4. For any ξ, ε, δ > 0, there exists an (ε, δ)-DP(
1+ ξ,Oξ

(
m3

εn

√
log 1

δ

))
-approximation algorithm for the rank aggregation problem in the cen-

tral model.

6.2.2 Reduction II: Improving the Additive Error

A drawback of the reduction in Theorem 6.2.1 is that it requires the algorithm to always make at

most q queries. This is a fairly strong condition and it cannot be applied, e.g., to QuickSort-based

algorithms that we will discuss below. We thus give another reduction that works even when the

algorithmmakes at most q queries with high probability. The specific guarantees are given below.

Theorem 6.2.5. Let α, e, ε > 0, q ∈ N, and ζ, δ ∈ [0, 1]. Suppose that there exists a polynomial-time

(not necessarily private) α-approximation algorithmA for rank aggregation that, with probability 1−
ζ
m4 , makes at most q queries. Furthermore, suppose that there exists a polynomial-time query answering

algorithmQ with expected error e that is (ε/2, δ)-DP for answering at most q queries.

Then, there exists a polynomial-time (ε, δ)-DP (α + ζ, β)-approximation algorithm B for the rank

aggregation problem where β = Oα
(
m2e+ 1

εn
)
.

†More precisely, to satisfy the probability constraints, we actually add the noise to each wij only for all i <
j and clip it to be between 0 and 1 to arrive at w̃ij. We then let w̃ji = 1− w̃ij.
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Proof of Theorem 6.2.5. Our algorithm B simply works by runningA, and every timeA queries for

a pair i, j, it returns the answer using the algorithmQ. IfA ends up using at most q queries, then

it returns the output σA ofA. Otherwise, it runs the ε/2-DP algorithm from Corollary 6.2.3 with

ξ = 1 and return its output σ∗. The (ε, δ)-DP guarantee of the algorithm is immediate from the

assumptions and the basic composition property of DP (see, e.g., Dwork and Roth [2014]).

We next analyze the expected Kendall tau distance of the output. To do this, let Eq denote the

event thatA uses more than q queries. From our assumption, we have Pr[Eq] ≤ ζ/m4. Further-

more, observe that

EσA [K(σA, w̃)] ≥ Pr[Eq] · EσA [K(σA, w̃) | Eq]. (6.2)

Now, let σ denote the output of our algorithm B. We have

Eσ,w̃[K(σ, w̃))]

≤ Pr[Eq] · EσA,w̃[K(σA,w) | Eq] + Pr[¬Eq] · Eσ∗ [K(σ∗,w)]

≤ EσA [K(σA, w̃)] +
ζ
m4 ·

(
2 ·OPT(w) + Oα

(
m4

εn

))
≤ α ·OPT(w) + Oα(m2e) +

2ζ
m4 ·OPT(w) + Oα

(
1
εn

)
≤ (α + ζ) ·OPT(w) + Oα

(
m2e+

1
εn

)
,

where the second inequality follows from (6.2) and the approximation guarantee of the algorithm

from Corollary 6.2.3, the third inequality follows from similar computations as in the proof of The-

orem 6.2.1, and the last inequality follows because we may assume w.l.o.g. thatm ≥ 2.

183



Concrete Bounds via KwikSort.

Ailon et al. [2008] devise an algorithmKwikSort, inspired by QuickSort, to determine a ranking on

m candidates and they show that this algorithm yields a 5-approximation for rank aggregation. It

is known in the classic sorting literature that with high probability, QuickSort (and by extension,

KwikSort) performsO(m logm) comparisons onm candidates to order thesem items. Specifically,

with probability at least 1 − ξ/m4, the number of comparisons between items would be at most

q = Oξ(m logm). Plugging this into Theorem 6.2.5 whereQ adds Lap
(
0, q

εn
)
noise to each query,

we get:

Corollary 6.2.6. For any ξ, ε > 0, there is an ε-DP
(
5+ ξ,Oξ

(
m3 logm

εn

))
-approximation algo-

rithm for the rank aggregation problem in the central model.

If we use Gaussian noise with standard deviationO
(√q

εn

√
log 1

δ

)
instead of the Laplace noise,

then we get:

Corollary 6.2.7. For any ξ, ε, δ > 0, there exists an (ε, δ)-DP(
5+ ξ,Oξ

(
m2.5
√

logm
εn

√
log 1

δ

))
-approximation algorithm for the rank aggregation problem in

the central model.

Although the approximation ratios are now a larger constant (arbitrarily close to 5), the above

two corollaries improve upon the additive errors in Corollaries 6.2.3 and 6.2.4 by a factor of Θ̃(m)

and Θ̃(
√
m) respectively.

For concreteness, we present the idea in Corollaries 6.2.6 and 6.2.7 as Algorithm 13. We use a

global counter c to keep track of howmany comparisons have been done. Once c > q (which hap-

pens with negligible probability when we set q = Ω(m logm)), we default to using a PTAS with

privacy budget of ε/2 (Corollary 6.2.3). If δ > 0, we letN be the Gaussian noise with standard

deviationOξ

(√
m logm
εn

√
log 1

δ

)
and if δ = 0, we letN be drawn from Lap

(
0,Oξ

(
m logm

εn

))
.
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Algorithm 13:DPKwikSort.
1 Parameters: ε, δ ∈ (0, 1], q ∈ N
Input: Π = {π1, . . . , πn},U ⊆ [m], c← 0

2 if U = ∅ then
3 return ∅
4 UL,UR ← ∅
5 Pick a pivot i ∈ U uniformly at random
6 for j ∈ U \ {i} do
7 c← c+ 1
8 if c > q then
9 Return PTAS with privacy budget of ε/2 as final output ▷

See Corollary 6.2.3
10 w̃ji ← wΠ

ji +N ▷ See text
11 if w̃ji > 0.5 then
12 Add j to UL
13 else
14 Add j to UR

15 returnDPKwikSort(Π, UL, c), i, DPKwikSort(Π, UR, c)
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6.3 Algorithms in the LocalModel

We next consider the local model [Kasiviswanathan et al., 2011], which is more stringent than the

central model. We only focus on pure-DP algorithms in the local model since there is a strong ev-

idence‡ that approximate-DP does not help improve utility in the local model [Bun et al., 2019,

Joseph et al., 2019].

6.3.1 Reduction I: Noising All Entries

Similar to our algorithms in the central model, we start with a simple reduction that works for any

non-private ranking algorithm by noising each wji. This is summarized below.

Theorem 6.3.1. Let α > 1, ε > 0, and δ ∈ [0, 1]. Suppose that there exists a polynomial-time

(not necessarily private) α-approximation algorithmA for the rank aggregation problem. Then, there

exists a polynomial-time ε-DP
(
α,Oα

(
m3

ε
√
n

))
-approximation algorithm B for the rank aggregation

problem in the local model.

The proof of Theorem 6.3.1 is essentially the same as that of Theorem 6.2.1 in the central model,

except that we use the query answering algorithm of Duchi et al. [2014], which can answer all the

m2 entries with expected error ofO
(

m
ε
√
n

)
per entry; this indeed results inO

(
m3

ε
√
n

)
additive error

in the above theorem. We remark that if one were to naively use the randomized response algorithm

on each entry, the resulting error would beO
(

m2

ε
√
n

)
per entry; in other words, Duchi et al. [2014]

saves a factor of Θ(m) in the error.

Plugging the PTAS of Kenyon-Mathieu and Schudy [2007] into Theorem 6.3.1, we arrive at the

following:

‡Bun et al. [2019], Joseph et al. [2019] give a generic transformation from any sequentially interactive
local approximate-DP protocols to a pure-DP one while retaining the utility. However, this does not apply to
the full interaction setting.
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Corollary 6.3.2. For any ξ, ε > 0, there exists an ε-local DP
(
1+ ξ,Oξ

(
m3

ε
√
n

))
-approximation

algorithm for the rank aggregation problem in the local model.

6.3.2 Reduction II: Improving the Additive Error

Similar to the algorithm in the central model, intuitively, it should be possible to reveal only the re-

quired queries while adding a smaller amount of noise. Formalizing this, however, is more challeng-

ing because the algorithm of Duchi et al. [2014] that we use is non-interactive in nature, meaning

that it reveals the information about the entire vector at once, in contrast to the Laplace or Gaussian

mechanisms for which we can add noise and reveal each entry as the algorithm progresses. Fortu-

nately, Bassily [2019] provides an algorithm that has accuracy similar to Duchi et al. [2014] but also

works in the adaptive setting. However, even Bassily’s algorithm does not directly work in our set-

ting yet: the answers of latter queries depend on that of previous queries and thus we cannot define

w̃ directly as we did in the proof of Theorem 6.2.5.

Modifying Bassily’s Algorithm.

We start by modifying the algorithm of Bassily [2019] so that it fits in the “query answering algo-

rithm” definition we used earlier in the central model. However, while the previous algorithms can

always support up to q queries, the new algorithm will only be able to do so with high probability.

That is, it is allowed to output⊥with a small probability. This is formalized below.

Lemma 6.3.3. For any ε, ζ > 0 and q > 10m logm, there exists an ε-DP query-answering algorithm

Q in the local model such that

• If we consider⊥ as having zero error, its expected error per query is at most O
(

q
ε
√
nm

)
.

• For any (possibly adaptive) sequence i1j1, . . . , iqjq of queries, the probability thatQ outputs⊥

on any of the queries is at most exp(−0.1q/m).
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For simplicity of the presentation, we assume that n is divisible bym. We remark that this is with-

out loss of generality as otherwise we can imagine having “dummy” t < m users so that n + t is

divisible bym, where these dummy users do not contribute to the queries.

The algorithm is simple: it randomly partitions the n users into setsP1, . . . ,Pm. Then, on each

query ji, it uses a random set to answer the query (via theRandomized Responsemechanism [Warner,

1965]) with ε0-DP where ε0 = 0.5εm/q. Finally, the algorithm outputs⊥ if that particular set has

already been used at least 2q/m times previously.

We remark that the main difference between the original algorithm of Bassily [2019] and our

version is that the former partitions the users into q sets and use the tth set to answer the tth query.

This unfortunately means that an answer to a query jimay depend on which order it was asked,

which renders our utility analysis of DP ranking algorithms invalid because w̃ is not well defined.

Our modification overcomes this issue since the partition used for each ji (denoted by ℓ(j, i) below)

is independently chosen among them sets.

Proof of Lemma 6.3.3. The full algorithm is described in Algorithm 14; here (P1, . . . ,Pm) is a

random partition where each set consists of n/m users and ℓ(j, i) is i.i.d. uniformly at random from

[m]. Moreover, c is a vector of counters, where c(p) is initialized to zero for all p ∈ [m].

We will now prove the algorithm’s privacy guarantee. Let us consider a user k; suppose that this

user belongs toPℓ. By definition of the algorithm, this user applies the Randomized Response

algorithm at most 2q/m times throughout the entire run. Since each application is ε0-DP (see,

e.g., [Kasiviswanathan et al., 2011]), basic composition of DP ensures that the entire algorithm is

(2q/m) · ε0 = ε-DP.

We next analyze its accuracy guarantee. Fix a query ji. For every user k ∈ [n], let Bk denote 1[k ∈

Pℓ(j,i)]. Notice that w̃ji =
∑

k∈[n]
m
n · Bk · w̃

k
ji and E[Bk · w̃k

ji] =
1
m · w

k
ji. Thus, we haveE[w̃ji] = wji.
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Algorithm 14: ε-DP Adaptive Query Answering Algorithm in the Local Model.
1 Parameters: ε > 0, q ∈ N, Partition (P1, . . . ,Pm) of [n], ℓ : [m]× [m]→ [m]
Input: Π = {π1, . . . , πn}, c : [m]→ Z

2 ε0 ← 0.5εm/q
3 dε ← eε0+1

eε0−1
4 for user k ∈ Pℓ(j,i) do
5 c(ℓ(j, i))← c(ℓ(j, i)) + 1
6 if c(ℓ(j, i)) > 2q/m then
7 return⊥
8 wk

ji = 1[πk(j) < πk(i)]

9 Let w̃k
ji ←

{
dε w.p. 1/2 · (1+ wk

ji/dε)
−dε w.p. 1/2 · (1− wk

ji/dε)

10 return w̃ji :=
m
n ·
∑

k∈Pℓ(j,i)
w̃k
ji

Furthermore, we have

Var(w̃ji) =
(m
n

)2
·

(∑
k∈[n]

Var(Bk · w̃k
ji)

+
∑

1≤k<k′≤n

Cov(Bk · w̃k
ji,Bk′ · w̃k′

ji )

)
. (6.3)

Observe that Var(Bk · w̃k
ji) ≤ E[(Bk · w̃k

ji)
2] = d2ε /m = O

(
1

mε20

)
= O

(
q2

m3ε2

)
. Moreover, since

Pℓ is a random subset of n/m users, Bk and Bk′ are negatively correlated, meaning that Cov(Bk ·

w̃k
ji,Bk′ · w̃k′

ji ) ≤ 0. Plugging these back into (6.3) yields Var(w̃ji) ≤ O
(

q2
nmε2

)
. This, together with

the fact that w̃ji is an unbiased estimator of wji, implies that E[|w̃ji − wji|] ≤ O
(

q
ε
√
nm

)
as desired.

Finally, we bound the probability that the algorithm outputs⊥. Since the ℓ(j, i)’s are i.i.d. drawn

from [m], we can apply the Chernoff bound and the union bound (over them partitions) to con-

clude that the probability that any sequence of q queries will trigger the algorithm to return⊥ is at

mostm · exp(−q/(3m)) ≤ exp(−0.1q/m), where the inequality follows from our assumption that
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q ≥ 10m logm.

The Reduction.

Having described and analyzed the modified version of Bassily’s algorithm, we can now describe the

main properties of the second reduction in the local model:

Theorem 6.3.4. Let α, ε > 0, q ∈ N, and ζ, δ ∈ [0, 1] such that q ≥ 10m log(m/ζ). Suppose

that there exists a polynomial-time (not necessarily private) α-approximation algorithmA for the rank

aggregation problem that with probability 1− ζ
m4 makes at most q queries.

Then, there is a polynomial-time ε-DP (α + ζ, β)-approximation algorithm B for the rank aggre-

gation problem where β = Oα

(
m1.5q
ε
√
n

)
in the local model.

The proof of Theorem 6.3.4 follows its counterpart in the central model (Theorem 6.2.5); the

main difference is that, instead of stopping after q queries previously, we stop upon seeing⊥ (in

which case we run the PTAS from Corollary 6.3.2). The full proof is deferred to SM.

As in the central model, if we apply the concrete bounds for the KwikSort algorithm (which

yields 5-approximation and requiresO(m logm) queries w.h.p.) to Theorem 6.3.4, we arrive at the

following corollary:

Corollary 6.3.5. For any ξ, ε > 0, there is an ε-DP
(
5+ ξ,Oξ

(
m2.5 logm

ε
√
n

))
-approximation algo-

rithm for the rank aggregation problem in the local model.

For concreteness, we also provide the full description in Algorithm 15. Again, similar to the set-

ting of Algorithm 14, we pick (P1, . . . ,Pm) to be a random partition where each set consists of

n/m users and ℓ(j, i) i.i.d. uniformly at random from [m], and we initialize c(p) = 0 for all p ∈ [m].

Here τ is the threshold that is set to be Ω(logm).
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Algorithm 15: LDPKwikSort.
1 Parameters: ε > 0, τ > 0, Partition (P1, . . . ,Pm) of [n], ℓ← [m]× [m]→ [m]
Input: Π = {π1, . . . , πn},U ⊆ [m], c : [m]→ Z

2 if U = ∅ then
3 return ∅
4 UL,UR ← ∅
5 Pick a pivot i ∈ U uniformly at random
6 for j ∈ U \ {i} do
7 for user k ∈ Pℓ(j,i) do
8 c(ℓ(j, i))← c(ℓ(j, i)) + 1
9 if c(ℓ(j, i)) > τ then
10 Run (local) PTAS with privacy budget of ε/2 ▷ See Corollary 6.3.2

11 w̃k
ji ←

{
dε w.p. 1/2 · (1+ wk

ji/dε)
−dε w.p. 1/2 · (1− wk

ji/dε)

12 w̃ji ← m
n ·
∑

k∈Pℓ(j,i)
w̃k
ji

13 if w̃ji > 1/2 then
14 Add j to UL
15 else
16 Add j to UR

17 return LDPKwikSort(Π, UL, c), i, LDPKwikSort(Π, UR, c)
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6.4 Lower Bounds

To describe our lower bounds, recall that the “trivial” additive error that is achieved by outputting

an arbitrary ranking isO(m2). In this sense, our algorithms achieve “non-trivial” additive error

when n ≥ Õ(m/ε) for pure-DP (Corollary 6.2.6) and n ≥ Õ(
√
m/ε) for approximate-DP (Corol-

lary 6.2.7) in the central model and when n ≥ Õ(m/ε2) in the local model (Corollary 6.3.5). In this

section we show that this is essentially the best possible, even when the multiplicative approximation

ratio is allowed to be large. Specifically, we show the following results for pure-DP and approximate-

DP respectively in the centralmodel.

Theorem 6.4.1. For any α, ε > 0, there is no ε-DP (α, 0.01m2)-approximation algorithm for rank

aggregation in the central model for n = o(m/ε).

Theorem 6.4.2. For any constant α > 0 and any ε ∈ (0, 1], there exists c > 0 (depending on α) such

that there is no (1, o(1/n))-DP (α, cm2)-approximation algorithm for rank aggregation in the central

model for n = o(
√
m/ε).

We stress that any lower bound in the central model also applies to DP algorithms in the local

model. Specifically, the sample complexity in Theorem 6.4.1 also matches that in Corollary 6.3.5 to

within a factor ofO(1/ε).

Due to space constraints, we will only describe high-level ideas here. The full proofs are deferred

to SM.

Proof Overview: Connection to (1-Way) Marginals. We will describe the intuition

behind the proofs of Theorems 6.4.1 and 6.4.2. At the heart of the proofs, we essentially reduce

from the 1-way marginal problem. For d, t ∈ N, let x 7→ πxd,t denote the mapping from {−1,+1}d
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to S2d+t defined by πxd,t(ℓ) = ℓ for all ℓ ∈ {d+ 1, . . . , d+ t} and

πxd,t(j) :=


j if xj = 1

j+ d+ t if xj = −1,

πxd,t(j+ d+ t) :=


j+ d+ t if xj = 1

j if xj = −1,

for all j ∈ [d]. In words, πxd,t is an ordering where we start from the identity and switch the positions

of j and j+ d+ t if xj = +1.

Recall that in the (1-way) marginal problem, we are given vectors x1, . . . , xn ∈ {−1,+1}d and

the goal is to determine 1
n
∑

i∈[n] xi. The connection between this problem and the rank aggregation

problem is that a “good” aggregated rank on πx1d,t, . . . , π
xn
d,t must “correspond” to a d-dimensional

vector whose sign is similar to the 1-way marginal. To formalize this, let us define the “inverse” oper-

ation of x 7→ πxd,t, which we denote by ρd,t : S2d+t → {−1,+1}d as follows:

ρd,t(π)j =


−1 if π(j) < π(j+ d+ t)

+1 otherwise.

The aforementioned observation can now be formalized:
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Observation 6.4.3. For any x1, . . . , xn ∈ {−1,+1}d and any σ ∈ S2d, we have

K(σ, {πx1d,t, . . . , π
xn
d,t})

≥ t

d
2
− 1

2

⟨
ρd,t(σ),

1
n
∑
i∈[n]

xi
⟩ .

The “inverse” of the above statement is not exactly true, since we have not accounted for the

inversions of elements in {1, . . . , d + 1, d + t + 1, . . . , 2d + t}. Nonetheless, this only contributes

at most 2d2 to the number of inversions and we can prove the following:

Observation 6.4.4. For any x1, . . . , xn, y ∈ {±1}d, we have

K(πyd,t, {π
x1
d,t, . . . , π

xn
d,t})

≤ t

d
2
− 1

2

⟨
y,

1
n
∑
i∈[n]

xi
⟩+ 2d2.

Ignoring the additive 2d2 term, Observations 6.4.4 and 6.4.3 intuitively tell us that if the 1-way

marginal is hard for DP algorithms, then so is rank aggregation.

Pure-DP For pure-DP, it is now relatively simple to apply the packing framework of Hardt and

Talwar [2010] for proving a DP lower bound: we can simply pick x1 = · · · = xn to be a code-

word from an error-correcting code. Observation 6.4.3 tells us that this is also a good packing for the

Kendall tau metric, which immediately implies Theorem 6.4.1.

Approximate-DP Although there are multiple lower bounds for 1-way marginals in the approximate-

DP setting (e.g., [Bun et al., 2018, Steinke and Ullman, 2015, Dwork et al., 2015, Steinke and Ull-

man, 2017]), it does not immediately give a lower bound for the rank aggregation problem because
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our observations only allow us to recover the signs of the marginals, but not their values. Fortu-

nately, it is known that signs are already enough to violate privacy [Dwork et al., 2015, Steinke and

Ullman, 2017] and thus we can reduce from these results§. Another complication comes from the

additiveO(d2) term in Observation 6.4.4. However, it turns out that we can overcome this by sim-

ply picking t to be sufficiently large so that this additive factor is small when compared to the opti-

mum.

6.5 Other RelatedWork

In many disciplines (especially in social choice), rank aggregation appears in many different forms

with applications to collaborative filtering and more general social computing [Cohen et al., 1999,

Pennock et al., 2000, Dwork et al., 2001]. It has been shown previously by Arrow [1963] that no

voting rule (on at least three candidates) can satisfy certain criteria at once. To circumvent such im-

possibility results, we could rely on relaxed criteria such as the Condorcet [Young and Levenglick,

1978, Young, 1995] condition, where we pick a candidate that beats all others in head-to-head com-

parisons. The Kemeny ranking [Kemeny and Snell, 1962] can be used to obtain a Condorcet win-

ner (if one exists) and also rank candidates in such a way as to minimize disagreements between the

rankings from the voters. The Kemeny ranking problem is NP-hard even for four voters [Bartholdi

et al., 1989, Cohen et al., 1999, Dwork et al., 2001]. To overcome this, computationally efficient ap-

proximation algorithms have been devised [de Borda, 1781, Diaconis and Graham, 1977, Conitzer

et al., 2006, Kenyon-Mathieu and Schudy, 2007, Ailon et al., 2008]. Our results rely on such algo-

rithms.

In correlation clustering [Bansal et al., 2004], we are given a graph whose edges are labeled green

§Another advantage of [Dwork et al., 2015, Steinke and Ullman, 2017] is that their the marginal distribu-
tions are flexible; indeed, we need distributions which have large standard deviation (i.e., mean is close to−1
or+1) in order to get a large approximation ratio.
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or red. The goal is to find a clustering that minimizes the number of pairwise disagreements with

the input graph, i.e., the number of intra-cluster red edges and inter-cluster green edges. Correlation

clustering is closely related to ranking problems (see e.g., [Ailon et al., 2008]). Bun et al. [2021]

recently tackled correlation clustering under DP constraints, although their notion of neighboring

datsets—roughly corresponding to changing an edge—is very different than ours.

Conclusion & FutureWork In this work, we have provided several DP algorithms and lower

bounds for the rank aggregation problem in the central and local models. Since each of our algo-

rithms achieves either the near-optimal approximation ratio or the near-optimal additive error (but

not both), an immediate open question here is if one can get the best of both worlds.

Furthermore, recall that our local DP algorithm in Corollary 6.3.5 requires interactivity, which

seems inherent for any QuickSort-style algorithms. It is interesting if one can achieve similar guar-

antees with a non-interactive local DP algorithm. We point out that separations between interac-

tive and non-interactive local models are known (see, e.g., [Dagan and Feldman, 2020] and the

references therein); thus, it is possible that such a separation exists for rank aggregation. Lastly, it

is interesting to see if we can extend our results to other related problems—such as consensus and

correlation clustering—that rely on the (weighted) minimum FAST problem for their non-private

approximation algorithms.

6.5.1 Proof of Theorem 6.3.1

To prove Theorem 6.3.1, we need the following algorithm for estimating an aggregated vector, due

to Duchi et al. [2014].

Lemma 6.5.1 (Duchi et al. [2014]). Suppose that each user i’s input is a vector vi ∈ Rd such that

∥vi∥2 ≤ C. Then, there exists an ε-local DP algorithm that calculates an estimate s̃ of the average of

196



the input vectors s := 1
n
∑

i∈[n] v
i such that

E[∥s− s̃∥22] ≤ O
(
C2d
ε2n

)
.

Proof of Theorem 6.3.1. Each user ℓ’s view of its own ranking πℓ is anm2-dimensional vector vℓ

whose (j, i)-entry is 1[πℓ(j) < πℓ(j)]; we have ∥vℓ∥2 ≤ m for d = m2. Notice that the average of

these vectors is exactlyw. We can thus use the ε-local DP algorithm in Lemma 6.5.1 to compute its

estimate w̃. Finally, we runA on w̃ and output the ranking found.

The privacy guarantee of the algorithm follows from that of Lemma 6.5.1 and the post-processing

property of DP.

The α-approximation guarantee ofA implies that

Eσ[K(σ, w̃)] ≤ α ·OPT(w̃). (6.4)

Furthermore, we may use the Cauchy–Schwarz inequality together with the utility guarantee of

Lemma 6.5.1 to arrive at

E

 ∑
i,j∈[m]

|wji − w̃ji|

 ≤ m ·
√

E[∥w− w̃∥22]

(Lemma 6.5.1) ≤ m ·

√
O
(
m2 ·m2

ε2n

)
= O

(
m3

ε
√
n

)
.

Wemay now finish the proof similar to that of Theorem 6.2.1 where e := O
(

m3

ε
√
n

)
. By applying
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Fact 6.2.2 twice, we then arrive at

Eσ,w̃[K(σ,w)]

(Fact 6.2.2) ≤ e+ Eσ,w̃[K(σ, w̃)]

(6.4) ≤ m2e+ α ·OPT(w̃)

(Fact 6.2.2) ≤ e+ α · (OPT(w) + e)

= α ·OPT(w) + (α + 1)e.

6.5.2 Proof of Theorem 6.3.4

Before we prove Theorem 6.3.4, we remark that, in the regime of large q = ω(m logm), it is pos-

sible to improve the error guarantees in Lemma 6.3.3 and Theorem 6.3.4 toO
(√

q logm
ε
√
n

)
and

O
(

m2
√

q logm
ε
√
n

)
, respectively. This can be done by partitioning the users into Θ(q/ logm) sets

instead ofm sets as currently done. However, this improvement does not effect our final additive

error bound in Corollary 6.3.5 (which only uses q = O(m logm)) and thus we choose to present a

simpler version where the number of sets in the partition is fixed tom.

Proof of Theorem 6.3.4. Our algorithm B simply works by runningA, and every timeA queries for

a pair i, j, we return the answer using the ε/2-DP algorithmQ from Lemma 6.3.3. IfQ never re-

turns⊥, then we return the output σA ofA. Otherwise, we run the ε/2-DP algorithm from Corol-

lary 6.3.2 with ξ = 1 and return its output σ∗. The ε-DP guarantee of the algorithm is immediate

from the assumptions and the basic DP composition.

We next analyze the expected Kendall tau distance of the output. Notice that, for the purpose

of accuracy analysis, we may view Algorithm 14 as producing w̃ji for all j, i ∈ [m] (even those not

queried); thus we may view the algorithmA as running on this w̃whenever it does not receive⊥

fromQ. Let Eq denote the event thatA uses more than q queries and let E⊥ denote the event that
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Q outputs⊥ on one of the queries. From our assumption, we have Pr[Eq] ≤ ζ/m4; moreover,

Lemma 6.3.3 states that Pr[E⊥ | Eq] ≤ exp(−0.1q/m) ≤ ζ/m4. Combining these, we have that

Pr[E⊥] ≤ 2ζ/m4. Furthermore,

EσA [K(σA, w̃)] ≥ Pr[E⊥] · EσA [K(σA, w̃) | E⊥]. (6.5)

Now, let σ denote the output of our algorithm B. We have

Eσ,w̃[K(σ, w̃))]

≤ Pr[E⊥] · EσA,w̃[K(σA,w) | E⊥] + Pr[¬E⊥] · Eσ∗ [K(σ∗,w)]

≤ EσA [K(σA, w̃)] +
2ζ
m4 ·

(
2 ·OPT(w) + Oα

(
m3

ε
√
n

))
≤ α ·OPT(w) + Oα

(
m2 · q

ε
√
nm

)
+

2ζ
m4 ·OPT(w)

≤ (α + ζ) ·OPT(w) + Oα

(
m1.5q
ε
√
n

)
,

where the second inequality follows from (6.5) and the approximation guarantee of the algorithm

from Corollary 6.2.3, the third inequality follows from similar computations as in the proof of The-

orem 6.2.1 but with the accuracy guarantee from Lemma 6.3.3 and the last inequality follows be-

cause we may assume w.l.o.g. thatm ≥ 2.

6.5.3 Proofs of Observations 6.4.3 and 6.4.4

Proof of Observation 6.4.3. ConsiderK(σ, πxid,t). Notice that ρd,t(σ)j ̸= xij iff rj, rj+d occurs in

different orders in r compared to πxid,t). When this occurs, it contributes to at least t inversions (of
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the middle fixed elements). As a result, we can conclude that

K(σ, πx
i

d,t) ≥
∑
j∈[d]

t · 1[ρd,t(σ)j ̸= xij]

=
∑
j∈[d]

t · 1
2
(1− ρd,t(σ)j · x

i
j)

= t
(
d
2
− 1

2

⟨
ρd,t(σ), x

i
⟩)

.

Taking the average over all i ∈ [n] yields the claimed bound.

Proof of Observation 6.4.4. This follows from observing that the proof of Observation 6.4.3 already

exactly counts all inversions except those between the elements {1, . . . , d+ 1, d+ t+ 1, . . . , 2d+ t},

and the latter contributes at most 2d2 inversions.

6.5.4 Lower Bound for Pure-DP in the CentralModel

The pure DP case (in the central model) is the easiest to handle, as we can simply apply a packing

argument with x1 = · · · = xn being a codeword in an error-correcting code, which already circum-

vents the two “issues” discussed above.

Proof of Theorem 6.4.1. We assume w.l.o.g. thatm is divisible by 3, and let d = t = m/3. Let

a1, . . . , aT ∈ {−1,+1}d denote an error-correcting code with distance at least 0.49d; it is known

that there exists such a code with T = exp(Ω(d)).

Now, letA be any ε-DP (α, 0.01m2)-approximation algorithm for the rank aggregation problem.

LetDi denote the dataset that includes n copies of of πaid,t. Notice that OPT(Di) = 0; thus we have

Eσ∼A(Di)[K(σ,Di)] ≤ 0.01m2. Define Si := {σ | K(σ,Di) ≤ 0.02m2} FromMarkov’s inequality,
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we have Prσ∼A(Di)[σ ∈ Si] ≥ 0.5. Now, consider any distinct i, i′ ∈ [T] and σ ∈ Sm, we have

K(σ,Di) + K(σ,Di′)

(Observation 6.4.3) ≥ d
(
d+

1
2

⟨
ρd,t(σ), a

i + ai
′
⟩)

≥ d
(
d− 1

2
∥ρd,t(σ)∥∞∥a

i + ai
′∥1
)

= d
(
d− 1

2
∥ai + ai

′∥1
)
.

Now, from the distance guarantee of the error-correcting code, we have ∥ai + ai′∥1 ≤ 2(0.51d).

Plugging this back into the above, we have

K(σ,Di) + K(σ,Di′) ≥ 0.49d2 > 0.04m2.

This means that Si, Si′ are disjoint. As such, we have

1 ≥
∑
i∈[T]

Pr
σ∼A(∅)

[σ ∈ Si] ≥
∑
i∈[T]

e−εn Pr
σ∼A(Di)

[σ ∈ Si] ≥
∑
i∈[T]

e−εn · 0.5 = 0.5T · e−εn,

where the second inequality follows from the assumption thatA is ε-DP. The above inequality,

together with T ≥ exp(Ω(d)), implies that n ≥ Ω(d/ε) = Ω(m/ε) as desired.

6.5.5 Lower Bound for Approximate-DP in the CentralModel

As stated earlier, we will reduce from the lower bound for the 1-way marginal problem from [Steinke

and Ullman, 2017]. To state their result, we use Β(α, β) to denote the beta distribution with pa-

rameter α, β. For notational convenience, we assume that the Bernoulli distribution Ber(q) is over

{−1,+1} instead of {0, 1}. For a vector q ∈ [0, 1]d, we use Ber(q) as a shorthand for Ber(q1) ×

· · · × Ber(qd).
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Theorem 6.5.2 ([Steinke and Ullman, 2017, Theorem 3]). Let β, γ > 0 and n, d ∈ N. Let B be

any (1, γ/n)-DP algorithm whose output belongs to {−1,+1}d. Let q1, . . . , qd be drawn i.i.d. from

Β(β, β) and x1, . . . , xn be i.i.d. drawn from Ber(q). If

Eq,x1,...,xn,w∼A(x1,...,xn)

∑
j∈[d]

wj ·
(
qj − 0.5

) ≥ γd, (6.6)

then n ≥ γβ
√
d.

Wewill now prove our lower bound (Theorem 6.4.2). In fact, it suffices to only prove the state-

ment for ε = 1, from which, using the standard group privacy-based techniques (see e.g., [Steinke

and Ullman, 2016] for more details), we can get the lower bound in Theorem 6.4.2 for ε ≤ 1 where

the number of required users grow with 1/ε.

Lemma 6.5.3. For any constant α > 0, there exists c > 0 (depending on α) such that there is no

(1, o(1/n))-DP (α, cm2)-approximation algorithm for the rank aggregation problem for n = o(
√
m).

Proof. We assume w.l.o.g. that α is an integer and that n ≥ 25. Let β > 0 be sufficiently small so

that the following holds:

Eq∼Β(β,β)[|2q− 1|] > 1− 0.5/α.

Note that this exists because as β→ 0, the left hand side term converges to 1.

Let γ = 0.05 and c = 0.00001α. Note that β, γ, c are constants depending only on α (but not n).

Furthermore, we may assume that n > 25.

Now, consider any (1, γ/n)-DP (α, cm2)-approximation algorithmA for the rank aggregation

problem. Again, assume w.l.o.g. thatm is divisible by 40α + 2 and let d = m/(40α + 2) and

t = 40αd. Now, let q1, . . . , qd, x1, . . . , xn be sampled as in the statement of Theorem 6.5.2.
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For notational brevity, we will simply write πx and ρ instead of πxd,t and ρd,t. Furthermore, let

s ∈ {−1,+1}d be such that sj = (−1)1[qj>1/2] for all j ∈ [d].

From the guarantee ofA, we have

Eσ∼A(πx1 ,...,πxn )[K(σ, {π
x1 , . . . , πx

n})]

≤ α ·OPT({πx1 , . . . , πxn}) + cm2

≤ α · K(πs, {πx1 , . . . , πxn}) + cm2

(Observation 6.4.4) ≤ α

t

d
2
− 1

2

⟨
s,
1
n
∑
i∈[n]

xi
⟩+ 2d2

+ cm2

= α

t

d
2
− 1

2
∑
j∈[d]

(−1)1[qj<1/2] · 1
n
∑
i∈[n]

xij

+ (2αd2 + cm2).

Now, let the B denote the algorithm that takes in x1, . . . , xn ∈ {−1,+1}d, runsA to get σ and

then output w = −ρ(σ). Using Observation 6.4.3 together with the above inequality, we arrive at

Ew

t
d
2
− 1

2

⟨
w,

1
n
∑
i∈[n]

xi
⟩

≤ α

t

d
2
− 1

2

⟨
s,
1
n
∑
i∈[n]

xi
⟩+ 2d2

+ cm2

= α

t

d
2
− 1

2
∑
j∈[d]

(−1)1[qj<1/2] · 1
n
∑
i∈[n]

xij

+ (2αd2 + cm2).

Rearranging, we arrive at

Ew

⟨w, 1
n
∑
i∈[n]

xi
⟩ ≥ d− α ·

d−
∑
j∈[d]

(−1)1[qj<1/2] · 1
n
∑
i∈[n]

xij

− 4αd2 + 2cm2

t
. (6.7)
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Wewill now take expectation on both sides w.r.t. x1, . . . , xn sampled i.i.d. from Ber(q). On the

right hand side, we get

Ex1,...,xn

d− α

d−
∑
j∈[d]

(−1)1[qj<1/2] · 1
n
∑
i∈[n]

xij

− 4αd2 + 2cm2

t


= d− α

d−
∑
j∈[d]

(−1)1[qj<1/2] · (2qj − 1)

− 4αd2 + 2cm2

t

= d− α

d−
∑
j∈[d]

|2qj − 1|

− 4αd2 + 2cm2

t
. (6.8)

For the left hand side, notice that

E

∣∣∣∣∣∣ 1n
∑
i∈[n]

xij − (2qj − 1)

∣∣∣∣∣∣
 ≤ 1√

n
. (6.9)

From this, we have

Ex1,...,xn,w

∑
j∈[d]

wj ·
(
qj − 0.5

) =
1
2
Ex1,...,xn,w

∑
j∈[d]

wj ·
(
2qj − 1

)
=

1
2
Ex1,...,xn,w

⟨w, 1
n
∑
i∈[n]

xi
⟩− 1

2
Ex1,...,xn,w

∑
j∈[d]

wj ·

 1
n
∑
i∈[n]

xij − (2qj − 1)


≥ 1

2
Ex1,...,xn,w

⟨w, 1
n
∑
i∈[n]

xi
⟩− 1

2
Ex1,...,xn,w

∑
j∈[d]

∣∣∣∣∣∣ 1n
∑
i∈[n]

xij − (2qj − 1)

∣∣∣∣∣∣


≥ 1
2
Ex1,...,xn,w

⟨w, 1
n
∑
i∈[n]

xi
⟩− d

2
√
n
, (6.10)

where the first inequality follows from wj ∈ {−1,+1} and the second one follows from (6.9).
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Combining (6.7), (6.8) and (6.10), we arrive at

Ex1,...,xn,w

∑
j∈[d]

wj ·
(
qj − 0.5

) ≥ 1
2

d− α

d−
∑
j∈[d]

|2qj − 1|

− 4αd2 + 2cm2

t

− d
2
√
n
.

Taking the expectation over q1, . . . , qd ∼ Β(β, β) on both side and using our choice of β, we arrive

at

Eq,x1,...,xn,w

∑
j∈[d]

wj ·
(
qj − 0.5

) ≥ 1
2

(
d− α (d− (1− 0.5/α)d)− 4αd2 + 2cm2

t

)
− d

2
√
n

=
1
2

(
0.5d− 4αd2 + 2cm2

t

)
− d

2
√
n
≥ 1

2
(0.5d− 0.1d− 0.1d)− 0.1d ≥ 0.05d = γd,

where the second-to-last inequality follows from our choices of t, c and our assumption that n ≥ 25.

As a result, we can conclude via Theorem 6.5.2 that n ≥ Ω(
√
d) as desired.
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7
Conclusion

In this dissertation, we have presented and discussed differentially private procedures for important

tasks in computational social science.

We delineate some regimes under which we can perform statistical inference (specifically, through

the general linear model) under the constraint of differential privacy. Then, we show how to per-

form rank aggregation, a core problem in social choice theory, while satisfying differential privacy in

central and local trust models. Within each chapter, we have also identified open problems that we
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hope will spur future work.

In Chapter 3, we theoretically compared the utility of DP procedures for releasing point esti-

mates for the problem of ordinary least-squares regression. Our focus was on the finite-sample

regime. In chapter 4, we provided and evaluated DP procedures for small-area analysis, focusing

on the Opportunity Atlas tool. In Chapter 5, we provide methods for uncertainty quantification via

the use of hypothesis tests through a DP F-statistic. Finally, we discussed procedures for private rank

aggregation, as well as presented distribution-independent utility upper and lower bounds.
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A
Publications and Statement on Joint Work

1. Joint work with Salil Vadhan: Chapter 3 details unpublished work on finite sample conver-

gence rates for DP ordinary least squares methods [Alabi and Vadhan, 2022a].

2. Joint work with Audra McMillan, Jayshree Sarathy, Adam Smith, and Salil Vadhan:

Chapter 4 builds on work that is published in the Proceedings of the Journal on Privacy En-

hancing Technologies (PoPETS) 2022. See [Alabi et al., 2022b].
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3. Joint work with Salil Vadhan: Chapter 5 details unpublished work on hypothesis tests

for differentially private linear regression. This work will appear at the 2022 IMS (Institute

of Mathematical Statistics) and the 2022 SEA (Southern Economic Association) Annual

Meetings. The full version is under submission [Alabi and Vadhan, 2022b].

4. Joint work with Badih Ghazi, Ravi Kumar, and Pasin Manurangsi: Chapter 6 builds on

work that is published in the Proceedings of the AAAI Conference on Artificial Intelligence.

See [Alabi et al., 2022a].
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